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The ApplicationLanguages class, for its part, contains just a few things. manifestLanguages is an 

array of languages as defined by the app’s manifest; you’ll set these when you localize an app. 

languages contains a combination of the GlobalizationPreferences.languages array and those 

from manifestLanguages. The first item in this list is the best value to use for the user’s preferred 

language in your app, so this will be the one to send to web services for localization purposes.  

Lastly, there’s primaryLanguageOverride, a property (BCP-47 tag) that allows you to set an app-

specific language preference (and add it to the mix of languages). Setting this (which is persistent 

across sessions) tells the system what language to use in its own UI that appears in the context of the 

app (such as system-provided flyouts). It’s a relatively expensive operation, so avoid using 

primaryLanguageOverride for transient purposes, such as rendering a few elements in a different 

language. For that, create a new language context and use that explicitly; see ResourceContext.-

getForCurrentView and scenario 13 of the Application resources and localization sample. 

The last class, Calendar, is quite extensive and contains too many members to list here, many of 

which work with formatting as well performing calendar math. Before stepping into that arena, 

however, let’s look more broadly at the question of formatting data. 

Formatting Culture-Specific Data and Calendar Math 

If you clicked around within the formatting and region panes of PC Settings and Control Panel (refer 

back to Figure 19-4 and Figure 19-5), you’ll find that the possible permutations for formatting 

something as simple as a number is quite mind boggling, let alone dates, times, and currencies! 

Fortunately, “formatter” classes in WinRT take care of all the details such that you can take a value from 

new Date(), for example, and get back a string that completely reflects the user’s preferences. The APIs 

also provide parsing services that work in the opposite direction. 

In Windows.Globalization.NumberFormatting we have CurrencyFormatter, Decimal-

Formatter, PercentFormatter, and PermilleFormatter, which you should always use when 

converting data values into UI display strings. All of these classes are demonstrated in the Number 

formatting and parsing sample, where the basic process is to instantiate the formatter with or without 

specific codes or languages, set any necessary properties for the formatter (such as the number of 

digits, separator usage, and the CurrencyFormatterMode), and then call its format method to obtain a 

string or, alternately, one of its parse* methods to turn a string into a number. 

For example, to format a currency value (perhaps to present the cost of an in-app purchase in your 

UI), instantiate a CurrencyFormatter with a currency identifier (and an optional language list and 

geographic region), set up any options, and then call format (js/CurrencyFormatting.js; I’ve created a 

namespace variable for simplicity): 

var nf = Windows.Globalization.NumberFormatting; 

var currs = Windows.Globalization.CurrencyIdentifiers; 

var userCurrency = Windows.System.UserProfile.GlobalizationPreferences.currencies; 

 

var wholeNumber = 12345; 

var fractionalNumber = 12345.67; 

http://msdn.microsoft.com/library/windows/apps/windows.globalization.applicationlanguages.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.core.resourcecontext.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.core.resourcecontext.aspx
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://msdn.microsoft.com/library/windows/apps/windows.globalization.calendar.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.currencyformatter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.decimalformatter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.decimalformatter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.percentformatter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.permilleformatter.aspx
http://code.msdn.microsoft.com/windowsapps/Number-formatting-and-bb10ba3d
http://code.msdn.microsoft.com/windowsapps/Number-formatting-and-bb10ba3d
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.currencyformattermode.aspx
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// Apply user defaults 

var userCurrencyFormat = new nf.CurrencyFormatter(userCurrency); 

var currencyDefault = userCurrencyFormat.format(fractionalNumber); 

 

// Apply a specific currency 

var currencyFormatUSD = new nf.CurrencyFormatter(currs.usd); 

var currencyUSD = currencyFormatUSD.format(fractionalNumber); 

 

// Apply a specific currency, language, and region (France, then Ireland) 

var currencyFormatEuroFR = new nf.CurrencyFormatter(currs.eur, ["fr-FR"], "ZZ"); 

var currencyEuroFR = currencyFormatEuroFR.format(fractionalNumber); 

 

var currencyFormatEuroIE = new nf.CurrencyFormatter(currs.eur, ["gd-IE"], "IE"); 

var currencyEuroIE = currencyFormatEuroIE.format(fractionalNumber); 

 

// Include fractions with a whole number 

var currencyFormatUSD1 = new nf.CurrencyFormatter(currs.usd); 

currencyFormatUSD1.fractionDigits = 2; 

var currencyUSD1 = currencyFormatUSD1.format(wholeNumber); 

 

// Group integers 

var currencyFormatUSD2 = new nf.CurrencyFormatter(currs.usd); 

currencyFormatUSD2.isGrouped = 1; 

var currencyUSD2 = currencyFormatUSD2.format(fractionalNumber); 

 

// Formatted using currency code instead of currency symbol 

var currencyFormatEuroModeSwitch = new nf.CurrencyFormatter(currs.eur); 

currencyFormatEuroModeSwitch.mode = nf.CurrencyFormatterMode.useCurrencyCode; 

var currencyEuroCode = currencyFormatEuroModeSwitch.format(fractionalNumber); 

 

// Return back to currency symbol 

currencyFormatEuroModeSwitch.mode = nf.CurrencyFormatterMode.useSymbol; 

var currencyEuroSymbol = currencyFormatEuroModeSwitch.format(fractionalNumber); 

The output of this code is as follows: 

 

The other number formatters all work like this, so I’ll leave it to you to check out the details in the 

documentation and the scenarios 1–4 of the sample. In addition, scenario 5 (js/RoundingAnd-

Padding.js) demonstrates the use of rounding and padding capabilities of the NumberFormatting API, 

which involves the IncrementNumberRounder and SignificantDigitNumberRounder classes, along 

with the RoundingAlgorithm enumeration providing the options: none, roundDown, roundUp, 

roundTowardZero, roundAwayFromZero, roundHalfDown, roundHalfUp, roundHalfTowardZero, 

roundHalfAwayFromZero, roundHalfToEven, and roundHalfToOdd. 

http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.incrementnumberrounder.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.significantdigitsnumberrounder.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.roundingalgorithm.aspx
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Scenario 6 (js/NumericalSystemTranslation.js) shows use of the NumeralSystemTranslator class 

that converts between the common Latin system and a wide variety of others used around the world. 

Refer to NumeralSystem values for the options. And scenario 7 shows how to do number formatting 

with Unicode extensions to language tags, such as a tag of ja-jp-u-nu-arab. 

To format dates and times, we turn now to the Windows.Globalization.DateTimeFormatting 

namespace, where we find the DateTimeFormatter class along with many enumerations for the 

different ways to formats seconds, minutes, hours, days, months, and years. To use the API, you 

instantiate a formatter object specifying the desired formats and applicable languages. (There are no 

less than seven separate constructors here!) You then set options like the clock, geographicRegion, 

and so forth and call its format method with the desired Date value. You can even apply custom 

formats, if desired. Many such variations are demonstrated in the Date and time formatting sample, 

including tags with Unicode extensions in scenario 5 and time-zone handling in scenario 6. I trust a 

small code snippet will suffice here (from scenario 2, js/stringtemplate.js): 

var mydatefmt1 = new Windows.Globalization.DateTimeFormatting.DateTimeFormatter( 

    "month day"); 

var mytimefmt1 = new Windows.Globalization.DateTimeFormatting.DateTimeFormatter( 

    "hour minute "); 

var dateToFormat = new Date(); 

var mydate1 = mydatefmt1.format(dateToFormat); 

var mytime1 = mytimefmt1.format(dateToFormat); 

The other bit of relevant code from the SDK is the Calendar details and math sample. A world-ready 

app must not make assumptions about how time periods are computed or compared because this can 

vary with regional calendars. This is why the extensive Windows.Globalization.Calendar class 

contains ten distinct add* methods that range from addNanoseconds to addEras, along with its 

compare and compareDateTime methods (and a bunch to get all the little bits of calendar-related text). 

In other words, drill it into your mind now to never, ever use arithmetic operators on date and time 

values because they won’t work properly in every locale. Even where you think you know what you’re 

doing, you can get wrong answers when situations like daylight savings time get involved, where the 

number of hours in two days of every year will not actually be 24! 

The bottom line is although we make many assumptions about calendar math in day to day life, 

where exact precision isn’t needed, we must avoid writing code using those same assumptions. For 

example, if I say “I’ll get back to you in a month” and today is February 12th, do I really mean March 

12th or something else? What I don’t want to do in code is just add 1 to the month (even if I do 

remember to check for December!). Instead, I should always use Calendar.addMonths method. 

Sorting and Grouping 

Just as a world-ready app cannot make assumptions about comparing date and time values, it cannot 

make assumptions about how strings are sorted. Every language has its own way of sorting that doesn’t 

necessarily have anything to do with the values of the character codes involved. I was reminded of this 

just recently: my work on this second-edition chapter coincided with the opening of the 2014 Winter 

Olympics in Sochi, Russia (or, I should write, Сочи, Россия). During the opening ceremonies, some were 

http://msdn.microsoft.com/library/windows/apps/windows.globalization.numberformatting.numeralsystemtranslator.aspx
http://msdn.microsoft.com/library/windows/apps/jj236471.aspx
http://msdn.microsoft.com/library/windows/apps/br206859.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.datetimeformatting.datetimeformatter.aspx
http://code.msdn.microsoft.com/windowsapps/Date-and-time-formatting-2361f348
http://code.msdn.microsoft.com/windowsapps/Calendar-details-and-math-b1683bb7
http://msdn.microsoft.com/library/windows/apps/windows.globalization.calendar.aspx
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surprised that the Zimbabwe team (Зимбабве in Russian) entered ahead of Chile (Чили), which 

happened because З comes before Ч in the Russian alphabet. 

The bottom line here is that you should never sort strings by character code or based on any 

assumptions you might think would apply: always use a language-aware API instead. 

For Windows Store apps written in HTML and JavaScript, you can use the localeCompare method 

that’s already built into strings (even for individual characters). This performs the comparison based on 

the user’s current language. You can also use a string’s tolocaleLowerCase and toLocaleUpperCase 

methods. In Chapter 7, “Collection Controls,” specifically in “Quickstart #4: The ListView Grouping 

Sample,“ we also saw how to use the Windows.Globalization.Collation.CharacterGroupings API 

to create proper groupings by the first character of item titles. 

Fonts and Text Handling 

Thanks to Unicode and the ability of HTML to directly handle text in different languages, there’s little 

you need to do to make text appear properly within your layout. For example, if you look at the 

Language font mapping sample, pages like html/scenario2.html that contain this markup: 

<div id="scenario2Document"> 

    <h2 lang="hi" id="scenario2Heading" contenteditable="true"> 

        है।अभी पत्रिका लाभान्वित</h2> 
    <p lang="hi" contenteditable="true"> 

        है।अभी पत्रिका लाभान्वित सुना समजते संभि ध्िनन विभाजन िैन्विक बनानत संभि विकससत 
        विचरविमर्श प्रोत्साहहत न्जम्मे िर्णशत पे्ररना सुचना जाता भाषाओ सलये हिनांक भेिनक्षमता 
        सुचनाचलचचि डाले। सलए। मुन्वकल विभाजनक्षमता मुक्त िस्तािेज विचारसर्लता विचरविमर्श 
        उसके निंबर रचना उद्योग िातािरण पहोचाना समजते तकननकल अंगे्रजी बनाए ससभसमज जानकारी 
        संिेर् अचिक िनुनया अनुिाि सकती मुख्य रचना समजते उपलब्ि सभीकुछ िेखने</p> 
</div> 

just show up like you expect they would (and if you read Hindi, you’ll see that this is just jibberish):  

 

What this particular sample is meant to demonstrate is the Windows.Globalization.Font.-

LanguageFontGroup object, which provides specific font recommendations for different parts of the UI. 

Once created using a specific BCP-47 tag, the object contains a number of properties, each of type 

LanguageFont, such as uITextFont and uIHeadingFont (notice the odd casing again). Each 

LanguageFont object then contains properties of fontFamily, fontStretch, fontStyle, fontWeight, 

and scaleFactor. Through a couple of helper functions in js/langfont.js, which are deceivingly added 

to the WinJS.UI namespace without being part of WinJS itself, these recommendations are applied to 

elements in the DOM simply by setting the appropriate styles for those elements. 

 

http://msdn.microsoft.com/library/62b7ahzy.aspx
http://msdn.microsoft.com/library/94h6w1kx.aspx
http://msdn.microsoft.com/library/6t6xaca8.aspx
http://msdn.microsoft.com/library/windows/apps/windows.globalization.collation.charactergroupings.aspx
http://code.msdn.microsoft.com/windowsapps/Language-font-mapping-919f08d4
http://msdn.microsoft.com/library/windows/apps/br206865.aspx
http://msdn.microsoft.com/library/windows/apps/br206865.aspx
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Be clear that these font recommendations are really refinements and not necessary for basic 

functionality. As scenario 4 of the sample demonstrates, a basic English font (with Unicode characters, 

of course) applied to mixed English/Japanese text will still render the Japanese but perhaps not 

optimally. Applying the recommended font will make that refinement. 

With text, let me remind you of a few APIs in the Windows.Data.Text namespace that we saw 

briefly in Chapter 15, “Contracts,” and are worth mentioning again. These are the ones for semantic text 

querying (the SemanticTextQuery class), segmenting words (WordsSegmenter), segmenting selection 

ranges (SelectableWordsSegmenter), and tokenizing identifiers within strings (UnicodeCharacters). 

For demonstrations of these, refer to the Semantic text query sample, the Text segmentation API 

sample, and the Unicode string processing API sample.  

The other aspect to working with different fonts and languages is how these affect your overall 

layout, something we didn’t go into in Chapter 8. This is discussed in the documentation on How to 

adjust layout for various languages and support RTL layout, but let me summarize that material and 

add a bit more. 

First of all, a world-ready app leaves extra space for various bits of content like headings and labels 

because the words and phrases will be longer in some languages and shorter in others. The general 

guidelines are to leave at least 30% more room over what’s needed in English for typical strings and as 

much as 300% for really short strings or single words. As a simple example, the English word “wrench” 

translates into German as “Schraubenschlüssel”; the word “click” (if I’m to trust Bing Translator), 

translates into Greek as “Κάντε κλικ στο κουμπί” (literally “do click on the button”—the click word is 

just κλικ). You might need word wrapping in some cases too! 

For all such purposes you can and should use the :lang()/:-ms-lang() pseudo-class selector in 

CSS to adjust styles like width for specific languages. Be sure to test your app with those languages or 

test thoroughly with the pseudo-language (see “Testing with the Pseudo Language” later). 

Secondly, different languages flow text in directions other than the left to right (and top to bottom), 

like English and many Indo-European languages. Arabic and Hebrew, for instance, read right to left 

(RTL) instead of left to right; a few will flow top to bottom first, then right to left. 

When making your app world-ready for RTL languages (considering that such markets are 

significant), you’ll want to support what is called mirroring in your layout. It really means reversing your 

layout, including images, the direction of the back button, the direction of animations, panning 

directions, and so forth. 

Fortunately, HTML and CSS layout automatically accommodate this, and the WinJS stylesheets, ui -

light.css and ui-dark.css, set the CSS direction style appropriately as follows (something you should 

use on the element level for RTL languages rather than align): 

html:-ms-lang(ar, dv, fa, he, ku-Arab, pa-Arab, prs, ps, sd-Arab, syr, ug, ur, qps-plocm) { 

    direction: rtl; 

} 

In fact, look around in the WinJS stylesheets and you’ll find many adjustments made for RTL 

http://msdn.microsoft.com/library/windows/apps/windows.data.text.semantictextquery.aspx
http://msdn.microsoft.com/library/windows/apps/windows.data.text.wordssegmenter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.data.text.selectablewordssegmenter.aspx
http://msdn.microsoft.com/library/windows/apps/windows.data.text.unicodecharacters.aspx
http://code.msdn.microsoft.com/windowsapps/Semantic-Text-Query-sample-29334be1
http://code.msdn.microsoft.com/windowsapps/Text-Segmentation-API-be73de71
http://code.msdn.microsoft.com/windowsapps/Text-Segmentation-API-be73de71
http://code.msdn.microsoft.com/windowsapps/Unicode-string-processing-b9c65246
http://msdn.microsoft.com/library/windows/apps/hh967757.aspx
http://msdn.microsoft.com/library/windows/apps/hh967757.aspx
http://msdn.microsoft.com/library/windows/apps/Hh996886.aspx
http://msdn.microsoft.com/library/windows/apps/hh996832.aspx
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languages with :-ms-lang, specifically with margins and padding. By using HTML, CSS, and WinJS—

including built-in controls—much of the mirroring is taken care of automatically. Here My Am!, for 

instance, just works in Hebrew. 

With images, you can reverse them when needed by applying a transform: scaleX(-1) style to 

the necessary elements. If, however, you have images that really need to be replaced (as when some 

parts would be mirrored but other parts would not), you can use layoutdir-RTL in the image filename in 

the same way we’ve seen for pixel densities and contrast. In fact, there are many qualifiers for use with 

resources that are described on How to name resources using qualifiers, something we’ll be looking at 

more closely in a moment. 

Sometimes you’ll need to reverse a certain portion of text, as when mixing languages in the same 

paragraph. For this you can apply the unicode-bidi style in conjunction with direction. (Do note 

that numbers are generally direction-neutral so that they take on the directionality of their containing 

element, so you might need to set direction separately.) Along similar lines, you can also use the -ms-

writing-mode style to flow text in just about any other direction, something you might use for an app 

that presents classical Chinese, Japanese, or Korean poetry. 

Preparing for Localization 
Once your app has been made world-ready and can handle just about any language and regional 

settings you want to throw at it, the next step is to make sure that language-specific resources in the 

app are cleanly separated from your HTML, CSS, and JavaScript and placed in your resources where the 

Windows resource loader (also referred to as the Resource Management System) can find them. 

Before going further, there’s an excellent topic in the documentation on this subject, How to 

prepare for localization, which provides suggestions for translation and other details. It’s not productive 

to repeat all of that here, of course, so I’ll instead to break that guidance down into a couple of steps 

that you can apply to an app and its default language before adding support for additional  languages. 

As you’ll see, one of these steps has nothing to do with the app package itself but has to do with 

localized resources you’ll need when submitting the app to the Windows Store. 

Tip Early in your development work, reserve localized names for your app in the App Name section of 

the Windows Store dashboard. 

Note The resource loader supports sparse localization for dealing with slight variations between 

similar languages or regions. It means that with languages like American English (en-US) and British 

English (en-GB), most of the app’s resources can be assigned to en-US with en-GB resources for only 

those bits that vary, like “color” vs. “colour” and changing “Contoso, Inc.” to “Contoso, Ltd.,” or vice-

versa. You might also need to provide region-specific graphics, such as the logos under which you do 

business in those regions. In any case, because each resource is resolved individually according to the 

user’s preferences, an app running in an en-GB context will find those specific bits first, if they exist, 

otherwise the loader will look in the en-US resources. There is also support for dealing with specific 

language exceptions through the use of resources marked with the undetermined tag und. See How to 

manage language and region, step 4 (toward the end), for details, along with Language Matching. 

http://msdn.microsoft.com/library/windows/apps/hh965372.aspx
http://msdn.microsoft.com/library/windows/apps/hh996988.aspx
http://msdn.microsoft.com/library/windows/apps/Hh997001.aspx
http://msdn.microsoft.com/library/windows/apps/Hh997001.aspx
http://msdn.microsoft.com/library/windows/apps/hh967759.aspx
http://msdn.microsoft.com/library/windows/apps/hh967759.aspx
http://msdn.microsoft.com/library/windows/apps/Hh967758.aspx
http://msdn.microsoft.com/library/windows/apps/Hh967758.aspx
http://msdn.microsoft.com/library/windows/apps/jj673578.aspx


1088 

 

Part 1: Separating String Resources 

The first step in preparing for localization is to move language-specific or region-specific strings from 

source files into a string resource file and then to insert resource references where necessary. Coming 

up, in “Part 2: Structuring Resources for the Default Language,” we’ll set up the folder structure for this 

file and image resources that will then accommodate localized versions. 

To create your first string resource file, right-click your project in Visual Studio’s solution explorer, 

select Add > New Item, and select Resources File (.resjson). Although you can change the filename, just 

leave it set to the default resources.resjson for now. Press Add, and the file will be created in your 

project root, where we’ll also leave it until Part 2. 

Omitting a comment at the top, the contents of this file appear as follows: 

{ 

    “greeting”              : “Hello World!”, 

    “_greeting.comment”     : “This is a comment to the localizer” 

} 

As you can see, the file is just plain JSON where each property has a string identifier and a string 

value; any resjson file can have as many properties as you want. 

Clearly, too, there is a relationship between the two entries above. The first entry of the form 

<identifier> : <value>, is a real string resource that maps a valid JSON identifier (no whitespace) to a 

string value. This is what the resource loader will use to replace references to the identifier with the 

string value. 

Any entry that begins with an underscore, as in <_identifier.comment> : <value> (a conventional 

form), is ignored by the resource loader. Such entries provide notes for a translator so that they can 

fully understand how the string is used and specific parts that shouldn’t be translated. A second 

optional entry, <_identifier.source> : <value>, provides the original string in the default language, 

which is very helpful for reference. 

If you want to see some more extensive resjson files, open the Application resources and localization 

sample and look in the strings folder under a particular language. In the ja/resources.resjson file, for 

example, you’ll see the string resources along with both comment and source entries: 

{ 

    “displayName”                       : “アプリケーション リソース JS SDK サンプル”, 

    “_displayName.source”               : “Application Resources JS SDK Sample”, 

    “_displayName.comment”              : “Don’t change ‘SDK’”, 

 

    “description”                       : “アプリケーション リソース JS SDK サンプル”, 

    “_description.source”               : “Application Resources JS SDK Sample”, 

    “_description.comment”              : “Don’t change ‘SDK’”, 

} 

 

 

 

http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
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Turning back to your own app with the new resources.resjson file in hand, we’re now ready to go on 

a search-and-replace mission throughout the app project, looking for localizable strings, extracting 

them into the resource file, and replacing them in the source files with an appropriate reference. The 

three primary places we need to look at are your HTML files, JavaScript files, and the app manifest. To 

demonstrate, I’ll show what I did with the Here My Am! example (to which I’ve added a resources.res-

json file). 

Note CSS files can contain string literals in the content and quotes styles; however, resource lookup 

from CSS is not supported for Windows Store apps. Localization must be done in CSS with the :lang 

and :-ms-lang pseudo-selectors. 

JavaScript: Let’s start with JavaScript, where you need to scrub your code for string literals, 

including any you are drawing to a canvas. In Here My Am! I found only a couple localizable strings, 

namely a folder name used in the Pictures library, text for placeholder images (six instances total), and 

the title and description used when formatting text for the Share contract and live til es 

(pages/home/home.js): 

var folderName = “HereMyAm”; 

data.properties.title = “Here My Am!”; 

setPlaceholderImage(“photo”, “Tap to capture photo”); 

setPlaceholderImage(“mapDiv”, “Could not create the map.”, “Tap to try again.”); 

return “At latitude “ + lat + “, longitude “ + long; 

return “At (“ + lat + “, “ + long + “)”; 

and the Settings commands in js/default.js: 

e.detail.applicationcommands = 

    { 

        “about”:   { title: “About”, href: “/html/about.html” }, 

        “help”:    { title: “Help”, href: “/html/help.html” }, 

        “privacy”: { title: “Privacy Statement”, href: “/html/privacy.html” } 

    }; 

Note that in home.js English strings are used for exceptions, but because they’re only for debugging 

purposes they don’t need to be localized. 

Extracting the appropriate strings into resources.resjson, then, that file appears as below where I’m 

using regular comments to identify where the strings are used. Note that I’ve include the folder name 

and share title although they won’t typically be translated, and note that the format strings are used in 

the formatLocation function in js/home.js:  

{ 

    // pages/home/home.js 

    “foldername” : “HereMyAm”, 

    “_foldername.comment” : “Not translated”, 

    “share_title” : “Here My Am!”, 

    “_share_title.comment” : “Not translated”, 

    “location_formatShort”          : “At (%s, %s)”, 

    “_location_formatShort_comment” : “Used to format a short location as in ‘At (120, 45)”, 



1090 

 

    “location_formatLong”           : “At latitude %s, longitude %s”, 

    “_location_formatLong_comment”  : 

                           “Used to format a long location, ‘At latitude 120, longitude 45”, 

     

    // default.js 

    // Settings panel commands 

    “about_command”   : “About”, 

    “help_command”    : “Help”, 

    “privacy_command” : “Privacy Statement”, 

} 

I highly recommend that you organize your entries by source file like this, and you can also use 

multiple resource files if you like, as explained in “Part 2” coming up. Also be careful about how you 

reuse the same string that occurs in multiple places. If it’s for the same kind of UI with the same intent, 

that’s fine, but if the usage context is different, make a separate copy of the string because it might 

translate differently for that context. In the resources above, notice how I al so included a comment for 

location_formatShort because the word “At” by itself probably needs more context to translate properly. 

With the strings separated as resources, we can now use the resource loader to obtain those strings 

at run time. This can be done in two ways. First is with the WinRT APIs directly, namely Windows.-

ApplicationModel.Resources.ResourceLoader.getString: 

var loader = new Windows.ApplicationModel.Resources.ResourceLoader(); 

var text = loader.getString(‘location_formatShort’); 

or, more simply, with the WinJS.Resources.getString wrapper: 

var text = WinJS.Resources.getString(‘location_formatShort’).value; 

that also happens to work in the web context where WinRT isn’t defined (see scenario 12 of the 

Application resources and localization sample). Note that getString returns an object that has the 

string in its value property along with lang and an empty flag indicating if the resource wasn’t found. 

The concise WinJS method is clearly helpful in cases like our settings commands because we can call 

it inline. Thus, in our code we just replace the string literals with the WinJS call, such as the following in 

pages/home/home.js: 

data.properties.title = WinJS.Resources.getString(‘share_title’).value; 

and the following inside the object for the Settings commands: 

“about”:   { title: WinJS.Resources.getString(‘about_command’).value, 

    href: “/html/about.html” }, 

Note that WinJS, being optimized for common scenarios, supports loading strings in the user’s 

default language only. The WinRT ResourceLoader class, on the other hand, is much more flexible and 

can load a string for any specific language and apply a different language for each app view. You’ll 

need to use that API when your requirements exceed what WinJS provides. 

And that’s really it for JavaScript. If you’ve made these changes to your app, now is a good time to 

use the Build > Build Solution command in Visual Studio. This will compile the resources.resjson file 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.resourceloader.getstring.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.resourceloader.getstring.aspx
http://msdn.microsoft.com/library/windows/apps/hh701590.aspx
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
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into a more efficient binary format called resources.pri, ignoring entries that begin with an underscore. 

Doing an occasional build (without starting the app) is a good practice when working with resources so 

that you can clean up any problems in your files, such as duplicate entries or syntax errors. Then you 

can run the app to see the resource loader in action—mostly by seeing no difference from the app as it 

was before! Be sure to test all the code paths that were affected, however, to ensure that all the strings 

are being loaded properly. 

 

Manifest: Let’s turn now to the manifest, where the story is even simpler because there’s no code 

involved. The textual pieces here that might need localization are 

 The Display Name, Description, and URI Template fields on the Application tab. 

 The Short Name on the Visual Assets tab. 

 Any text descriptions for specific entries on the Declarations tab, such as the Share Description 

for a Share Target declaration. 

 The Package Display Name on the Packaging tab. (You would change the package name only if 

you were going to submit the app to the Store under a different name in certain markets, in 

which case it’s a different app package entirely.) 

 Possibly some URIs on the Content URIs tab. 

While we’re looking at the manifest, note the Default Language setting on the Application tab. This 

is what defines the app’s default or fallback language if the user runs the app with a language that isn’t 

provided for in your resources. We’ll also come back to images in the manifest in “Part 2.”  

Looking at all the strings in the manifest, extract these to your resources.resjson file, giving them 

appropriate identifiers. Again, if you have some strings in the manifest that match those elsewhere in 

the app, carefully evaluate them to determine if they can all use the same resource. When in doubt, 

keep them separate (the overhead is quite small). In the case of Here My Am!, the app’s display name 

and the string used for the header on the main page are the same and have the same usage, so they 

can refer to the same resource. 

To refer to those resources in the manifest, use ms-resource:<identifier>. For example, I moved the 

Application > Display Name value into the resource file and called it app_title, so in that field of the 

manifest editor I simply write ms-resource:app_title. I did the same for the description and the package 

display name. 
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Once you’ve made these changes, run the app and make sure that the text on your tile, if you’re 

using it, shows up properly. You might temporarily check the Visual Assets > Show Name options so  

that you can see the name, but be sure to uncheck these boxes before you ship! 

Sidebar: Localized Strings in Tile and Toast XML Payloads 

As described on Globalization and accessibility for tile and toast notifications, XML payloads for 

tile and toast notifications use the ms-resource: syntax to identify string resources in text 

elements. This will trigger the resource loader’s lookup mechanism when the tile or toast is 

rendered, and this works regardless of whether the notification was issued locally, obtained from 

a web service, or received as a push notification. The web services just need to be sure they use 

the app’s particular resource identifiers. 

A web service can also issue localized tile updates directly. In this case, an app will generally 

append query strings to the service URI to communicate the desired language, updating those  

parameters as necessary when the language changes (see “Localization Wrap-Up” for details). An 

app can also combine this with using regional web services that help localize the update content.  

If you configure a periodic tile update in your manifest (on the Application tab), you won’t be 

able to modify the URI from code, obviously. Instead, include the tokens {language} and {region} 

in your URI parameters, which Windows will replace at run time with the settings. For example, if 

you give the URI http://<host>/<service>?lang={languages}&region={region}, your service will 

receive a parameters string like ?lang=en-US&region=US. 

Finally, remember to set the lang attribute in various elements of your tile and toast XML 

payloads so that Windows can select the proper font for text content. Also, use the 

addImageQuery option in the payload to append query strings for scale, contrast, and language 

to any requests made for remote images. Refer to “Using Local and Web Images” in Chapter 16. 

HTML: The final place we need to look for strings is our HTML, which I’ve saved for last because it’s 

the most involved. In HTML, really scrub, scrub, scrub your markup for any hard-coded text that will 

become visible in the UI. Check the body content of elements like p, h1, span, div, button, option, 

and so on, as well as the value of attributes like title, alt, aria-label, etc. Also look inside WinJS  

 

controls like AppBar and Flyout, and look for any embedded URIs that you’ll want to localize, including 

those of services you employ and content you show in a webview or iframe. Note, though, that title 

elements in a page head are not shown and do not need localization. 

In Here My Am! I found lots of strings in pages/html/home.html, which I’ve highlighted below:  

<header id=”header” aria-label=”Header content” role=”banner”> 

<h1 class=”titlearea win-type-ellipsis”><span class=”pagetitle”>Here My Am! (16)</span></h1> 

<section id=”section” aria-label=”Main content” role=”main”> 

<div id=”photoSection” class=”subsection” aria-label=”Photo section”> 

<h2 class=”group-title” role=”heading”>Photo</h2> 

http://msdn.microsoft.com/library/windows/apps/Hh831183.aspx
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<img id=”photoImg” src=”#” alt=”Tap to capture photo” role=”img” /> 

<div id=”cannotCapture” class=”errorOverlay win-type-x-large”> 

    Widen the view to capture a photo</div> 

<div id=”locationSection” class=”subsection” aria-label=”Location section”> 

<h2 class=”group-title” role=”heading”>Location</h2> 

<img id=”errorImg” src=”#” alt=”Could not create the map. Tap to try again.” Role=”img” /> 

<div id=”noLocation” class=”errorOverlay win-type-x-large”> 

    Unable to obtain geolocation;<br /> use the app bar to try again.</div> 

<div id=”retryFlyout” data-win-control=”WinJS.UI.Flyout” aria-label=”Trying geolocation” 

    data-win-options=”{anchor: ‘mapDiv’, placement: ‘bottom’, alignment: ‘center’}”> 

    <div class=”win-type-large”>Attempting to obtain geolocation...</div> 

</div> 

In default.html, I also found labels and tooltips in the data-win-options attributes of the appbar 

commands (and I’m omitting some of the other markup for brevity): 

<div id=”appbar” data-win-control=”WinJS.UI.AppBar” data-win-options=””> 

    <button data-win-options=”{id:’cmdPickFile’, label:’Load picture’, icon:’browsephotos’, 

        section:’global’, tooltip:’Load a picture through the file picker’}”> 

    </button> 

    <button data-win-options=”{id:’cmdRecentPictures’, label:’Recent pictures’, 

        icon:’pictures’, 

        section:’global’, tooltip:’Browse recent pictures taken in the app’}”> 

    </button> 

    <button data-win-options=”{id:’cmdRefreshLocation’, label:’Refresh location’, 

        icon:’globe’, 

        section:’global’, tooltip:’Refresh your location’}”> 

    </button> 

</div> 

Tip When preparing for localization, consider whether your appbar icons have a universal meaning. If 

not, they’ll also need to be localized. Fortunately, the icon values are strings and can be localized as 

such, in which case you can treat them like the labels and tooltips. 

Other affected files in this app include all of those in the HTML folder that are used for Settings 

commands. With such commands, be especially careful to note the short header labels that might be in 

a div amongst a bunch of other markup. Leave nothing behind! 

 

 

Once you’ve located your strings, copy them as before to resources.resjson. This will likely be an 

extensive workout with copy and paste, so grab some refreshments and go for it. It’s also fine to have 

HTML in these strings—they’ll just be inserted into the markup and they’ll render as such if you attach 

them to a property like innerHTML, but don’t include the surrounding tag (we’ll need it shortly). For 

example, in html/about.html I have a number of p elements with text, such as: 

<p>Here My Am!<br />Version 2.0.0.0<br /></p> 

for which I make the following string in the resources (no p tag): 

“about1”   : “Here My Am!<br />Version 2.0.0.0<br />”, 
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Using data-win-res attributes: Now comes the fun part. How do we reference the string resources 

in markup? If you think about it a little bit, we have to run some piece of code to go through and 

replace whatever references we make with the appropriate string from the resource file. Hmmm. 

Haven’t we seen something like this before? Indeed we have. With controls, we added data-win-

control attributes to the markup and used WinJS.UI.processAll or WinJS.UI.process to run the 

code to instantiate the control. We have a similar setup for resources: a data-win-res attribute and 

WinJS.Resources.processAll, the latter of which should be called in each page’s processed or 

ready method (processed is a good place because it’s called after WinJS.UI.processAll), or 

wherever else HTML content like the appbar is loaded, such as in the app’s activated handler after 

WinJS.UI.processAll (so that the controls are instantiated).130 Here’s what you do in markup: 

 Replace attributes and their string values with data-win-res=”{<attribute> : 

‘<identifier>’}” where <attribute> is the original attribute name and <identifier> matches 

the desired string in the resource file, contained in single quotes. 

 Where there are multiple attributes in the same element, you can separate each <attribute> : 

‘<identifier>’ pair with a comma. 

 When the string is directly inside a tag, we use data-win-res with the equivalent attribute 

name, such as textContent for a div, p, or span. If the string contains markup, use innerHTML 

instead, but use it only when necessary because textContent is much faster. 

 For hyphenated attributes like aria-label, use the syntax {attributes: {‘<attribute>’ : 

‘<identifier>’}} in the data-win-res value, using single quotes around <attribute>. This is how 

you combine localization and accessibility together. 

 For properties of WinJS controls that would normally appear within data-win-options, place 

those in data-win-res with the syntax {winControl: {<property> : ‘<identifier>’}}. Multiple 

properties are again separated with a comma within the inner { }’s. 

 

Here are some examples as modified from the earlier markup: 

Original Markup Modified Markup 

<img id=”photoImg” src=”#”  

alt=”Tap to capture photo” role=”img” /> 

<img id=”photo” src=”#” data-win-res = 

“{alt: ‘photo_alt’}” role=”img” /> 

<span class=”pagetitle”>Here My Am! (19)</span> <span class=”pagetitle” data-win-res = 

“{textContent : ‘app_title’}”></span> 

<div id=”locationSection” class=”subsection” 

aria-label=”Location section”> 

<div id=”locationSection” class=”subsection”  

data-win-res=”{attributes: {‘aria-label’ : 

‘aria_location’}}” > 

<div id=”noLocation” class=”errorOverlay win-type-x-

large”>Unable to obtain geolocation;<br /> use the app 

bar to try again. 

<div id=”noLocation” class=”errorOverlay win-

type-x-large” data-win-res=”{innerHTML : 

‘error_obtaingeoloc’}”> 

                                                             

130 If you see a null reference exception within WinJS.Resources.processAll, it’s probably because you’re trying to map 

resources for a WinJS control that hasn’t been instantiated. 
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<button data-win-control=”WinJS.UI.AppBarCommand”  

data-win-options=”{id:’cmdPickFile’,  

label:’Load picture’, icon:’browsephotos’, 

section:’global’,  

tooltip:’Load a picture through the file picker’}”> 

<button data-win-

control=”WinJS.UI.AppBarCommand” 

data-win-options=”{id:’cmdPickFile’, 

icon:’browsephotos’, section:’global’}”  

data-win-res=”{winControl: {label : 

‘appbar_label1’, tooltip : 

‘appbar_tooltip1’}}”> 

 

Tip If you add a data-win-res attribute and it’s not working, make sure you are really calling 

WinJS.Resources.processAll in the page control’s ready or processed method, otherwise that 

page’s resource strings won’t be set. 

When WinJS.Resources.processAll goes through the DOM, it doesn’t actually remove any of the 

data-win-res attributes; it just processes those values and adds other attributes to the element that 

contain the string resource. The advantage of this is that a later call to processAll will go through the 

DOM and refresh all those strings. That means that when handling the WinJS.Resources.oncontext-

changed event, which tells you when the language changes, you can call processAll again and your 

UI appears in that new language! We’ll add this little piece of code later on once we’ve added a few 

more languages to Here My Am!. 

It also means that if you want to perform WinJS data binding in conjunction with a string that 

originates in your resources, simply include data-win-bind attributes inside those strings, assign that 

string to an element’s innerHTML property within data-win-res, and then be sure to call 

WinJS.Resources.processAll before calling WinJS.Binding.processAll. This is demonstrated in 

scenario 8 of the Application resources and localization sample (html/scenario8.html and 

js/scenario8.js): 

HTML: <p id=”messageCount” data-win-res=”{innerHTML: ‘scenario8MessageCount’}”> 

Resources: “scenario8MessageCount” : “You have <span  

            data-win-bind=\”innerText:count\”></span> message(s)”, 

And with that (except for the following sidebar that I’ve cleverly inserted), we’re ready for the next 

step that will take care of our image resources and set us up to localize all this content we’ve extracted.  

Sidebar: String Resources in Settings Flyouts 

When localizing Here My Am!, one of the more challenging pieces of markup to work with were 

the HTML pages for settings flyouts, namely about.html, help.html, and privacy.html in the 

project’s HTML folder. These pages are not loaded until the settings command is invoked, and 

because that’s happening all within WinJS, we have to use the flyout’s beforeshow event to call 

WinJS.Resources.processAll for the flyout’s markup. To catch that event, I added 

onbeforeshow : beforeShow in each flyout’s data-win-options string and then this piece of 

code within a script tag at the end of the body element: 

function beforeShow() { 

    WinJS.Resources.processAll(); 

http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
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} 

beforeShow.supportedForProcessing = true; 

where the last line is necessary because WinJS will be calling WinJS.UI.processAll when the 

page is loaded. In any case, this works just great for patching up the string resources, including 

setting a webview’s src attribute with a localized URI. Note, however, that this doesn’t work for 

iframe attributes because that’s blocked from processAll and will throw an exception that 

complains about something not being marked with supportedForProcessing. Bottom line is 

that you can’t use data-win-res with an iframe. 

Fortunately, the simple solution is to give the iframe an id (say privacyFrame), load the string 

manually in the beforeshow handler, and then set the iframe.src attribute: 

document.getElementById(“privacyFrame”).src =  

    WinJS.Resources.getString(‘privacy_URI’).value; 

This code is included in comments of the privacy.html file of Here My Am! for this chapter. 

Part 2: Structuring Resources for the Default Language 

In “Part 1: Separating String Resources,” we created only a single resources.resjson file in the root folder 

of the project and we deferred any work on images. The next step is to introduce a little more structure 

into the project that will allow us to add localized resources for additional languages, including our 

images. 

Starting with strings, do the following steps: 

12. Create a strings folder in the root of your app project. 

13. Within that folder, create a subfolder that matches the BCP-47 language tag specified as the 

default language in the manifest (for example, en-US, fr-FR, ja-JP, or just the base language like 

en or ru). 

14. Move your resources.resjson file into that folder. 

 

If you run your app again at this point, you should see that everything still works. If you go back to 

the How to name resources using qualifiers topic we mentioned earlier, you’ll see that the resource 

loader is perfectly happy when you use qualifiers like a BCP-47 name as a folder name. It basically 

parses entire folder names looking for qualifiers, so you can create deep hierarchies to sort your 

resources however you like. That is, you can sort by contrast or scale first, if desired, and include 

language suffixes in the filename (where the format is lang-<BCP-47 tag>). What’s more, you can 

create secondary .resjson files in these folders as well and play some other tricks. See “Sidebar: 

Secondary String Resource Files” for details. 

 

 

http://msdn.microsoft.com/library/windows/apps/hh965372.aspx
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Anyway, what you’ve just done by moving your resources into a folder for your default language is 

set your fallback language resources—this is what the resource loader will turn to if it cannot find a 

more specific match for the user’s current language. Finding a match is actually a sophisticated process 

wherein the resource loader measures a kind of “distance” between the user’s preferences and the 

available resources and chooses whichever is closest. This makes it possible to select en-GB as a closer 

match to en-AU than en-US, for example. Generally, though, it means that the resource loaded will 

search for a specific match like de-DE (German-Germany) first, then search for the next closest 

language using the base qualifier de, and then eventually fall back to your default language (if there 

are no resources for the user’s other languages). The short of it is that you should always make sure the 

language identified in your manifest is fully populated with your full set of resources! Then even if you 

don’t happen to localize some of those resources (say, for exact cultural alignment with images), one 

will still be found. For the complete story on this subject, refer to Language Matching in the 

documentation. 

Sidebar: Secondary String Resource Files 

Both WinRT and WinJS are able to work with secondary string resource (.resjson) files, allowing 

you to organize your strings in multiple files, if desired. For example, it’s common to separate 

error strings into a file called errors.resjson. When referencing a string identifier in one of these 

secondary files, all that’s needed is that you use the syntax /<file>/<identifier> instead of just 

<identifier>. This syntax works in HTML, JavaScript, and the app manifest. See scenario 5 of the 

Application resources and localization sample for an example. 

Something else you can do with .resjson files is name them with other qualifiers for contrast, 

scale, home region, and so forth and even organize those files under any old folder. This is 

demonstrated in scenario 13 of the same sample, where it has many different .resjson files 

underneath strings/scenario13, each of which is named as scenario13.<qualifiers>.resjson. 

Because the folder name itself doesn’t use a standard qualifier, you have to do a little more work 

to get at everything, using the Windows.ApplicationModel.Resources.Core.Resource-

Manager API, but it can be done if you’re a serious resource junkie! 

With images, we’ve already seen that if you have something like an images folder and you place files 

like logo.contrast-high_scale-140.png there, you can just refer to that file with a nonqualified relative 

URI like /images/logo.png and the resource loader will find them. 

To prepare for localization, we only need to move those images into a folder for our default 

language, as we did with strings. Because you’re already using relative URIs to refer to your images 

(with or without ms-appx:///), you can use whatever folder path you want as your image root. There, 

create a folder with the appropriate BCP-47 tag and move all your default language images into that 

one. In Here My Am!, for example, images live in the images folder, so all I need to do is create an en-

US folder under there, move all the images, and all my references such as /images/tile.png will still 

work. And because they now live in a folder that corresponds to the app’s default language, they 

http://msdn.microsoft.com/library/windows/apps/jj673578.aspx
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.core.resourcemanager.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.resources.core.resourcemanager.aspx
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become the fallback images. 

You can place images in as many folders as you like, provided that they each have language-specific 

folders therein. It’s probably most convenient, however, to use a single root folder, or just a few; with 

Here My Am!, at the end of this step I had just two language folders in the project: 

 

In your own app, then, look for app image references throughout your project. In HTML, look 

especially for img elements. In CSS, look especially for background-image styles. In the manifest, look 

at the Visual Assets tab for logos and badges, along with the Declarations tab for logos that are 

associated with file type/URI associations, for instance. In JavaScript, finally, check any URIs you might 

be assigning to element properties or CSS styles, as well as any you might be referring to in the XML for 

tiles, badges, and toasts. 

After that, evaluate each graphic to determine whether it will require localization, including those 

that need to be reversed generally for right to left languages (for these you can use single copies for all 

RTL languages, named with the layoutdir qualifier; refer back to How to name resources using 

qualifiers). For images that don’t require localization (perhaps your tile and other logos, along with 

plain graphic elements you use in your layout), keep them in your fallback language folder. These will 

be used if no other match to the current set of qualifiers is found (language, scale, contrast, etc.) 

Depend on the fallbacks only if you have no other variants. 

With that, we’re now ready to localize! 

Sidebar: Managing Overall Package Size 

The potential multiplicity of images with (scale variants * contrast variants * language variants) 

and potentially others (like direction) is an important consideration for your app package: more 

images will make the package size larger. Fortunately, this mainly affects your upload package to 

the Windows Store: provided that you’ve structured your resources as we’ve been discussing, the 

Store and the Windows deployment manager automatically minimizes the size of the download 

when a user installs the app. The system will download only those resources that the user needs 

based on their language, device characteristics, and other settings. (You can control this from 

Visual Studio, and we’ll look at additional aspects of packaging in Chapter 20.) 

This works even if you add new language resources at a later time (or update a set of 

resources of a language), provided that you don’t update any other code files (.js, .html, and .css) 

and don’t update the package’s version number. That is, making a non-esource change will 

update the app for all users across languages, rather than just making a new set of resources 

available. 

http://msdn.microsoft.com/library/windows/apps/hh965372.aspx
http://msdn.microsoft.com/library/windows/apps/hh965372.aspx
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Irrespective of this automatic download optimization, it’s worth carefully evaluating exactly 

which images really need to vary with these different factors, especially the larger ones, and to 

optimize the degree of compression for all of your images to minimize the package size. Ask 

especially whether your splash screen image—typically one of the largest, especially at the 180% 

scale—needs to be localized at all, and even test whether the 180% image will look good when 

scaled down to 140%, 100%. If your splash screen, in other words, is just imagery with a sufficient 

contrast ratio and you have used a universally acceptable app name, one file might work 

everywhere. 

Note also that you don’t want to provide an unqualified resource if you provide any other 

specific variants, because a scale variant will always be matched before the unqualified one. As a 

result, the unqualified resource will just take up space in the app package but will never be used. 

Sidebar: The Application Resources and Localization Sample 

The Application resources and localization sample shows many different scenarios for managing 

and referring to localized resources. It’s worth spending some time with this sample because it 

will reinforce much of what we’ve discussed here: image resources (scenario 1); string resources 

in HTML, JavaScript, and the manifest (scenarios 2–4); using secondary resource files (scenario 5); 

sending language info to web services (scenario 7); combining resources and data binding 

(scenario 8); using resources with hyphenated attributes (scenario 9); triggering and detecting 

language changes (scenarios 10 and 6); overriding the default language context (scenario 11); 

using WinJS for resource lookup in the web context (scenario 12); and multidimensional fallback 

(scenario 13). 

 

Part 3: Creating a Project for Nonpackaged Resources 

Everything we’ve talked about so far has to do with the resources that are included in the app package 

that you’ll eventually upload to the Windows Store. All of this is well and good, but I want to alert you 

now to another set of resources that you’ll need as part of the Store onboarding process: localized text 

for your app’s Store page, localized promotional graphics and screenshots, localized search keywords, 

and localized names for in-app purchases. All of these are essential for presenting your app well in local 

markets, especially the keywords. 

The reason why I’m telling you about these now is that you won’t be asked for them until very late 

in the onboarding process, namely after you’ve uploaded the app package. Early on, when you first set 

up an app, you can reserve multiple app names and also indicate the markets where you’d like to make 

the app available. These choices generally guide your localization efforts, of course. But unless you 

know that the Store is going to ask for a bunch of other resources later on, you’ll find yourself 

desperate to create them at the last minute. If you’re unprepared, then, it will mean going through 

another round of (rushed) translation and additional expense. It’s much more efficient, then, to include 

your Store information with everything else you need translated. 

http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
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As a preview to what we’ll encounter in Chapter 20, here’s what the Store dashboard will ask for on 

its Description page but only after you’ve uploaded your app package (in the order of appearance): 

 The full text for your product page in the Windows Store (up to 10,000 characters). 

 Short descriptions of your app’s key features (up to twenty 200-character strings). 

 At least one but as many as nine screenshots and representational graphics. 

 Captions for each screenshot and graphic (200 characters each). 

 Notes that are visible to customers, such as release notes. 

 Short descriptions of required hardware configurations (up to eleven 200-character strings). 

 Keywords (45-characters each) used to match customer searches in the Store. These are not 

visible to customers directly but very much affect app visibility. 

 Copyright and trademark information (200 characters). 

 Additional license terms (10,000 characters). 

 Four promotional images that affect the chances of your app being featured. 

 Your website URI. 

 Your support contact information (email address or URI). 

 URI for your privacy policy, which would ideally be available in multiple languages. 

 Descriptions (100 characters each) for every one of your in-app purchases. 

Clearly, there is quite a lot of localizable content here, none of which you want to leave until the 

very end of your project! 

If nothing else, localize your search keywords Although it’s entirely allowable to make a non-

localized app available in any number of markets, the chances that consumers in those countries 

actually finding your app via search is next to nil because they’ll be searching the Store using terms in 

their own language. If you submit an app with English keywords like “weather,” it simply won’t be 

found by users searching for Wetter in German, Погода in Russian, Cuaca in Indonesian. At the very 

least, then, make a definitive list of keywords and get them translated for each of your target markets.  

Once you’ve collected all your localizable resources for the Store, you’ll want to again structure 

them in such a way that makes it easy to involve translators. You could include everything as part of 

your app project in Visual Studio, but that would just make your package bigger with no benefit to 

your customers. Instead, create a separate project expressly for the sake of managing these Store 

resources. This way you can use all the tools that we’ll be talking about next in “Creating Localized 

Resources” and have them all ready to go at the same time you build your app package for upload. 

Trust me: doing so will save you much anxiety when you’re ready to release you app! 
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Creating Localized Resources: The Multilingual App Toolkit 
Congratulations! With all the work you’ve done earlier in this chapter, you should have an app that’s 

completely ready to be localized. The process here is really just one of acquiring translated strings for 

your various resjson files and translated copies of any necessary images—including all those in your 

separate project for Windows Store resources. 

First tip If you have images that contain text, make sure that you have strings in your resources that 

match the image content, as you’d use for img alt attributes and aria-label attributes. In doing so, 

you’ll obtain the necessary translations for the graphics in the process of localizing the strings. 

Second tip When doing business with your app in different regions, be attentive to the region’s 

privacy requirements and make sure your privacy statement contains region-specific sections or that 

you provide fully localized privacy statements. 

If you like, you can just send your resjson files, along with the text inside images, to an appropriate 

translator or translation agency and have them do the work. When you get them back, simply create 

additional BCP-47 folders in your strings and images, drop in those files, and away you go. You’ll see 

such structures in the Application resources and localization sample, as we’ve referred to before. 

Such manual translation can take a long time, however, and can become expensive. This is partly 

because professional translators don’t necessarily have tools to work with resjson files other than a text 

editor. What they do have—namely sophisticated tools that help them track the status of translation 

jobs and much more—work with an industry-standard XML format known as XLIFF (XML Language 

Files). So it behooves us (and our cash flow!) to make life as easy as we can for translators, even 

reducing their job to reviewing suggested translations rather than generating everything from scratch. 

 

Let me point to a couple of highly valuable resources. First is the Microsoft Language Portal, 

http://www.microsoft.com/Language, where you have access to very large translations dictionaries of 

terms as they’ve appeared in the UI of Microsoft products. These terms are also available as 

downloadable dictionaries on MSDN if you have a subscription. Various other resources (like 

www.bing.com/translator) also exist for general translation, and the Microsoft Manual of Style also has 

a chapter on localization that you might find helpful. 

Beyond all these, a very helpful tool that provides automated assistance using these same 

dictionaries is the free Multilingual App Toolkit. Once you’ve downloaded and installed the Toolkit, 

load your project into Visual Studio and select the Tools > Enable Multilingual App Toolkit menu item. 

You have to do this for each project separately, because what happens from here on is that the Toolkit 

will be generating multilingual resources for your app—in the resources.pri file and separate .xlf (XLIFF) 

files—without you having to actually add any more .resjson files. Ultimately, then, you’ll have only a 

single resjson file in your project but a number of other files generated by the Toolkit. 

 

http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://www.microsoft.com/Language
https://msdn.microsoft.com/en-us/subscriptions/securedownloads/#ProductFamilyId=267
http://www.bing.com/translator
http://www.microsoft.com/learning/en-us/book.aspx?ID=15053
http://msdn.microsoft.com/windows/apps/hh848309.aspx
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Once you’ve enabled the Toolkit, a command appears on the Project menu called Add Translation 

Languages. This brings up the Translation Languages dialog, as in Figure 19-6, in which you select 

desired target languages. At the top of the list, the Pseudo Language option (qps-ploc) will be 

automatically checked; we’ll be using it later to test localization. This is something you typically want to 

do before doing specific localizations. Also note that many languages sport a “Microsoft Translator” 

logo, which means they can be mostly translated automatically, saving paid translators much time and 

saving you much money. 

     

FIGURE 19-6 The Multilingual App Toolkit’s dialog for language selection. At left we see the option for Pseudo 

Language, an artificial language with lots of funky characters that represents the needs of most other languages.  

 

Videos! For a video series on the Toolkit from the team who created it, see the following: 

Introduction to the Multilingual App Toolkit (3m 50s) 

Build Multi-language apps using the Multilingual App Toolkit (9m 01s), covers creating string 

resources as we’ve already discussed. 

Test Multi-language apps using the Multilingual App Toolkit (5m 36s), covers what we’ll talk about 

in “Testing with the Pseudo Language” later on. 

Localize Multi-language apps using the Multilingual App Toolkit (6m 40s) demonstrates the 

Multilingual App Toolkit Editor as we’ll see shortly. 

Submitting your localized app to the Store (9m, 05s) highlights considerations for getting your app 

to the right markets. 

 

 

Once you’ve made your selections (you can add more later), press OK and the Toolkit will create a 

folder in your project called MultilingualResources stocked with a bunch of XLF files (the ones the 

translators like). At first these will be mostly empty, but now here’s why it was worth the effort to build 

up your default resources.resjson file. Right-click your project in Solution Explorer and select Build or 

Rebuild, or use the Build > [Re]build Solution menu item. This will go through your string resources 

http://channel9.msdn.com/posts/Introduction-to-the-Multilingual-App-Toolkit
http://channel9.msdn.com/posts/Build-Multi-language-apps-using-the-Multilingual-App-Toolkit
http://channel9.msdn.com/posts/Test-Multi-language-apps-using-the-Multilingual-App-Toolkit
http://channel9.msdn.com/posts/Localize-Multi-Language-apps-using-the-Multilingual-App-Toolkit
http://channel9.msdn.com/posts/Submitting-your-localized-app-to-the-Store
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(including any localized variants you might have created already) and populate all the XLF files with all 

your strings. The process will also draw in references to nonlogo images (that is, tiles and splash screens 

are omitted) that might also need translation. 

Now for the real fun: double-click an XLF file to launch the Multilingual App Toolkit Editor, shown in 

Figure 19-7. Here you can manage which resources can or should be translated along with the state of 

the translation. If the language is also supported by Microsoft Translator, the Translate button at the 

top will be enabled to translate a single entry as well as to Translate All. Select the latter and sit back to 

enjoy the show. In a few moments you’ll see that the tool has translated all your strings, marking each 

with the state of Review, as shown in Figure 19-8. 

 

FIGURE 19-7 The Multilingual App Toolkit Editor, an XLF editor with machine translation built in.  
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FIGURE 19-8 The string resources of Here My Am! after being machine-translated into Hindi. 

Once the translation is complete, save the file and close the editor if you want. Go to PC Settings > 

Time and Language > Region and Language and make sure the target language is added and set as 

primary. Then return to Visual Studio and launch the app—and there is your first-pass localization, as 

shown in Figure 19-9 for Here My Am! (Notice that I elected to not translate the title, something that 

my translators suggested I keep in English because of its uniquely incorrect grammar.) And just to show 

how the app works with an RTL language, Figure 19-10 shows it running in Hebrew. 

 

FIGURE 19-9 Here My Am! running in Hindi using machine translation output, which should still be checked by a 

native speaker, of course. As you can see, I’m checking if Yogananda has any advice apropos to the language.  
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FIGURE 19-10 Here My Am! running in Hebrew (with human translation); notice how the direction of the whole 

experience changed, including the app bar, without having to write any code, and the nontranslated title still 

renders left to right. (Oh my, did I nod off while the camera timer was running?) 

 

If you like living on the edge and don’t mind shipping an app that people in other markets might 

laugh at or otherwise criticize for your carelessness, there’s nothing stopping you from making your 

app available to those markets in the Windows Store with such machine translations. If you like positive 

ratings and reviews, on the other hand, it’s a good idea to at least find some native speaker who can 

validate and correct what the automatic translation process suggested. You can have this helpful  

person use the Toolkit editor to review your XLF files, in fact. When those files are reviewed and 

returned to you, import them back into your project by right-clicking the existing XLF file in Visual 

Studio and selecting Import Translation. The new translations will then be included in your next build. 

When working with professional translators, you can also select specific XLIFF Translation file formats 

by right-clicking the XLF file in Visual Studio and selecting Send For Translation. The dialog here gives 

you an option to create a ZIP file with multiple XLF files together. 

Three other notes about this process. First, some strings or parts of strings won’t require translation. 

In the Toolkit editor you can set the Translatable option to No for whole strings to prevent the machine 

translation from changing that string. For parts of a string, those will be translated but you can edit 

them back to their original and make a note in the Comments area for your translators. 

Second, the Toolkit will detect if you’ve already made translations in an XLF file such that running a 

Build/Rebuild will not overwrite those strings. At the same time it will import any new strings you’ve 

added to your resource file in the meantime and remove any that have been deleted. A change in a 

resource identifier, however, is treated as a delete+add, meaning that the translation will be lost.  
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Lastly, if you want to remove a language, just right-click the XLF file and select Exclude From Project. 

This will keep the language out of the build while preserving the file (and its translations) in your 

project folder. 

Testing with the Pseudo Language 

As much fun as it is to produce many translations for your app, there is still the matter of testing it well, 

a task that is clearly overwhelming if you’re targeting many languages! To reduce this burden, the best 

approach is to test your app using the Pseudo Language, a step that’s ideally done before incurring the 

cost of specific translations. It helps you validate that your app can handle a variety of languages, 

because the fictitious Pseudo Language contains some of the most problematic characteristics of 

localized text. 

As previously noted, this language is automatically added to your project through the Multilingual 

App Toolkit’s language selection dialog. This creates a Pseudo Language (pseudo).xlf file in your 

MultilingualResources folder, alongside the real translations. Next, right-click that file and select the 

Generate Pseudo Translations command. This will populate the XLF file with translations of your default 

resources where basic characters are often converted to extended characters and strings are generally 

expanded with extra !!!’s tacked on. So, a string like “Recent pictures” gets translated to 

“[62BD8][!!_Ŗęćęйť þîćťµŗêš_!!!!]” where the hexadecimal stuff in the first set of square brackets is a  

resource identifier that helps testers identify the exact resource that’s being used. (Note that this 

process will “translate” every string whether you will ultimately translate those strings for real, because 

it’s helpful for testing.) 

To run the app with this translation, you need to make Pseudo Language the system default. In 

Control Panel > Clock, Language, and Region > Language, click Add a Language, and enter qps-ploc in 

the search box. This is the only way to make the Pseudo Language option appear: 

 

Select that language, click Add, and then move it to the top of the list: 
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When you run you app now, you should see it appear in Pseudo Language: 

 

With your app running in Pseudo Language, be sure to exercise every feature and option. Check 

every page in different views; check all your app bar commands; check all of your settings; check any 

error messages, flyouts, and message dialogs that might only appear under specific circumstances like 

changes in network connectivity; and test your app with all its activation paths according to the 

contracts you support. As you do so, look for any strings that don’t appear in Pseudo Language, a clear 

indication that you missed pulling that string from your markup or code. Also check for truncated text, 

unintended word wrapping, and so forth, which reveals where your layout isn’t accommodating longer 

translated strings. 

This is the time to be as thorough as possible, because once you upload to the Store, issuing 

another update can take at least a few days, during which time your customers might find those 

problems and ding your ratings accordingly. It’s always something to keep in mind, especially if you’ve  
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been accustomed to instantly fixing bugs on websites: apps simply take longer, so you want to invest in 

testing ahead of time. 

Localization Wrap-Up 
Well, we’re almost done with the app and ready to go to the Store! There are just a few more things to 

mention about localization: 

 Testing with the Pseudo Language does not cover RTL language considerations; you’ll need to 

run with those languages separately. I’m happy to say that when I ran the Hebrew translation of 

Here My Am!, the layout automatically mirrored, thanks to the direction style set in the WinJS 

stylesheets. 

 Be sure to test any and all interactions with online services, including periodic tile/badge 

updates and those that arrive through push notifications. 

 Test any toast notifications that you configure to appear with background transfers (see Chapter 

4, “Web Content and Services,” in “Completion and Error Notifications”), as well as any toasts or 

tile updates you issue from background tasks. 

 To dynamically update your app when the user changes languages (which is a good idea 

instead of requiring a restart of the app), listen for the WinJS.Resources.oncontextchanged 

event and call WinJS.Resources.processAll. This code is in Here My Am! (default.js) as well 

as scenario 6 of the Application resources and localization sample: 

WinJS.Resources.addEventListener("contextchanged", function () { 

    WinJS.Resources.processAll(); 

}); 

 The above code will refresh string resources but not image resources or content obtained from 

online sources. You’ll want to refresh those using additional code, such as giving Windows a 

new URI for periodic tile updates or indicating the new language to a service that issues push 

notifications. For the app’s overall UI, try using document.location = document.location + 

"?reload", picking up that URI parameter in your activated handler to take additional steps. 

This essentially mimics relaunching your app. 

 If you like, you can allow the user to select the language for the app independent of the system 

settings. This is done by setting the Windows.Globalization.ApplicationLanguages.-

primaryLanguageOverride property, as demonstrated in scenario 10 the Application resources 

and localization sample. Scenario 11 also shows loading specific language resources rather than 

the default. 

 In Visual Studio, open your manifest in the XML code editor (right-click and select View Code) 

and check if you see this line within the Resources element: <Resource Language="x-

generate" />. If so, replace that line with individual entries like <Resource Language="en-

US" />, where the first is your default language, and you must have localized resources for all 

http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
http://code.msdn.microsoft.com/windowsapps/Application-resources-and-cd0c6eaa
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the rest.  

 For translation on the fly, you can use various web services such as Bing Translator. 

What We’ve Just Learned 

 Accessibility features are a concern for the majority of users, even those without disabilities who 

find those features useful at different times. Apps support accessibility by including ARIA 

attributes (for screen readers) in markup, implementing keyboard interaction, providing scaled 

raster graphics, and responding to high-contrast modes. 

 Globalization is the process of removing language and cultural assumptions from an app, using 

globalization APIs to properly handle user language, calendars, formatting of numbers, dates, 

times, and currencies, sort orders, strings combining, string segmentation, varying text input 

methods, and configuring which web services are used from which regions. 

 To prepare for localization, an app needs to be scrubbed for text and image content that will be 

subject to translation, separating strings into resources files and inserting references in their 

place, and then structuring those resources in folders and files that employ resource qualifiers.  

 When onboarding an app to the Windows Store, you’ll be asked for many localizable resources 

at the very end of the process. To have these in hand by that time, treat them like other in-app 

resources and include them in your translation efforts. 

 For efficient localization, the Multilingual App Toolkit for Visual Studio generates and transla tes 

an app’s default resources into any number of other languages, using the file formats employed 

by professional translators who can verify the results. It also produces a Pseudo Language 

translation for localization testing. 

  

http://www.microsofttranslator.com/dev/
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Chapter 20 

Apps for Everyone, Part 2: The 

Windows Store 

Understanding the Windows Store is really quite simple: the Windows Store is the point of distribution 

through which your apps—your feature-rich, accessible, and world-ready apps that we’ve been 

working on throughout this book—are made available to consumers around the world. Because of this, 

as I said at the beginning of Chapter 19, “Apps for Everyone, Part 1,” to do business with apps is to do 

business with the Store, and your app’s relationship to the Store very much reflects the nature of your 

business, or put more broadly, everyone’s business. 

That relationship affects all stages of the app lifecycle, from planning and development to 

distribution and servicing. Thinking about the Store is not something you want to do only when you’ve 

completed an app: you want to be thinking about it when you start first designing the apps you’d like 

to build—considerations like ad placement, and the fact that ad providers offer ads with specific sizes, 

will certainly affect your design. You also want to think about promoting the app early on too, because 

that can also affect design choices. 

The Windows Store is like a pair of bookends to the whole app development process: you think 

about the Store when planning the business of your app, and, when all is said and done, you go to the 

Store’s developer portal itself to make your app available to the customers with whom you’re doing 

business. 

You might in fact have come here directly from Chapter 1, “The Life Story of a Windows Store App,” 

where I recommended reading “Your App, Your Business” (including its subsidiary topics) below, even 

before starting your first coding experiments. I suggest also reading “Releasing Your App to the World.” 

This will help you understand what’s needed when you reach the point of uploading your app, such as 

promotional graphics and localized text for your Store page, which you’ll want to be working on well 

before you start the onboarding process. 

It must be said, of course, that if you’re working within an enterprise with line-of-business apps that 

will be side-loaded onto user’s devices, you won’t actually be working with the Store or making an 

effort to monetize your apps, and thus most of this chapter doesn’t apply to you. 

This chapter will explore a wide gamut of Store-related topics. We’ll of course go through the 

technical side of the story—the capabilities of the Store for apps, working with the Store APIs, 

instrumenting your app to collect detailed telemetry, going through the process of onboarding and 

certification, and updating your app. We’ll also talk about the business side of the story. Why? Because 

as soon as you publish an app to the Store, it means that you’re running a business whether or not you 
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want to admit it! You might not necessarily be in business to make money, but you’re in business for 

some reason and so you might as well act like it. That’s why we’ll begin this chapter by looking at the 

relationship between your app and your business goals, exploring aspects of planning, monetization, 

and building a customer base. After a lengthy interlude of technical matters, we’ll wrap up with a little 

more about marketing and discoverability and with some thoughts about what it means to run a 

business and think like a businessperson—supporting your customers, managing risk, and planning for 

future app releases. 

For indeed, just as uploading an app to the Store is only the start of the app’s real life in the world, 

so too is it just the beginning of your business. And although I cannot claim to be a business  expert, my 

hope is to provide you with some inspiration and also the awareness of things you can do beyond the 

code to increase your success with your apps. It’s a success that I certainly hope all of you, my readers, 

will realize more and more. 

Before going further! Submitting an app to the Windows Store requires a developer account in the 

Store (not a developer license in Visual Studio). It can take a day or two to set up an account (or longer 

if you’re creating a company account), so if you haven’t done this already, start the process on the 

Store dashboard. You must also fill out tax forms for your country of origin to receive any revenue. 

Once you have an account, make sure to reserve a name for your app (including localized names), 

which is the first step when you click Submit An App in the dashboard and can be done from Visual 

Studio through the Store > Reserve App Name menu. 

Your App, Your Business 

If you check in with your local psychologist of philosopher, they’d probably agree with the idea that 

just about all people, across all professions, cultures, and capabilities, are driven by a small number of 

fundamental motivations: fear, lust, power, love, service to others, and just plain ol’ joy. Indeed, the  

wisest among them will even say that the last one—the quest for joy or happiness—is actually the root 

of all the others. 

Leaving all that aside, and assuming that you’re not programming under threat of death or working 

on apps that are going to be rejected from the Windows Store as a matter of policy, let’s take a simpler 

view and identify the few basic motivations for writing apps: 

 Fortune You want to make money. 

 Philanthropy You want to contribute to and/or promote a cause. 

 Fame You want social recognition, which also helps with Fortune and Philanthropy.Fun You 

just want to enjoy yourself through coding—an activity that, alas, nonprogrammers just don’t 

understand! 

 

 

https://appdev.microsoft.com/StorePortals
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I like to think of these motivations as another way to interpret the phrase “apps for everyone.” Apps 

can serve the needs of many different customers around the word. So too can they serve the needs of 

many different developers and their business goals! 

Your motivations—in whatever combination—essentially define your “business” as a developer. I use 

the term loosely here. In English, at least, there are about a dozen different definitions of this word, 

only a third of which relate to commercial activities, organizations, practices, and commerce. The other 

definitions have to do with what you consider to be important, as when we say “It’s none of your 

business” or “I make it my business to know about such things.” In short, apps can reflect the nature of 

your “business,” whatever it is, and that nature is reflected in how you share apps with others.  

Again, with the exception of side loading (which we’ll talk about later), sharing your app means 

distributing it through the Windows Store. For that reason, your app’s relationship to the Store 

effectively defines your business with that app, and that relationship spans the entire app lifecycle: 

 Planning and design Determining whether the app can actually be a Store app, meet Store 

certification requirements, and be suitably monetized (if desired). Effective monetization is also 

a critical aspect of design—it’s not something you can really do well at the end of the process! 

 Development Implementing Store-related features and using the APIs for trial versions, in-

app purchases, etc., along with incorporating other SDKs for ads and telemetry. 

 Testing Using precertification tools prior to onboarding the app to the Store, and checking 

the app against certification requirements. 

 Availability Making the app available in various markets through the Store developer portal , 

and indicating Accessibility support. 

 Marketing, sales, and support Promoting your app, increasing its visibility, working with 

your customers (responding to ratings and reviews), linking it to your website (if applicable), 

and using Store analytics through the developer portal (as well as your own analytics). 

 Updates and growth Improving your app over time, or removing it from the market. 

If you look at this list—which merely reflects how the Store itself intersects with the business of 

creating and publishing an app—you’ll notice that “development,” which is where we’ve spent most of 

our time in this book, is a rather small part of the overall app lifecycle. It’s essential, of course, because 

development is how you create the product around which you build your business. But the rest cannot 

be ignored because they affect how you run that business. 

Indeed, by publishing an app you are running a business! We’ll talk more about what this means at 

the end of this chapter, but let me summarize. To think like a businessperson means that you look for 

opportunities in the market where you can fulfill your business goals, whatever they are. You also see 

apps as a vehicle through which you explore and take advantage of those opportunities, and if one 

doesn’t pan out like you hoped, you try again with something else. You also make sure to service the 

customers you do acquire, to support your apps over time, to provide new products. (Gathering 
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telemetry from your apps is essential to this process, which we’ll discuss in “Instrumenting Your App for 

Telemetry and Analytics.”) 

Truth be told, the “fortune” business is the one for which we find direct support in the Store and the 

WinRT APIs, because that’s where the majority of developers will be focusing their energies. We’ll be 

spending quite a bit of time in this chapter on those matters. If you’re in business for “fame” or 

“philanthropy,” on the other hand, there are some things you can consider doing to grow your 

customer base—all of which are also helpful if you’re also trying to make money! As for “fun,” well, just 

getting an app in the Store might be good enough for that, but if you’re seeking to experience joy 

from the process, why not also produce apps that can bring joy to others as well?  

Planning: Can the App Be a Windows Store App? 

In a slight contradiction to this chapter’s title, the idea of “apps for everyone” doesn’t necessarily mean 

that every app can, in fact, be a Windows Store app. There are two sides to this: technical feasibility and 

meeting Store certification requirements. 

Technically, as we covered in Chapter 3, “App Anatomy and Performance Fundamentals,” and a few 

other places, Window Store apps run under certain conditions and restrictions. Here's a summary: 

 Windows Store apps always run in the app container (at base trust) and have no access to APIs 

that can openly access the file system or any other sensitive resource (i.e., medium or full trust).  

 Sharing data between Windows Store apps always goes through the Share contract, the 

clipboard, or web services. Local interprocess communication is not supported (except in side-

loaded enterprise scenarios where the Store is not involved). 

 Windows Store apps can use only the WinRT APIs and a subset of Win32 and .NET APIs; apps 

written in HTML and JavaScript can also use the intrinsic HTML and JavaScript APIs provided by 

the app host. Third-party libraries you use in the app must also use only these APIs. 

 Apps cannot install custom device drivers or anything else that affects the system, nor can apps 

customize their install process. (Many devices, of course, do not need custom drivers and you 

can work with them through the APIs discussed in Chapter 17, “Devices and Printing.”)  

 Only certain apps can run in the background, and for specific purposes, as we’ve seen in 

Chapter 13, “Media,” and Chapter 16, “Alive with Activity.” 

 Some UI interaction models aren’t appropriate for touch input, such as high precision CAD. 

Because Windows Store apps must support all forms of input, high precision apps either need to 

be redesigned for touch or should be implemented as a desktop app. 

 Windows Store apps run in variable-sized views alongside other apps and can utilize multiple 

views, but cannot utilize multiple overlapping windows. 

 

If any of these technical aspects would prevent you from writing the kind of app you want to write, 
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working with the Windows Store as your business location, if you will, is not really possible. For 

example, many development tools, network administration tools, file system utilities, antimalware 

utilities (that scan the whole hard drive), and database management systems must be implemented as 

desktop applications and distributed through the Internet or other retail channels.131 

More generally, because Windows Store apps run full screen or side by side with one to three other 

apps, they are intended to be much more specifically focused on certain tasks. Apps that try to do too 

much—Swiss Army Knife apps, if you will—may end up feeling cumbersome or confusing. It’s good to 

hone the purpose of the app, as discussed in Defining vision; otherwise you should probably implement 

a desktop app instead (for which there is still a very large market, mind you!). 

When planning any app, be sure to review the App certification requirements for the Windows Store 

to understand whether the app you’re thinking about will be summarily rejected during the 

onboarding process. For example, the very first requirement is that your app offers real value or utility 

for customers. So, if you’re thinking to submit the next great bodily-functions-sound-effects app, you 

might think again. Other policies apply to advertising (section 2), predictable behavior (section 3), 

respecting privacy and putting the user in control (section 4), providing content that’s appropriate for 

the global audience (section 5), and app identity (section 6).  

Tip Windows Store policies change over time (they’re on version 5 as of this writing), so be sure to 

review them before starting a new project. For the most part, policies are more often relaxed than 

hardened. 

A final consideration is whether the Windows Store is itself available in a target market when you 

plan to release your app and whether there are locale-specific restrictions based on where you operate 

as a developer. The most up-to-date information is best found on Choosing your markets. 

Planning for Monetization (or Not) 
Just as there are a number of reasons why you’re interested in creating apps in the first place, there are 

also a number of ways to fulfill your business goals. Will your app be completely free? Will it be free 

but supported by ads? Will it be paid, with or without a trial version? Will it involve in-app purchases? 

Each of these business models has its place, especially if you plan on releasing multiple apps, and many 

apps employ a combination of these models. Furthermore, it’s likely that your business model or 

models will change over time as you improve your apps and creatively respond to competition. That’s 

part of the fun of running a business! 

In this section and the two that follow, we’ll conceptually explore these different models and better 

understand how they relate to one another; the technical aspects will come later. Remember in this 

                                                             

131 With developer tools, it’s feasible that a Windows Store app could itself provide an interpreted runtime environment for 
developing apps that would always run inside that tool. A Windows Store app cannot, however, directly produce another 

Windows Store app because the necessary packaging and deployment APIs are only available to desktop apps.  

http://msdn.microsoft.com/library/windows/apps/hh465427.aspx
http://msdn.microsoft.com/library/windows/apps/hh694083.aspx
http://msdn.microsoft.com/library/windows/apps/hh694064.aspx
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whole context that licenses for apps and in-app purchases are granted to the user and will apply across 

their devices. This isn’t typically a concern for apps because the details are automatically handled by 

the Store—in the unlikely case that a user goes over the limit, Windows will inform him or her 

appropriately. 

Free Apps  

You don't need to do anything special to create a free app so far as the Store is concerned. You write it, 

upload it to the Store, set the price to 0.00, have it certified, and then get the word out. 

Free apps can serve several purposes: 

 Earn you praise and glory from customers and possibly other developers. 

 Grow a developer base who might be interested in later products. 

 Give you experience producing apps (otherwise known as résumé items!). 

 Provide a space for marketing your own products and/or services (as opposed to hosting third-

party ads, as discussed below), so long as you do more than just show ads. 

The first purpose here is self-explanatory and doesn’t need any elaboration, I hope! If this is your 

motivation, I imagine you’re already doing daily or hourly web searches on your own name and will be 

watching your app’s ratings and reviews like a day trader watches stock tickers. 

As for gaining experience, it’s a great exercise, of course, but every app you make available through 

the Store, along with their ratings and reviews, becomes a permanent part of your developer 

reputation. Because of this, uploading apps to the Store before they’re ready—or before you’re really 

ready as a businessperson—could backfire over the long term. You don’t want your reputation to be 

weighed down by early experiments when you finally have the idea that’s really going to take off!  

To manage this risk, you could start by sharing apps only with other developers who can side-load 

the packages you provide. Also consider creating a developer account just for your experimental work, 

keeping it separate from the account through which you’d post your real apps. This way, any negative 

reputation from your experiments doesn’t accrue to your serious work; neither does positive 

reputation, of course, but that’s a balance you have to find for yourself. Note that creating an extra 

account will require an additional annual fee, but that might be well worth it in the end. 

As for marketing, what I mean here differs greatly from ad-supported apps. I’m specifically referring 

to promoting your own business or causes (such as a charity) through the functioning of the app where 

you have complete control over the content. 

Be aware, however, that Section 2.1 of the present Store certification policy states, “Your app must 

not display only ads.” This means that you can’t just create an ad farm. But assuming that you do show 

meaningful content elsewhere, it’s allowable to display ads just about anywhere else, including tiles, 

notifications, or on your app bar (which was a restriction until early 2014). It’s also recognized that the 

very purpose of some apps is to provide offers, for example, in which case it’s not really displaying ads, 
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per se, but content for which the user has expressed interest through the act of installing the app. 

The other point to these policies reflects Section 1.1 of the requirements: “Your app must offer 

customers unique, creative value or utility in all languages and markets that it supports.” What this 

means is that if you want to promote a cause or business through the app, do it in a way that delivers 

value to consumers. For example, an app for a nonprofit organization should do more than just solicit 

donations (which you’d do through a consumable in-app purchase). It could help its users understand 

and be inspired by the organization’s activities and keep them up to date on current projects, which 

helps inspire donations to that cause. 

Tip Collecting donations through an in-app purchase incurs 30% revenue sharing with the Store, so 

it’s typically better to direct donations to a website or an alternate payment provider with less 

overhead. 

More generally, free apps can provide some useful functions in themselves but otherwise be a 

demonstration of features of any number of other apps—something like a sampling tour of your paid 

offerings (so long as there’s again real value in the app by itself). When related to only a single app, 

such a demo or “lite” version is usually quite different from a trial version of a full app. As we’ll see 

shortly, a trial version should look and operate as if you had acquired a license to a full version, but it 

restricts its use through hobbled features or a time limit. A demo app, on the other hand, is meant 

more to showcase features rather than provide a complete experience. 

For example, let’s say you have a game with five levels in each of five distinct “worlds” through 

which a player would normally progress in the app's full version. A trial version would allow a player to 

start working through those worlds but would cease to operate completely after some short period of 

time, say 30 or 60 minutes. In that time, a player might not progress past the first few level s in the first 

world, so the experience of the overall game is incomplete. A free demo/lite version, on the other hand, 

could be played as much as one wished but would contain only one level from, say, three of the five 

worlds. This gives the user a broader taste of the app and, because it can be played many times, serves 

as a continual advertisement for the full experience without giving anything more away. A demo app is 

like a movie’s teaser trailer: enough to create a hunger but not satisfy it. (And, yes , while there may be 

some people who only ever watch free trailers and never go see a full movie, those are a rare breed.)  

Great free apps can also fit well into an overall business model without asking for anything: they can 

help build a positive reputation for your business, thereby supporting other paid offerings. Having 

multiple apps also gives you an easy way to cross-promote. Every app in the store also provides links to  

your website and support information, so each one is a doorway to the rest of your business. In this 

way, free apps are like the giveaways (or loss leaders) that many businesses offer to get you in the door 

so that you can explore and experience their full line of products. 
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Ad-Supported Apps 

Ad-supported apps, which are typically free but can also be paid, are those that deliver some clear 

value in themselves and use that value to sell advertising space to others. Such advertising, although 

hopefully well-directed to the user’s interests, typically isn’t integral to the app’s own function. Many 

free games, for instance, place interstitial (time-filling) ads between levels or boards, ostensibly to keep 

you entertained while the next level is loading but in truth to take full advantage of your captured 

attention in a moment of relaxation! The bottom line is that a user’s attention has real value to 

advertisers, who are willing to pay you for a bit of that focus. 

As a user of the web, you’re undoubtedly familiar with how ads can appear in an app’s overall 

layout: filling gaps in space rather than in time. Typically, an app places an ad control in its layout and 

lets the control acquire and display ads from its backend (known as impressions) and track click-

throughs (which typically pay more than impressions). 

Either way, many developers have found that selling ad space is a profitable means of monetizing 

an app and building a business, but of course you have to understand whether your target audience 

and will respond to advertising at all. There is also a common strategy of offering a free, ad-supported 

app with an in-app purchase to eliminate the ads, and the trick here is to make the ads just annoying 

enough to encourage customers to get rid of them but not so annoying that those customers will just 

abandon your app altogether! In other words, it’s very important to consciously integrate ads into the 

overall user experience of your app, not as an afterthought. Ads are often beautifully designed in and 

of themselves, so they can be a pleasing and even delightful part of an app experience. 

Note At present sections 2.1, 2.2, 4.2, and 5 of the Store certification requirements pertain to ads, 

namely that your app does more than just display ads, that ads follow content policies (appropriate for 

the app’s age rating), and that your app respects customer preferences. 

The advertising control will come from the ad provider you choose to work with. Current providers 

that support Windows Store apps can be found on the Windows Partner Directory by filtering on 

“Advertising” on the left-hand side. For the most part you’ll need to download the provider’s SDK 

separately and add the appropriate references to your project. With Microsoft Ads, Visual Studio 

provides a little shortcut: right-click your project in the Solution Explorer, select Add > Connected 

Service, and select Microsoft Ads. If you haven’t created an account with the Microsoft Ads, you can 

sign in here and then create an app configuration: 

http://msdn.microsoft.com/library/windows/apps/hh694083.aspx
http://services.windowsstore.com/
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Clicking OK will bring the Ads SDK into your project, which automatically supplies a Settings 

command through which the user can control preferences. Including the SDK also create a file called 

AdSamplePage.html.txt that includes sample markup according to the sizes you selected in the 

configuration: 

<div id="MyAd_1" style="position: absolute; top: 50px; left: 0px; width: 728px; height: 90px; z-

index: 1"  

    data-win-control="MicrosoftNSJS.Advertising.AdControl"  

    data-win-options="{applicationId: 'b4d8cf08-d9b5-4148-a012-2b412bf1d70e', 

        adUnitId: '163139'}"> 

</div> 

<div id="MyAd_2" style="position: absolute; top: 140px; left: 0px; width: 160px; height: 600px; 

z-index: 1"  

    data-win-control="MicrosoftNSJS.Advertising.AdControl"  

    data-win-options="{applicationId: 'b4d8cf08-d9b5-4148-a012-2b412bf1d70e', 

        adUnitId: '163140'}"> 

</div> 

Note that you’ll have your own applicationId value—otherwise you’ll be sending your revenue to my 

app instead! Not that I’d mind, but I’d rather you get the earnings you deserve. 

Having now incorporated ad SDKs into your project and ad controls into your design, the most 

important thing for an ad-supported app is achieving a high fill rate, which is the overall percentage of 

time that the space to which you’ve dedicated ads is actually showing an ad. You see, for ads to appear 

in an ad control, they have to be served up by the provider’s backend. Those ads get into that backend 

service because some advertiser has paid for that privilege. Ad providers, then, are constantly trying to 

stock their supply to meet demand. If, however, their salespeople aren’t 100% successful in this, the ad 

control can come up blank, giving you a less than 100% fill rate. 
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Here are some strategies to avoid this: 

 Always stay up to date with your provider’s SDK in case there are backend changes. 

 

 Use the recommended sizes proscribed by your provider, because using arbitrary sizes might 

not get any fill. For the Microsoft Ads SDK, the sizes are 250x250, 300x350, 160x600, 728x90, 

and 300x600. Your choices here clearly dictate how you use ads in your app’s layout! 

 Be mindful of your app’s age rating because that information is communicated to the ad 

control’s backend to determine what kinds of ads can be shown. In this case, a lower age rating 

means greater restriction. Indeed, a 3+ age rating will typically not allow any ads; some ads 

work at 7+, and most will work for 12+. 

 Sign up with multiple ad providers and use an ad rotator to draw from those providers in a 

prioritized cascade. If your primary provider doesn’t fill the ad space, the rotator attempts to 

retrieve an ad from the secondary provider. If that one is empty, it keeps going down the line 

until it gets an ad. 

 In the hopefully rare case when you don’t get ads from any provider, always have some default 

images to show in your ad space. This is why it’s helpful to have other apps of your own in the 

Store that you can cross-promote! 

Much more could be said on effective strategies for ad-supported apps, but we have other topics 

yet to explore. For more information, see the Monetization through Ads post on the Windows 

developer blog and continue to watch that blog for more monetization strategies in general. 

Paid Apps and Trial Versions 

Producing an app and charging for a license is certainly the one of the oldest means of monetizing, 

and it still works quite well, especially in certain Store categories such as Productivity and Reference. 

Value received for value delivered: that’s the simple equation on which many successful products are 

built. Generally speaking, paid apps are free of advertising and are not advertisements themselves, 

hence customers’ willingness to pay money for the apps in the first place.132  

Tip For a broad discussion about price points, see You’re Pricing It Wrong: Software Pricing 

Demystified (Smashing Magazine). 

 

 

                                                             

132 We may eventually see creative ad insertion into paid apps: after all, you pay for issues of a magazine and yet that 

magazine contains ads (unless you pay for premium magazines that contain none). Think how we once balked at the idea 

of advertising on cable television or in movie theaters, but all that’s just a matter-of-course now. The simple truth is that 
wherever there is a focus of customer attention, there is a value to advertisers and to the businesses that can sell them 

access to that attention. You just have to be careful not to abuse your customers! 

http://go.microsoft.com/fwlink/?LinkId=392529
http://go.microsoft.com/fwlink/?LinkID=392425
http://go.microsoft.com/fwlink/?LinkID=392425
http://www.smashingmagazine.com/2011/09/28/youre-pricing-it-wrong-software-pricing-demystified/
http://www.smashingmagazine.com/2011/09/28/youre-pricing-it-wrong-software-pricing-demystified/
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An important consideration for paid apps especially (but really for all apps) is the need for 

marketing. The Windows Store is primarily a distribution mechanism and doesn’t eliminate the need for 

finding your customers and making them aware of your product. Sure, customers can find your app 

through casual browsing, and there’s a chance that your app (if it’s really good) can be spotlighted, but 

you can’t depend on that, nor can you depend on customers just finding the app through search. As a 

result, you have to generate interest and awareness through other means. This is again one of the 

functions of other free apps or demo versions that you might produce: if one of your free apps gets 

featured in some category, every user who downloads that free app at least has an opportunity to learn 

about your other products. And of course there are all the other means to market your product: the 

social web, your website and SEO, advertising in traditional media, and so forth. 

You should also strongly consider offering a trial version of the paid app. Store data shows that 

customers are something like 12 times more likely to convert to a paid app if they can try it out first. 

Also, 70% of the most popular paid apps and 95% of the top grossing paid apps have trials. Trials give 

users a way to get to know the app and understand its value, both of which are important in making a 

purchase decision. 

A trial is free and subject to a time period that is clearly shown to customers in the Windows Store. 

As noted before, a trial app looks, feels, and operates like the real thing but is simply time-limited or 

feature-hobbled. A picture editor might allow you to edit but not save your work, meaning that you 

get the full experience of using the product without the full benefits of owning a license. A video 

converter app might place a logo or watermark (that is, an advertisement) on the output video, so the 

functionality is all there, but the result isn’t as useful. A trial version might also just disable in-app 

purchases, thereby limiting its extensibility until the full app is acquired. 

Whether the trial is hobbled is your choice as a developer—if an app creates something and saves it 

in a particular format, such that you could not re-open those files without the same app (unlike 

pictures), there may be no reason to disable a save feature at all. In such cases, the strategy is to get the 

trial user heavily invested in continued use of the app, such that purchasing the full license is  a better 

choice than letting go of that investment. Personal finance and contact management are good 

examples: in a 30-day trial period (or whatever period the app sets), users of such apps could amass 

quite a bit of useful data that they would not want to re-enter into another app. (Such a trial might also 

quietly disable any exporting features.) 

If you implement a trial version, be sure to remind the user of their trial status and make it super-easy 

for them to convert to a paid version. That is, keep them well aware of the fact that they’re just 

borrowing your app for the time being, make sure they know when, exactly, that loan period will run 

out, and make it easy to convert with a single tap or click. (Personally, I’ve been amazed at how many 

apps don’t do any of this with their trials, which essentially defeats the purpose of a trial!)  

As we’ll see, the APIs for working with the Windows Store make it simple to check for trial status and 

its pending expiration. APIs also exist to initiate a streamlined purchase flow through which the user 

can acquire a full license with minimal disruption, all within the context of the app itself. In short, trial 

versions are an important monetization model that are, fortunately, quite easy to implement. 
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A technical stipulation of a trial version is that all the bits of the full version are actually already 

present on the user’s machine: purchasing a full license from a trial version is simply an act of setting 

the license information in the Windows Store, and such a purchase will not initiate any new 

downloading. For a user, this means that to download and install a trial is to download and install the 

full version, with the Store simply indicating that the user doesn’t have full rights. If such a full 

download would be an obstacle, however, such as when the app is large, it may be a better strategy to 

create a smaller demo version that invites the user to visit the Store to buy the full app. 

All of this is really about creating a smooth and painless experience for users to try new software. 

One of the primary motivations behind the Store (and the associated packaging technology) is to 

eliminate nearly all of the past risk of software acquisition: unknown or untrusted sources, potential 

malware, inconsistent install/uninstall procedures, and so forth. Microsoft wants Windows users to feel 

confident that they can experiment and try out new apps—your apps!—without corrupting their 

system, compromising their data, or in other ways being exposed to those sorts of problems. 

Sidebar: Piracy Protection 

The existence of the Windows Store and the fact that users cannot install an app except in the 

context of the Store provides a certain inherent level of piracy protection. Users are blocked from 

accessing the folders that contain installed appx packages, and even if they managed to extract 

and install one elsewhere, the Store would report that the app is unlicensed for that user and 

would thus refuse to run it. 

Beyond that, any additional levels of protection are up to the app. It’s perfectly allowable for 

an app to ask the user to register with the publisher (because customer information isn’t shared 

from the Store) and to obtain a secondary license key. Windows does not block such procedures 

but doesn’t provide any such services itself. Do consider, however, that customers might be 

annoyed by such additional requirements. It’s best to exercise caution in such a decision. 

In-App Purchases 

In-app purchases, commonly referred to as IAPs, are proving to be the most popular means of 

monetizing an application over time by selling incremental add-ons, options, in-app currency, 

periodicals, time-limited subscriptions/rentals, and so forth. In-app purchases are the basis for what are 

called freemium apps: the basic app is free, but extending its functionality, adding content, acquiring 

in-app features or game currency, and so on are all done through in-app purchases. Indeed, a Distmo 

report from February 2014 showed that 70% of revenue globally and over 90% in China and Japan 

come through freemium apps and that they generally produce more revenue per app than other 

monetization models. (It also showed that regions like Japan, South Korea, and Australia have the 

highest profit margins per download, suggesting that those are good regions in which to  focus 

localization efforts. It’s worthwhile to watch these kinds of reports!)  
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By definition, in-app purchases are options: the core operation of the app must not depend on any 

of them. Also, in-app purchases cannot be interdependent—that is, users cannot be required to 

purchase other options to use one they’ve already bought. Furthermore, an in-app purchase is made by 

a user and is thus licensed across all of their devices by default. If you need for whatever reason to 

place a limit on the applicability of a purchase (such as honoring contractual obligations of a backend  

service provider), you can use the Store’s receipt feature to implement secondary validation as we’ll 

cover later on. 

There are two main classes of in-app purchases. Durable purchases are those that the user acquires 

once and that remain in effect permanently. This is true even if the user uninstalls the app on all of 

their devices and later reinstalls it: just as a user’s purchase of a paid app is kept permanently with their 

Microsoft account, so too are in-app purchases. That said, a durable in-app purchase can have an 

expiration date (for example 30-day access to premium content), in which case the license gets reset 

after that time and the durable can be purchased again. Some apps, for example, use an expiring 

durable purchase to disable ads for a certain length of time. 

The second type is a consumable purchase, which can be done many times because the Store 

doesn’t record it as having been purchased (as it does with durables). Consumables are typically used 

for in-game currency, content rentals, or when an app separately maps a generic consumable purchase 

to a more specific one at run time. Because there is no Store-managed license involved, the app must 

track consumable purchases itself and must report fulfillment to the Store (such as a successful 

download from a service) before the item is made available again. This is essential for the user to trust 

that the purchase went through before their account is charged for the transaction. 

With both types of purchases, the Store has a limit of 200 different listings, which seems like it 

would pose a problem for apps that offer access to large libraries or collections of things like books, 

movies, images, research reports, and so on. Fortunately, you can define generic purchases in the Store 

dashboard and then differentiate them with specific identifiers at run time through the Store API. For 

example, you can define a “3-day movie rental” item through the Store dashboard and fill in the 

specific title when the user chooses one in your UI. This also means you don’t have to update your 

purchase definitions in the Store when you add new content to your catalog; you’d need to do that 

only if you introduce a new type of purchase altogether. 

Whether in-app purchases are the right choice for your app involves a number of considerations: 

 Implementing them well can be difficult because they introduce complexities into an app’s 

architecture. 

 The app has full responsibility for correct delivery of the purchased item or feature, as opposed 

to the Store handling all the details. 

 In-app purchases effectively create multiple variations of an app, which can increase user 

support and interaction. 
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 Overuse or inappropriate use of in-app purchases can generate the perception that you’re 

trying to get money from users at every possible opportunity. Users who don’t or won’t pay for 

in-app purchases can still leave bad reviews about their experience. Effective use of in-app 

purchases, in other words, is an act of conscious merchandising that takes user psychology into 

account. 

 In-app purchases through the Windows Store do not trigger download of additional content; 

they only change the user’s license for that product. If needed, an app can initiate its own 

downloads once the product license has been acquired. 

 At present, the Windows Store does not provide support for subscription purchases apart from 

consumables; third-party providers do offer specific subscription services. 

 An in-app purchase can activate or enable a feature in the app but cannot trigger download 

and installation of new code from the Store (or any other service, for that matter). That is, the 

code must already be present in the app package. In-app purchases of content, on the other 

hand, can be used to initiate a download from any service. 

 At present, the lowest price tier that the Windows Store offers for in-app purchases is US$0.99, 

which means that whatever purchases you offer need to provide at least that much perceived 

value to your customers. You should group offers into a single purchase that you would 

otherwise think to offer separately at lower but unavailable price points. (Do note that this price 

tier is automatically adjusted up or down to reflect different standards of living across regions.)  

On the flip side, offering a new full version of an app with new features might generate better sales 

than offering the same features as in-app purchases. A major app update is an event that can generate 

renewed interest in and energy around your product like the release of a new movie. In-app purchases, 

on the other hand, are by nature more prosaic, like the popcorn and drinks you buy in the theater—

always there, and integral to the whole experience, but not particularly exciting outside that context. 

The best approach is probably to follow Hollywood’s example and do both! 

It’s worthwhile at even the earliest stages of design to think about what kinds of in-app purchases 

make sense for your product and how and when to merchandise those options in your app. You might 

not even at this time have anything you plan to offer, but you might want to add them later on. In 

short, keep the door open for expansion and creativity without necessarily having to revise the app. It’s 

equally important to also think about what makes sense for your customers. We emphasize this point 

because there have been stories of outright abuse in this area. Apps aimed at young children, for 

example, have been known to dangle in-app purchases like candy, enticing those children to press a 

“buy” button when they have no sense of the transaction. For this reason, Store policy (section 4.8) 

requires that transactions are authenticated (and the Windows Store does this automatically when you 

use its commerce engine). 

The key thing is that if you try to be sleazy, you probably won’t get far with your app. If you try to 

trick users out of their money, your app will certainly decline in ratings and reviews over time. And if 

you’re found to be truly abusive, Microsoft does reserve the right to remove your app from the Store 

http://msdn.microsoft.com/library/windows/apps/hh694083.aspx#acr_5_0
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altogether, if it even passes certification at the outset. 

Done well, though, in-app purchases are very effective for exchanging a little bit of money for a 

little bit of pain relief. This is a creative matter of user psychology where an app intentionally introduces 

small pain points alongside an in-app purchase to avoid that pain. For example, you can make users 

wait 15–30 seconds while the app displays an interstitial ad, or inject a visual distraction with ads in 

your layout, and then offer an in-app purchase to remove ads altogether. In many games, you can earn 

in-app currency through continued play or receive additional currency by simply waiting an hour or a 

day. This kind of thing becomes irritating for your more impatient users, so offering an in-app purchase 

that immediately relieves their anxiety can be very profitable. (In this context, I love the creative in-app 

purchase in Jetpack Joyride called the “counterfeit machine” that doubles all the coins you collect in 

the game. I’ve found this much more engaging that buying coins outright.)  

All in all, these are considerations that will eventually affect how you set prices in the Store. You'll 

need to consider the tradeoffs involved between setting a higher price point with an initial -app 

purchase versus monetizing through multiple in-app purchases, and you'll need to be sensitive to how 

willing your target customers might be to making one purchase versus making multiple purchases. 

Apps that constantly nag their users to make additional purchases will be on par with pushy street 

vendors who just won’t leave you alone. Apps that are sensitive to the user’s engagement, on the other 

hand, present purchases (which is to say, upsell opportunities) at appropriate times for appropriate 

reasons and are thus much more likely to be appreciated than loathed. 

Revenue Sharing and Custom Commerce for In-App Purchases 

The subject of monetization is not complete without answering one of the most important questions: 

how much of the Store-related revenue stream do you, as the publisher of the app, get to keep? The 

basic answer is simple: 70% comes to you, 30% goes to the Store (you have to pay your rent). However,  

once an app achieves US$25,000 in sales (from both the app and in-app purchases), your share 

increases to 80%. 

Revenue sharing is always in effect for paid apps. For in-app purchases, however, you have the 

option to bypass the Windows Store altogether and use a commerce platform of your own or a third-

party provider (see the Windows Partner Directory and click Payments on the left side). Doing so 

potentially allows you to realize a much higher percentage of the revenue. This is an especially great 

option if you already have arrangements with a transaction provider through your existing websites.  

Be aware that Sections 4.7 through 4.9 of the present Store certification requirements apply here, 

where you need to identify the provider at the time of the transaction, ensure that the user enters 

credentials for each purchase, and ensure that each transaction meets the PCI Data Security Standards. 

With this custom commerce option, you’re pretty much on your own where all the details are 

concerned, including UI—the Windows Store API itself doesn’t provide for extensibility of its own 

mechanisms. You might draw from The in-app purchase user experience for a customer topic in the 

documentation to understand the flow; third-party providers do typically supply their own UI. 

http://services.windowsstore.com/
http://msdn.microsoft.com/library/windows/apps/hh694083.aspx
https://www.pcisecuritystandards.org/security_standards/index.php
http://msdn.microsoft.com/library/windows/apps/Hh924350.aspx
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Growing Your Customer Base and Other Value Exchanges 
Whatever your business is with your app, it’s unlikely to fulfill your goals if nobody is using it. When 

you’re motivated primarily by fortune or philanthropy, expanding your customer base is likely your 

primary concern. And even if you’re shooting for fortune, it might make more sense in the early stages 

of your app (or of your overall business) to focus first on growing your customer base and then after a 

time shift to monetizing that base. And by “a time” here it’s generally best to think in terms of a couple 

of months, to catch the app’s peak traffic levels. 

Marketing your product to potential customers that are within reach of your campaigns is obviously 

a big part of this, and we’ll talk more of this later in “Getting Known.” What I want to discuss here is 

more about expanding your customer base through the app itself, because the strategies for this are 

often similar to those you use for monetization. 

The general idea is that your customers have assets of value to you other than their money. The 

most important of these is their social network. While your general marketing efforts can reach random 

populations, reaching other potential customers through your existing ones is much more valuable 

because there’s an existing relationship there that gives you some credibility. 

I’m sure you’ve seen the effects of this on the receiving end, where friends in your social networks 

are posting or tweeting their status or activity in some game or another. The reason why this happens 

is that the game rewards your friend’s social activity with some in-app value, such as extra in-game 

currency. Oftentimes—and this is an important point for app design—your friend can earn this 

currency through social sharing instead of spending real money. 

What you’re doing is sacrificing the income from a direct in-app purchase for a bit of marketing to a 

customer’s social network, which is something you couldn’t buy even if you had tons of money in your 

marketing budget! That is, instead of trying to make money from your existing customers that you 

might then spend on marketing, you just shortcut the process and reach new customers directly. 

Another valuable asset is a customers’ opinion of your app, meaning the time they might take to 

give you a rating and review in the Windows Store, as well as feedback through your own in-app 

mechanism. Leaving feedback, in short, is an important customer activity that you can reward with 

some in-app feature, rather than trying to monetize that feature. (Do note that it’s not allowed to offer 

rewards for positive ratings and reviews, which you cannot determine at run time anyway.)  

A third type of asset that your customers have is their usage data. Provided that you protect user 

identity, respect privacy, clearly inform your customers that you’re collecting data, and give them the 

ability to opt out (see “Instrumenting Your App for Telemetry and Analytics” later), the data you collect 

over time can become highly valuable to other businesses. A number of companies earn their revenues 

by collecting, processing, packaging, and selling information (through reports, web services, etc.), which 

means that their contact points with customers—such as apps and websites—are merely collection 

portals rather than products they try to monetize directly. 

 



1126 

 

For example, data collected from a music app can identify consumption trends that music producers 

might be very willing to pay for. In this case you’d want to get that app into the hands (and ears) of as 

many customers as possible, even to the point of giving away up-front value (such as free downloads) 

in an effort to increase your customer base, increase your data collection, and thereby increase the 

reliability and value of that data. 

In short, when you’re thinking like a businessperson, you’re not thinking only about monetizing the 

app you happen to produce: you’re thinking about the larger context in which your business operates 

and look for any and all opportunities to earn revenue. It makes you appreciate why “business” is 

indeed a creative profession! 

Measuring and Experimenting with Revenue Performance 

No matter what revenue model or models you choose to employ in your app, you’ll want to know how 

well they’re doing in relation to your business goals. The Windows Store itself will provide you with 

revenue tracking for paid apps as well as in-app purchases that go through the Store’s commerce 

engine. If you’re using a third-party commerce platform, it will provide you with similar information, as 

will your advertising providers. 

Beyond such backend data, though, you’ll want to instrument your app to collect its own telemetry 

where customer behavior is concerned (as we’ll discuss later), especially if you’re providing options like 

social sharing in lieu of an in-app purchase. You’ll also want to know when and where, exactly, your 

customers are engaging with your monetization strategies, because your providers won’t be able to 

make such determinations for you. For example, when and where are your customers most likely to 

make an in-app purchase? What ad placements within different pages of your app get the most 

impressions and click-throughs? Knowing such things can help you adjust the design of your app to 

produce more revenue and can give you valuable insights for other apps you’ll produce. 

Such telemetry, along with customer feedback, also enables you to experiment with your 

monetization and track the results, which you again use to optimize your apps market performance. 

For example, one publisher initially offered a $3.99 game with a seven-day trial but found that most 

users finished the game in five days. As a result, they weren’t making much money. So they changed 

the model to a feature-differentiated trial—meaning you couldn’t complete the game with just a trial 

license—and lowered the price to $2.49. In doing so their revenues rose. Another example is an app 

that started out with ads and in-app purchases to add content. Customers expressed interest through 

their Store reviews that they’d like to remove ads, so the app added three tiers of in-app purchases to 

remove ads for different periods of time. 

So don’t be afraid to try different things! After all, part of running a business with your app is 

creatively adjusting your business model to the needs of your customers and trends in the market. 
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The Windows Store APIs 

Now that you’ve likely decided on a course for your app, let’s see how you use the Windows Store APIs 

to accomplish those ends. These are found in the Windows.ApplicationModel.Store namespace; all  

objects referred to in this section are contained in this namespace unless noted.133 Furthermore there’s 

only one sample that we’ll be drawing from: Trial app and in-app purchase sample. 

For basic licensing and trial enforcement, the good news is that both are effortless: the app doesn’t 

need to do anything at all! A user cannot acquire your app without going through the Store, and even 

if he did manage to, he’d have to have a developer license to install and run it. Furthermore, because 

the Store automatically tracks trial periods for apps, Windows will simply not launch an app once the 

trial is expired. Instead, Windows will redirect the user to the product’s page in the Store where the user 

can purchase a full license. The same is true is Windows detects that a package has been tampered 

with: the Windows will direct the user to repair the app through the Store. 

As noted before, apps can enforce a secondary licensing scheme if desired. Here it would ask the 

user for a separate registration or a separately acquired license key of some sort. Windows does not 

offer an API for this but will not block schemes of your own. 

That said, WinRT provides for the following features: 

 Retrieving app and product (in-app purchase) information from the Store, including price values 

formatted for the user’s current locale.  

 Retrieving license information for the app and in-app purchases, indicating trials, expirations, 

etc. The app can make any decisions it wants with these details. 

 Prompting the user to purchase a full license during or after a trial period; this is especially 

useful when the app is running and the trial period expires. 

 Handling in-app (product) purchases for durables and consumables, with large catalog support. 

 Generating receipts, which are primarily used for secondary validation and purchase tracking. 

 Testing all the app’s Store interactions prior to uploading to the store. 

Tip Although the Store API retrieves information from its backend service, an app is not required to 

declare the Internet (Client) capability itself unless it needs network access for other purposes. 

When an app runs for real—that is, after it has been uploaded to the Store and has made its way 

into the hands of customers—interaction with the API happens through the static CurrentApp object: 

                                                             

133 The Windows.ApplicationModel.Package  class also provides a few details about the installed app package. Usage is 

simple, and you can refer to the App package information sample for more. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.aspx
http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentapp.aspx
http://code.msdn.microsoft.com/windowsapps/Package-sample-46e239fa
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var currentApp = Windows.ApplicationModel.Store.CurrentApp; 

whose methods and properties are as follows:134 

 

Member Description 
appId The GUID that uniquely identifies the app in the Store. 

 

linkUri The URI (Windows.Foundation.Uri) to the app’s listing page in the Store. (If you recall 

from Chapter 15, “Contracts,” this is the value you always want to place in the 

applicationListingUri property of a DataPackage used in the Share contract; doing 

so lets user who receive shared data easily find and acquire your app.)  

 

licenseInformation A LicenseInformation object reflecting the app’s licensing state and active licenses for 

in-app purchases. The latter is represented by a collection of ProductLicense objects. 

 

loadListingInformationAsync  Retrieves the ListingInformation object for the app through which you retrieve 

information about in-app products. 

 

requestAppPurchaseAsync  Invokes the Store UI to invite the user to upgrade the app from a trial. This is used when 

the app is running and detects that a license has expired. 

 

requestProductPurchaseAsync  Invokes the Store UI to invite the user to do an in-app purchase. A successful purchase 

results in a PurchaseResults object. 

 
getAppReceiptAsync, 

getProductReceiptAsync 

Requests an XML string that contains receipts for the app and any in-app purchases, or 

for a specific in-app purchase, respectively. 

 

reportConsumableFulfillmentAsync Reports that an in-app consumable purchase has been fulfilled (such as content being 

successfully downloaded from a service). 

 

getUnfulfilledConsumabledAsync Retrieves those consumables that are still outstanding. 

 

 

A ListingInformation object contains a number of properties that come pre-localized as 

appropriate: ageRating (a number, currently one of 3, 7, 12, and 16), currentMarket (a BCP-47 string 

indicating the user’s market that is used for transactions), description (a string containing the app’s 

localized description as you provided to the Store dashboard), formattedPrice (a string containing 

the app’s purchase price formatted for the user’s current market and currency), name (a string with the 

app’s name in the current language, as supplied to the dashboard), and productListings. The latter is 

an array of ProductListing objects, each of which represents an in-app purchase that you configured 

on the Store dashboard. 

On Windows 8.1, a ProductListing contains four properties: productId (a string containing the 

app-defined product identifier), formattedPrice (a localized string containing the product price), a 

localized name (a string), and a productType value from the ProductType enumeration, which can be 

durable (1), consumable (2), or unknown (0). You can see, then, that the listing collection is exactly 

                                                             

134 Excluding a few methods that are exclusive to Windows Phone, namely loadListingInformationBy[Keywords | 

ProductId]Async and reportProductFulfillment. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.licenseinformation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.productlicense.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.listinginformation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.purchaseresults.aspx
https://appdev.microsoft.com/StorePortals
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.productlisting.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.producttype.aspx
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what you’ll use to present the user with your localized list of in-app purchases, where the productId 

could be used to retrieve additional content like images from your package or a web service. You can 

also use productType to separate your lists of durable and consumable purchases. 

The LicenseInformation object for its part contains simple properties of expirationDate (a 

Date), isActive (a Boolean), and isTrial (a Boolean). It has one event, licensechanged, which fires 

when these properties change. You can use this to prompt for purchase if a license expires while the 

app is running. The remaining property, productLicenses, is a collection of ProductLicense objects. 

Each contains the appropriate productId, expirationDate, isActive, and isConsumable properties. 

The LicenseInformation.licensechanged event also fires for changes in any ProductLicense. 

Tip For globalization purposes, never compare two dates with simple arithmetic operators like <, >, 

and =. Instead. Use the Windows.Globalization.Calendar.compareDateTime method, which will 

account for the specific needs of different calendar systems that might be in effect. 

Roaming and offline access Because a user can make purchases on other devices, Windows makes 

sure to roam licenses to and cache them on all the user’s devices. This allows apps to validate 

purchases and check license status when a device is offline. The upshot of this is that you should always 

use the API to check licenses rather than trying to manage such state yourself. 

That’s really the extent of the Store APIs in a nutshell, and we’ll go into all the details in the 

discussions that follow. You may notice that the APIs don’t concern themselves with ad-supported 

apps, because ads don’t involve the Store itself and are implemented through ad-provider controls. 

But you might be asking yourself some very significant questions: how on earth can this API return 

any meaningful information while the app is under development and has yet to be uploaded to the 

Store in the first place? How can you get product information and test all your purchase features when 

there’s nothing yet available to purchase? 

These are great questions, and the answers lie in the one other object in the Store namespace (and 

our next topic): the Windows Store app simulator. 

Sidebar: Use the licensechanged Event for UI Updates 

In general, a best practice is to use the licensechanged to update whatever UI is affected by 

changes to app licenses or in-app purchases. That is, this event is the central location where you 

pick up all changes, be it from purchases (which you are hoping for!) or licenses that expire 

(which you hope to convert before then). You have to use this event anyway to handle 

expirations while the app is running, and thus it’s better to also use it to process the successful 

purchases, rather than doing it within your handlers for the request*PurchaseAsync methods. 

http://msdn.microsoft.com/library/windows/apps/windows.globalization.calendar.comparedatetime.aspx
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The CurrentAppSimulator Object 
To make it possible to test an app’s interactions with the Store before the app is actually onboarded, 

WinRT provides the static CurrentAppSimulator object that is identical to CurrentApp with two 

exceptions. First, the simulator object works against data from a local XML file rather than live data 

from the Store, which won’t exist until you’ve actually on-boarded the app. By definition, then, 

everything you do to test Store interactions before your app is published will use the simulator. The 

second difference is that the simulator object has an extra method, reloadSimulatorAsync, to 

reinitialize the simulator with such XML.  

During development, you use this line of code to start your work with the API: 

var currentApp = Windows.ApplicationModel.Store.CurrentAppSimulator; 

and then delete the Simulator suffix when you’re ready to send the app to the Store. (If you forget, 

you’ll fail Store certification.) Alternately, you can use the method described in Chapter 2, “Quickstart,” 

under “Sidebar: Debug or Release?” to select the right object based on your build target. Details are 

provided on my blog at A reliable way to differentiate Debug and Release builds for JavaScript apps 

and in the DebugRelease example in Chapter 2’s companion content. 

When your app accesses CurrentAppSimulator, WinRT looks for a file called WindowsStore-

Proxy.xml in your app data, specifically under %userprofile%\AppData\local\packages\<package 

name>\LocalState\Microsoft\Windows Store\ApiData. If it exists, the simulator is initialized from that 

data; otherwise the file is created with the following defaults (slightly formatted to fit the page):  

<?xml version="1.0" encoding="utf-16" ?> 

<CurrentApp> 

  <ListingInformation> 

    <App> 

      <AppId>00000000-0000-0000-0000-000000000000</AppId> 

      <LinkUri> 

        http://apps.microsoft.com/webpdp/app/00000000-0000-0000-0000-000000000000</LinkUri> 

      <CurrentMarket>en-US</CurrentMarket> 

      <AgeRating>3</AgeRating> 

      <MarketData xml:lang="en-us"> 

        <Name>AppName</Name> 

        <Description>AppDescription</Description> 

        <Price>1.00</Price> 

        <CurrencySymbol>$</CurrencySymbol> 

        <CurrencyCode>USD</CurrencyCode> 

      </MarketData> 

    </App> 

    <Product ProductId="1" LicenseDuration="0"> 

      <MarketData xml:lang="en-us"> 

        <Name>Product1Name</Name> 

        <Price>1.00</Price> 

        <CurrencySymbol>$</CurrencySymbol> 

        <CurrencyCode>USD</CurrencyCode> 

      </MarketData> 

    </Product> 

  </ListingInformation> 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.aspx
http://kraigbrockschmidt.com/blog/?p=1285
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  <LicenseInformation> 

    <App> 

      <IsActive>true</IsActive> 

      <IsTrial>true</IsTrial> 

    </App> 

    <Product ProductId="1"> 

      <IsActive>true</IsActive> 

    </Product> 

  </LicenseInformation> 

  <ConsumableInformation> 

    <Product ProductId="2" TransactionId="00000000-0000-0000-0000-000000000000" 

        Status="Active" /> 

  </ConsumableInformation> 

</CurrentApp> 

The full XML schema for this can be found on the CurrentAppSimulator page (except for the 

ConsumableInformation part, which I’ll fill in below), and it’s straightforward to see exactly where you’d 

modify the XML to test different scenarios: 

 Create additional MarketData elements to specify app details for other locales. The 

CurrentMarket element indicates the default. 

 Create additional Product elements (including their MarketData children) for each in-app 

purchase. 

 In the App element under LicenseInformation, change the values of IsActive (that is, not 

expired) and IsTrial between true and false to test the variations: active/non-trial, 

active/trial, expired/non-trial, and expired/trial. You can also add an ExpirationDate element 

to indicate when the app expires (in UTC time), using the form of yyyy-mm-ddThh:mm:ss.ssZ 

(replacing yyyy:mm:dd with the date and mm:ss.ss with the time). For automated testing, 

additional elements let you hard-code result codes; details on the CurrentAppSimulator page. 

 For each in-app purchase, add a Product element under LicenseInformation with the 

appropriate ProductId attribute and ProductType attribute (Consumable or Durable). 

Supported child elements are IsActive and ExpirationDate, with the same meaning as the 

app license. 

 For each consumable in-app product, add a Product element under ConsumableInformation 

with the appropriate ProductId, an optional OfferId (for large catalogs), the TransactionId 

to report when you simulate a purchase, and a Status attribute. The latter can have values of 

Active (consumable is available), PurchasePending (waiting fulfillment), PurchaseRevoked 

(canceled on the backend), or ServerError. These let you test different scenarios when using 

the in-app purchase API for consumables. 

Tip When you reach the point of publishing your app to the Store, you’ll be configuring all of these 

options for real. By that point, your XML file that you use in development should be the exact 

representation of the capabilities that the app expects, so make sure that you accurately transfer all the 

details to the Store dashboard. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.aspx
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When using the methods in the simulator object that change license status, such as converting a 

trial app to a purchased app or acquiring in-app purchases, they will not alter the contents of the 

WindowsStoreProxy.xml file. This means you can just restart the app to reset the state of the simulator 

object, but it also means you’d need to edit the XML and launch the app again to test how different 

variations are handled on startup. (Note also that the Store simulator state is not persisted when the 

app is suspended and terminated.) 

For this purpose, the simulator object’s reloadSimulatorAsync method takes a StorageFile 

containing the XML initialization data. This can very much simplify your testing procedures, and often 

you’ll have such files directly in your project folder such that you can refer to them with ms-appx:/// 

URIs. However, make sure that these files don’t end up in your app package when you upload to the 

Store. In Visual Studio, right-click the file in the Solution Explorer pane and select Properties. In the 

Property Pages dialog that appears, as shown in Figure 20-1, set Package Action to None. 

 

FIGURE 20-1 Make sure that XML configuration files for the simulator object don’t end up in your Store packages.  

The Trial app and in-app purchase sample, which we’ll be drawing from in the explanations ahead, 

uses reloadSimulatorAsync to load a specific XML file for each of its scenarios (but note that it has 

not set the Package Action to None!). In scenario 7, for example (js/api-listing-uri.js), it loads data/app-

listing-uri.xml as follows: 

var currentApp = Windows.ApplicationModel.Store.CurrentAppSimulator; 

 

var page = WinJS.UI.Pages.define("/html/app-listing-uri.html", { 

    ready: function (element, options) { 

        // ... 

        loadAppListingUriProxyFile();  // Initialize the license proxy file 

    }, 

    unload: function () { 

        currentApp.licenseInformation.removeEventListener("licensechanged", 

            appListingUriRefreshScenario); 

    } 

}); 

 

function loadAppListingUriProxyFile() { 

    // We could also use folder.getFileFromPathAsync("ms-appx:///data/app-listing-uri.xml") 

    // instead of the two-step process with getFileAsync as shown here. 

    Windows.ApplicationModel.Package.current.installedLocation.getFolderAsync("data").done( 

        function (folder) { 

            folder.getFileAsync("app-listing-uri.xml").done( 

                function (file) { 

http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
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                    currentApp.licenseInformation.addEventListener("licensechanged", 

                        appListingUriRefreshScenario); 

                    Windows.ApplicationModel.Store.CurrentAppSimulator 

                        .reloadSimulatorAsync(file).done(); 

                }); 

        }); 

} 

Notice how this sample listens for the licensechanged event and makes sure to call removeEvent-

Listener when the page is unloaded. (See “WinRT Events and removeEventListener” in Chapter 3.)  

This same scenario 7 shows the basic retrieval of app information from the Store. When you click the 

Show Uri button on that page, it goes to the handler below, which outputs the app’s linkUri property: 

function displayLink() { 

    WinJS.log && WinJS.log(currentApp.linkUri.absoluteUri, "sample", "status"); 

} 

Getting at the app’s other properties would look the same, just using currentApp.loadListing-

InformationAsync first to obtain that data. This is shown in scenario 1 (js/trial-mode.js): 

function trialModeRefreshScenario() { 

    currentApp.loadListingInformationAsync().done( 

    function (listing) { 

        document.getElementById("purchasePrice").innerText = 

            "You can buy the full app for: " + listing.formattedPrice + "."; 

    }); 

 

    displayCurrentLicenseMode(); 

} 

And on that note, let’s look at the rest of the sample more fully because it shows the other use 

scenarios of the Store API as a whole. 

Trial Versions and App Purchase 
When you configure your app on the Store dashboard, the first question under Selling Details is the 

Price Tier. If you set this to anything other than Free, you also set the Free Trial Period, as shown in 

Figure 20-2. As noted before, offering a free trial increases the likelihood of a customer making a full 

purchase by an order of magnitude, so it’s definitely something to consider! 

https://appdev.microsoft.com/StorePortals
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FIGURE 20-2 Setting a price tier and trial period for an app on the Store dashboard.  

In your XML for the CurrentAppSimulator, you set the app price in the ListingInformation > App > 

MarketData > Price element and configure a trial period under LicenseInformation > App > IsTrial and 

ExpirationDate. Handling a trial is demonstrated in scenario 1 of the Trial app and in-app purchase 

sample, and the relevant XML from data/trial-mode.xml is as follows (other parts omitted for brevity): 

<CurrentApp> 

  <ListingInformation> 

    <App> 

      <MarketData xml:lang="en-us"> 

        <Name>Trial management full license</Name> 

        <Description>Sample app for demonstrating trial license management</Description> 

        <Price>4.99</Price> 

      </MarketData> 

    </App> 

  </ListingInformation> 

  <LicenseInformation> 

    <App> 

      <IsActive>true</IsActive> 

      <IsTrial>true</IsTrial> 

      <ExpirationDate>2014-01-01T00:00:00.00Z</ExpirationDate> 

    </App> 

  </LicenseInformation> 

</CurrentApp> 

When you run this scenario in the sample, as shown in Figure 20-3, the simulator object is initialized 

with this XML. The app’s IsActive and IsTrial elements are both set to true, meaning that the app 

can run and that it has a valid trial license. The ExpirationDate for this license is set to January 1, 

2014, which is in the past as of this writing, so you’ll need to update it to see expiration in the future 

rather than the past. 

http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
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FIGURE 20-3 Scenario 1 of the Trial apps and in-app purchases sample (cropped slightly). 

The Trial Period button calculates the number of days remaining in the trial period, using basic 

arithmetic and the licenseInformation.expirationDate property. Note that you should always use 

the licenseInformation.isTrial flag to check for trial validity instead of checking the date yourself, 

because it will properly handle regional variations in time/date handling. The sample’s use of the 

expirationDate is just for UI purposes. 

The Trial Mode and Purchased buttons just output different messages based on the state of the 

isActive and isTrial properties. Both button click handlers start like this: 

var licenseInformation = currentApp.licenseInformation; 

if (licenseInformation.isActive) { 

    if (licenseInformation.isTrial) { 

What can make the output from these buttons more interesting is modifying the data/trail -

mode.xml file with different initial values for IsActive and IsTrial. Given that you’ll be reading this 

book after the 1 January 2014 date in the sample, you’ll see an expiration message on first run 

(isActive will be false, regardless of the flag’s value in the XML). So try setting the ExpirationDate 

to a time in the future (remembering that its UTC time, not local time), rerun the sample , and you’ll see 

that IsActive comes through as to true. Then set ExpirationDate about a minute in the future, set a 

breakpoint on the trialModeRefreshScenario function inside js/trial-mode.js, and restart the sample. 

You won’t hit your breakpoint immediately after ExpirationDate has passed, however. For 

performance reasons, the licensechanged event is not triggered instantly—there could be hundreds 

of expiration dates to track throughout the system. The event will instead fire reasonably soon, within 

about 20 minutes, so you might start such a test before going out for lunch. 

This sample, of course, merely changes some output messages according to the validity of the 
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license. In a real app you would either disable certain features for an active trial license or let the user 

do nothing more except purchase the app if the trial has expired. You’d want to make such checks both 

when the app is launched (for any reason) and in the resuming event. 

Tip When an app license expires, Windows marks the app tile with an “X” glyph and prevents the app 

from being launched. Instead, the user is prompted to buy the app in the Store directly. Although this 

suggests that a newly launched app should never see licenseInformation.isActive set to false in 

the CurrentApp object, you always want to check for an active license on startup. This guards against 

side-loading hacks, because side-loaded apps will always have an inactive license. 

Upgrading from an expired trial to a paid license is handled by the Buy App button in this scena rio, 

an option that you should have to remind the user anytime they’re running a trial, regardless of 

expiration status. This button calls a handler (named doTrialConversion) that makes use of the 

CurrentApp.requestAppPurchaseAsync method (js/trial-mode.js): 

var licenseInformation = currentApp.licenseInformation; 

if (!licenseInformation.isActive || licenseInformation.isTrial) { 

    currentApp.requestAppPurchaseAsync(false).done( 

    function () { 

        if (licenseInformation.isActive && !licenseInformation.isTrial) { 

            // Purchase was fulfilled 

        } else { 

            // Purchase UI was shown, but the user canceled. Trial is still in effect. 

        } 

    }, 

    function () { 

        // There was an error in the transaction; purchase did not occur 

    }); 

The one argument to requestAppPurchaseAsync indicates whether a receipt string is sent to your 

completed handler; see “Receipts” later on. In any case, if the user makes a purchase, the license-

changed event will fire as it does for trial expiration, so you can consolidate your license handling there. 

With the CurrentAppSimulator, invoking requestAppPurchaseAsync won’t show the actual Store 

UI. Instead you’ll get an ultra-prosaic dialog in which you specify the exact return value (an HRESULT): 

 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.requestapppurchaseasync.aspx
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Sending back S_OK indicates that the purchase was made. The isTrial flag should change to 

false and isActive set to true. Returning any of the other errors will invoke the error handler for 

requestAppPurchaseAsync. Pressing Cancel, on the other hand, will call your completed handler but 

the values of isTrial and isActive will remain unchanged. 

In the real world, of course, consumers will not be fiddling around with simulated Store conditions. 

Instead, if your app is marked to offer a trial version (something you set while uploading to the Store), 

they’ll see a Try button on the app’s listing page like this: 

 

Tapping Try will install the app and set both isActive and isTrial to true. At the point when the 

app calls requestAppPurchaseAsync, Windows will launch the Store and take the user to the app’s 

listing page where they can tap the Buy button if they choose. 

Tip When writing this book, I looked at a number of apps that were available in the Windows Store 

and found that although many offered trials, few of them gave me any indication about why and how 

to purchase a full version, nor told me that I was even running a trial and how long I had left in the 

trial period. I was presented with such an option only when the trial period had passed. If you want to 

convert trials into paid licenses, it’s better, even as the sample demonstrates, to inform the user that 

she’s running a trial and give her reminders and opportunities to convert! 

Expiring apps? It’s possible, when testing an app, to set an expiration time for the full app in the XML 

and not just for a trial. However, the Store dashboard doesn’t provide a means to do this for a released 

app. Instead, you just stop making the app available. 

Listing and Purchasing In-App Products 
Working with your in-app purchases, or products as the API calls them, involves three aspects. The first 

is retrieving locale-specific product information from the Store for use in your own UI. The second is 

then completing the purchase and either activating the product’s license for durables or reporting 

fulfillment for consumables. We’ll cover these two steps in this section. The third aspect, covered in the 

section that follows, is handling large catalogs of purchase options that exceed the 200-item limit of 

the Store dashboard. 

In-app purchases are configured on the Store Dashboard under Selling Details, as shown in Figure 

20-4. If you check the box for using a third-party commerce system, you’ll be entering details with that 

provider and not the Store and you’ll be using that provider’s API rather than what’s discussed here. 

But if you’re using the Store, click Use The Windows Store In-App Purchase System link and you’ll go to 

the Services page where you add the details, as shown in Figure 20-5. 

https://appdev.microsoft.com/StorePortals
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FIGURE 20-4 The Store dashboard area for in-app purchases under Selling Details. 

 

FIGURE 20-5 Entering details for in-app purchases on the Store dashboard’s Service page. 

Each product has an ID that you assign, a price, a lifetime, and a specific content type. As you can 

see in Figure 20-5, the lifetime is where you differentiate durables and consumables, with every option 

in this drop-down being for durables except the very last one. As for the content type, this setting is 

needed for taxation purposes; it has no effect on the app and isn’t exposed through the API. And note 

that when you’re managing a large catalog, the products you describe here will be generic classes or 

types of offers for which you’ll fill in specific details at run time (see “Handling Large Catalogs”).  

One bit of information you might be wondering about is the actual description of the in-app 

purchase that the Store will show to the user. It’s not here because you’ll enter it later after you upload 

your app package. At that time you’ll then enter localized descriptions for each language you support 

at the same time you provide other descriptive text and graphics: 
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When using XML to configure the CurrentAppSimulator, you enter the same details (including the 

description) within the ListingInformation > Product nodes (for markets, pricing, duration, and 

purchase type) and the LicenseInformation > Product nodes (for license status and expiration dates). 

You can see some variations in scenarios 2–5 of the Trial app and in-app purchase sample. 

Again, a consumable purchase can be repurchased as soon as a previous one is reported as fulfilled. 

A durable purchase is similar in that it can have an expiration date, meaning that the product license is 

in effect for a time, after which the user needs to repurchase it to continue its use. Either way, be sure 

that your app UI fully informs the user about the exact nature of the product at the time of purchase: 

don’t surprise your users or they’ll likely surprise you with less than favorable reviews in the Store! 

Handling in-app purchases follows this general pattern: 

 Retrieving a list of available products from the Store and displaying them in the app as needed. 

 Initiating the purchase through the Store API and checking the result status, which reflects the 

user’s actions in the Store’s UI. 

 Apply the purchase, which might initiate downloads or other async actions. At this point the 

particular consumable purchase is temporarily disabled while the transaction is in progress.  

 If purchase-related actions for consumables are successful, the app reports fulfillment to 

complete the transaction. This is also necessary to re-enable the purchase. 

Obtaining a list of in-app purchases is done through CurrentApp.loadListingInformationAsync 

to obtain the app’s ListingInformation, whose productListings collection then contains all of the 

in-app purchases you’ve registered through the Store dashboard, regardless of type: 

 

currentApp.loadListingInformationAsync().done( 

    function (listingInfo) { 

        // listingInfo.productListings contains in-app purchase details. 

    }); 

The collection is a MapView object and not an array. To retrieve a specific item in the collection, use 

its lookup method: 

var product1 = listing.productListings.lookup("product1"); 

or use a key-based lookup with the [ ] operator: 

var product1 = listing.productListings["product1"]; 

You would do singular lookups like this when you know ahead of time which specific products you 

want to show in some part of your UI. That is, you might have certain set of purchases that you present 

in different parts of the app, or even individual purchases that you offer in specific contexts.  

 

 

http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.listinginformation.productlistings.aspx
http://msdn.microsoft.com/library/windows/apps/br226037.aspx
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In other cases you’ll want to iterate the collection and generate a list of applicable purchases in your 

UI. This takes a little more work because the MapView does not support index-based lookup nor the 

foreach method, as discussed in Chapter 6, “Data Binding, Templates, and Collections.” You instead 

use an Iterator obtained through the first method, as shown here: 

var iterator = listing.productListings.first() 

var product; 

 

while (iterator.hasCurrent) { 

    product = iterator.current.value; 

    // Use product.productId, name, formattedPrice, and productType to generate your UI. 

    iterator.moveNext(); 

}; 

Here you’d use the product.productType, which will be durable or consumable (or unknown) to 

filter your list by type. For durable in-app purchases, you’ll also likely filter out those products that have 

already been purchased. In that case, look up the product license within the CurrentApp.license-

Information.productLicenses collection (a MapView of ProductLicense objects) using the 

product’s ID as the key. Here’s how we’d modify the code above to perform this additional step: 

var iterator = listing.productListings.first() 

var licenses = currentApp.licenseInformation.productLicenses; 

var product; 

 

while (iterator.hasCurrent) { 

    product = iterator.current.value; 

                                     

    if (licenses[product.productId].isActive) { 

        // Product has already been purchased 

    } else { 

        // Product is available for purchase 

    } 

 

    iterator.moveNext(); 

}; 

With each consumable, you instead need to check if there is a pending fulfillment such that it 

cannot be repurchased at present. You do this through getUnfulfilledConsumablesAsync, using its 

results to omit or disable the appropriate items in your UI. The result of this method is a VectorView of 

UnfulfilledConsumable objects, each containing just a productId, a transactionId, and an 

offerId (for large catalogs, see the next section): 

currentApp.getUnfulfilledConsumablesAsync().done( 

    function (unfulfilledList) { 

        unfulfilledList.forEach(function (product) { 

            // Handle the unfulfilled consumable 

        }); 

    }); 

 

 

http://msdn.microsoft.com/library/windows/apps/br226026.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.getunfulfilledconsumablesasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.unfulfilledconsumable.aspx
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To initiate an in-app purchase, call one of the three requestProductPurchaseAsync variants: 

Arguments Async result Description 

productId PurchaseResults Prompts the user to complete the purchase and provides a 

PurchaseResults object to the completed handler, which 

includes cancellation cases. 

 

productId, offerId, displayProperties PurchaseResults Prompts the user to complete a purchase, using the information 

in the displayProperties object for the UI. The completed handler 

is called a PurchaseResults object in all cases. 

 

productId, includeReceipt string Windows 8 only: prompts the user to complete the purchase 

and provides the XML receipt to the completed handler if 

includeReceipt is true. If the purchase is canceled, the error 

handler is called. Note that this is the in-app purchase API that’s 

used in Windows 8 for durables only. 

 

 

To be clear, the third variant above is the one that was available in Windows 8 for durables  and 

exists for compatibility purposes. When targeting Windows 8.1, you’ll use the first variant for both 

durables and consumables and the second when working with a large catalog. 

Scenario 2 of the sample shows the most basic in-app durable purchase call, checking first that the 

user doesn’t already have a license (js/in-app-purchase.js): 

var licenseInformation = currentApp.licenseInformation; 

if (!licenseInformation.productLicenses.lookup("product1").isActive) { 

     currentApp.requestProductPurchaseAsync("product1").done( 

        function () { 

            if (licenseInformation.productLicenses.lookup("product1").isActive) { 

                WinJS.log && WinJS.log("You bought Product 1.", "sample", "status"); 

            } else { 

                WinJS.log && WinJS.log("Product 1 was not purchased.", "sample", "status"); 

            } 

        }, 

        function () { 

            WinJS.log && WinJS.log("Unable to buy Product 1.", "sample", "error"); 

        }); 

} 

Note that the error handler for the async call is called only when there’s an error in invoking the 

Store UI, such as when the device is offline and the Store cannot communicate with its backend 

services. Otherwise the completed handler will be called both when the purchase goes through and 

when the user cancels. 

If the product already has an active license, requestProductPurchaseAsync will simply call your 

completed handler without showing any UI, as none is needed. Otherwise the user will see a series of 

prompts to confirm the purchase, including confirmation of their credentials. For the whole flow, see 

The in-app purchase user experience for a customer. A typical confirmation message is shown below 

(taken from Jetpack Joyride): 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentapp.requestproductpurchaseasync.aspx
http://msdn.microsoft.com/library/windows/apps/Hh924350.aspx
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Note that the “Buy” warning in this dialog, which exists to meet regulations in some countries, is not 

entirely true: you can also cancel when entering your credentials in the next dialog unless you’ve 

specifically configured your account to not prompt for a password with each purchase. 

When using the CurrentAppSimulator, of course, you won’t see the Store prompts but only 

another simple dialog to control the result: 

 
 

In the code shown earlier, notice that it is checking the license status within the purchase request 

completed handler. It’s better to keep any license-related code inside your licensechanged event 

handler instead. This is because the event is also fired if a time-limited product license expires, which is  

your signal to make the purchase available again (checking this expiration time for a durable in-app 

purchase is shown in scenario 3 of the sample135). It’s likely that you’ll want to alert the user to that 

status, perhaps with a toast notification or inline message when the user tries to access that feature. 

In your completed handler, then, examine the PurchaseResults result to determine your next step. 

This object will contain a transactionId, an offerId (for large catalogs), a receiptXml string, and a 

ProductPurchaseStatus value in its status property. For durables the applicable status values are 

succeeded, alreadyPurchased, and notPurchased (user canceled). For consumables you can see 

succeeded, notPurchased, and notFulfilled, the latter of which means that there’s already an 

                                                             

135 There’s a bug in the sample’s js/expiring-product.js file that throws an exception when you switch to that scenario: a 

string "scenario3Product1Message" should be just "product1Message", which is easily corrected. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.purchaseresults.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.productpurchasestatus.aspx
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outstanding purchase of this item that’s awaiting fulfillment and that this attempted repeat purchase 

was blocked. For both durables and consumables alike, then, a status of succeeded indicates that you 

can go ahead and download content, activate a feature, or whatever else is necessary.  

Checking the status is straightforward, as we can see code from scenario 4 of the sample below 

(js/in-app-purchase-consumables.js). Note that when using the CurrentAppSimulator, the purchase 

request will give you a simple dialog box in which you can control success and error conditions: 

function purchaseProduct1() { 

    currentApp.requestProductPurchaseAsync("product1").done( 

        function (purchaseResults) { 

            if (purchaseResults.status === ProductPurchaseStatus.succeeded) { 

                // Grant the user their content here, and then call 

                // currentApp.reportConsumableFulfillment when appropriate 

            } else if (purchaseResults.status === ProductPurchaseStatus.notFulfilled) { 

                // A previous purchase is waiting on fulfillment 

                tempTransactionId["product1"] = purchaseResults.transactionId; 

            } else if (purchaseResults.status === ProductPurchaseStatus.notPurchased) { 

                // User canceled 

            } 

        }, 

        function () { 

            // There was an error invoking the purchase UI; device could be offline. 

        }); 

} 

To see the relationship between purchase and fulfillment of consumables, scenario 5 of the sample, 

part of which is shown in Figure 20-6, lets you separately control purchase and fulfillment—and does 

so with the warning that you should never require a user action to fulfill a purchase! And in cases where 

you attempt to repurchase a consumable that’s still unfulfilled, you’ll see the notFulfilled status. 

 

FIGURE 20-6 Scenario 5 of the Trial apps and in-app purchases sample (cropped) allowing specific control of 

purchase and fulfillment of consumables. 
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Reporting fulfillment of a consumable purchase—which is appropriate when the app can confirm 

that it how has full access to whatever value the user believe he or she purchased—is done by calling 

reportConsumableFulfillmentAsync with the productId and the transactionId (the latter being 

the one reported in the PurchaseResults object). Scenario 4 of the sample does it as follows: (js/in-

app-purchase-consumables.js): 

currentApp.reportConsumableFulfillmentAsync(productId, transactionId).done( 

    function (result) { 

        switch (result) { 

            case FulfillmentResult.succeeded: 

                break; 

            case FulfillmentResult.nothingToFulfill: 

                break; 

            case FulfillmentResult.purchasePending: 

                break; 

            case FulfillmentResult.purchaseReverted: 

                // User's purchase was revoked, and they got their money back. 

                // Revoke the user's access to the consumable content as necessary. 

                break; 

            case FulfillmentResult.serverError: 

                break; 

        } 

    }); 

As you can see, this call will provide a FulfillmentResult value so you can determine if you’ve 

really completed the transaction. The possibilities here are as follows: 

 succeeded The fulfillment is complete and the consumable can be offered again. 

 nothingToFulfill The transactionId has already been fulfilled or is otherwise complete. 

 purchasePending The purchase has not yet cleared and could still be revoked. 

 purchaseReverted The transaction was canceled on the backend and the app should disable 

access to the feature or content. 

Because it’s the app’s responsibility to fulfill each consumable to complete the transaction, there will 

be times when you need to determine which consumable purchases are still outstanding, for example, 

to disable those options in your UI. You do this through getUnfulfilledConsumablesAsync, which 

results in a VectorView of UnfulfilledConsumable objects, each of which contains just a productId, 

a transactionId, and an offerId (for large catalogs, see the next section). Scenario 5 of the sample 

uses this to keep a list of pending transactions (js/in-app-purchase-consumabled-advanced.js): 

currentApp.getUnfulfilledConsumablesAsync().done( 

    function (unfulfilledList) { 

        unfulfilledList.forEach(function (product) { 

            // Usually check fulfillment and call reportConsumableFulfillment if needed 

            tempTransactionId[product.productId] = product.transactionId; 

        }); 

    }); 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentapp.reportconsumablefulfillmentasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.fulfillmentresult.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.getunfulfilledconsumablesasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.unfulfilledconsumable.aspx
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This brings up one last question with in-app purchases—how do you cancel an unfulfilled 

consumable? For example, if fulfillment depends on acquiring specific data from a backend, but for 

some reason that just isn’t possible for that particular request, how do you cancel the transaction and 

thus re-enable the purchase for content that is available? 

The present answer is that you don’t—there’s not an API to back out a pending purchase as it’s a 

relatively rare scenario. Still, if you encounter such a situation, you’ll want to inform the user that the 

content they originally selected is no longer available and give them a list of alternate choices. This 

encourages them to fulfill the purchase quickly in another way. 

Handling Large Catalogs 
By design, the Store dashboard limits the number of in-app purchases (durables and consumables 

combined) to 200. Although this is plenty for many apps, it is insufficient for apps that want to present 

users with a much larger array of choices, such as ebooks, movie libraries, music tracks, stock images, 

special reports, and so forth. In these cases, it doesn’t make sense for each and every piece of content 

to have its own product ID in the Store. Instead, it makes sense for the products to represent classes of 

purchases, each with its own price tier, which can then be particularized further with another identifier. 

This way you can have up to 200 such classes, each backed by however many items your identification 

scheme can accommodate. 

Supporting large catalogs is the purpose of the requestProductPurchaseAsync variant that takes 

three arguments: a productId (a string), an offerId (another string), and a ProductPurchaseDisplay-

Properties object. Here, the productId must match one of your entries in the Store dashboard, while 

offerId can be whatever you want because the Store does nothing more with it than pass it back to you 

in the PurchaseResults.offerId property. (This saves you the trouble of having to maintain your 

own associations between productId, offerId, and transactionId—isn’t that considerate?) 

The ProductPurchaseDisplayProperties object, and specifically its name property, is how you 

then provide an exact description of the offerId.136 Thus, instead of having the Store UI just show the 

productId description, which might be “3-day movie rental,” it can show “3-day rental: The Song of 

Bernadette” and so forth. 

It almost goes without saying that how you map an offerId to names and images is completely up to 

you and—most likely—your app’s backend. Indeed, almost every app that needs a large catalog will be 

retrieving catalog data from a backend in the first place, and will thus query some database through a 

service API, get back a list of applicable items (offerId, name, and image URI), and then show those 

results in a ListView or other gallery-style UI. When initiating a purchase, you’d just take the 

information from the item in that list, populate the ProductPurchaseDisplayProperties, and make 

the requestProductPurchaseAsync call. 

Scenario 6 of the Trial app and in-app purchase sample provides a simple demonstration of making 

                                                             

136 The other properties in this object apply only to Windows Phone. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.productpurchasedisplayproperties.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.productpurchasedisplayproperties.aspx
http://code.msdn.microsoft.com/windowsapps/Licensing-API-Sample-19712f1a
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the call, though of course it doesn’t work with a large catalog of real data. Instead, it just lets you enter 

an offerId and a product name to use in the call (js/in-app-purchase-large-catalog.js): 

var offerId = document.getElementById("offerId").value; 

var displayPropertiesName = document.getElementById("displayPropertiesName").value; 

var displayProperties = new ProductPurchaseDisplayProperties(displayPropertiesName); 

 

currentApp.requestProductPurchaseAsync("product1", offerId, displayProperties).done( 

    function (purchaseResults) { 

        // Process results 

    }, 

    function () { 

        // Failure to show the Store UI 

    }); 

} 

As with all other purchases, the CurrentAppSimulator will display its return value dialog; with the 

live Store, you’ll instead see the usual confirmation dialog with the specific product name from the 

display properties object. 

Receipts 
As we’ve discussed, an app validates purchases by checking license status and/or PurchaseResults 

values at run time. Many apps, however, present in-app purchases for capabilities or content that are 

managed on a server. For example, renting a video from a streaming service might have two parts: 

making a purchase in the app and then having your backend service validate itself on the app’s behalf 

with its secondary providers. As a result, your services need a way to validate those purchases with 

some piece of trusted information, because those services don’t have access to the Window Store APIs.  

This is the purpose of receipts, which are XML strings that you can obtain from the CurrentApp 

requestAppPurchaseAsync and requestProductPurchaseAsync methods. The getAppReceiptAsync 

and getProductReceiptAsync methods also provide an all-up receipt (app and products) or an 

individual receipt at any time. You then send these XML documents to your services when needed. 

Note Receipts are not cached locally for security purposes; the receipt APIs fail if the device is offline. 

Receipts can also be used to protect your app against certain hacks that attempt to modify license 

information that’s cached on a system. See Protecting your Windows Store app from unauthorized use 

for a discussion. 

In all cases, the receipt XML contains the app or product id, the dates for both when the purchase 

was made and when the receipt was issued, and a digital signature. The details of the XML schema can 

be found on the reference pages linked above. As an example, here’s the receipt string provided from 

getAppReceiptAsync in scenario 8 of the sample: 

<?xml version="1.0" encoding="utf-8"?> 

<Receipt Version="1.0" ReceiptDate="2014-02-21T23:20:22Z" CertificateId="" 

    ReceiptDeviceId="94c007cb-12b4-47be-8a4a-d7e94d7ba6d6"> 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentapp.getappreceiptasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentappsimulator.getproductreceiptasync.aspx
http://social.msdn.microsoft.com/Forums/windowsapps/en-US/8b3cf68d-897d-4a47-ace0-2c42355bf688/protecting-your-windows-store-app-from-unauthorized-use?forum=windowsstore
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  <AppReceipt Id="917b34ef-738e-49bb-84ba-c783c2dafba6" 

    AppId="Microsoft.SDKSamples.Store.JS_8wekyb3d8bbwe" 

    PurchaseDate="2014-02-21T23:20:19Z" LicenseType="Full"  /> 

  <ProductReceipt Id="66505c93-fe55-4d77-a941-dbd61e7f1177" 

    AppId="Microsoft.SDKSamples.Store.JS_8wekyb3d8bbwe" 

    ProductId="product2" PurchaseDate="2014-02-21T23:20:19Z" 

    ProductType="Durable" ExpirationDate="2014-01-01T00:00:00Z"  /> 

  <ProductReceipt Id="6974609e-5572-44ab-9444-1b24096f7d48" 

    AppId="Microsoft.SDKSamples.Store.JS_8wekyb3d8bbwe" 

    ProductId="product1" PurchaseDate="2014-02-21T23:20:19Z" ProductType="Durable" /> 

</Receipt> 

An individual app or product receipt will look the same but have only one AppReceipt or 

ProductReceipt child node under Receipt. 

Tip If you want to consume a receipt as an XML document instead of a string (for display, print, or 

programmatic traversal), it’s a simple matter to create such an object like we did with tile and 

notification XML in Chapter 16: 

var receiptDOM = new Windows.Data.Xml.Dom.XmlDocument(); 

receiptDOM.loadXml(receipt); 

 

In the top-level Receipt node, the ReceiptDate is obviously when it was issued. CertificateId is 

a GUID when you get a receipt from the live Store (which is why it’s empty in the sample), and in that 

case you’ll also see a Signature node under Receipt. You use both of these on the server to validate 

the authenticity of the receipt. For details (using C# code for an ASP.NET service), refer to Using 

receipts to verify purchases. 

The ReceiptDeviceId is then a unique identifier for the specific device where this receipt was 

issued. Remember that the Store maintains licenses for in-app purchases on a per-user basis, so it will 

report a valid license on every one of the user’s devices. Each receipt, however, will have a unique 

ReceiptDeviceId, so a server can use this attribute to track how many unique requests are coming 

from the app under the same user account. This becomes important when your backend is using other 

services that have usage limits, such as perhaps five simultaneous sessions or no more than three 

requests for the same content. Thus, when your app requests content from a service, it uploads the 

receipt. The server validates the receipt and checks its necessary quotas. If access can be granted, the 

server responds accordingly; if the quota has been exceeded, the server can instead respond with an 

error code and the app can inform the user of that condition. The user might then choose to purchase 

additional access rights or will know that he needs to close a session on another device. 

Having the purchase and expiration dates within the receipt allows the server to apply its own 

validation policies, including enforcing expiration dates and detecting old receipts (“replay attempts”) 

that can no longer be used. In addition, the Id attribute of AppReceipt and ProductReceipt uniquely 

identifies a given purchase transaction (at a specific time on a specific device), which a server can use 

for further authentication and protection. 

For further discussion about receipts, see //build 2013 session 3-126, Validating Windows Store 

Purchases for Your App. 

http://msdn.microsoft.com/library/windows/apps/jj649137.aspx
http://msdn.microsoft.com/library/windows/apps/jj649137.aspx
http://channel9.msdn.com/Events/Build/2013/3-126
http://channel9.msdn.com/Events/Build/2013/3-126
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Instrumenting Your App for Telemetry and Analytics 

At this stage in your app’s journey you’re getting very near the point of uploading it to the Window 

Store and working with real customers. But before you do so, ask yourself this question: how will you 

understand what your customers are actually doing with the app? 

First of all, the Windows Store provides you quite a bit of information, as described in the topics 

under Analyze and improve. This includes average app usage per day with comparisons to other apps 

in your category, quality reports (crash dumps, unresponsive events, and JavaScript exceptions, which I 

hope you never see!), ratings and reviews, adoption rates, download history, in-app purchases, and app 

sales. Furthermore, various third parties, such as Distimo and AppFeds, produce analytics for the 

Windows Store as a whole, which is very valuable for tracking overall market trends and activities. 

However, none of this really tells you about users’ specific activity within the app itself. 

You might be thinking, “Hey, no problem—I’ve littered my code with all kinds of logging. Won’t 

that work?” Well, logging is a good start, but logging is generally a tool that you use during 

development so that you can diagnose errors and code flows. Logging is typically oriented around the 

internal structure of your app rather than reflecting real-world customer usage. In short, logging is how 

you collect data about your app in the lab; instrumenting your app for telemetry, on the other hand, is 

how you collect data once the app is released into the wild. 

Telemetry, or tele-metering, is automated remote measurement and data collection. It’s used in all 

kinds of industries, from tracking spacecraft, tracking wildlife, medical monitoring, law enforcement, 

and so on. I especially like to think of it in the context of spacecraft, where it is the way in which mission 

controllers monitor the health and operation of a very expensive piece of hardware that is otherwise 

completely unreachable. Without telemetry, in short, you’re flying blind. 

Putting an app into the global market is, in many ways, similar to launching a spacecraft. Your app 

represents a significant investment, and once it gets out to more than a handful of customers the main 

issue is not so much distance, but scale. And what you need is a way to both collect the data and then 

condense it into useful analytics, or reports that human beings can read to make decisions. 

These analytics are a gold mine. They enable you to peer over your user’s shoulders (respecting 

privacy of course!) and know what they’re really doing. This enables you to answer many questions, 

such as: 

 How are customers really engaging with the app? Do people use the features you thought they 

wanted? 

 Where are they spending (or not spending) their time? How long do users spend in each app 

session, between sessions, and between suspend/resume? 

 What device configurations do your users prefer (view size, screen orientation, display types, 

input modalities)? 

http://msdn.microsoft.com/library/windows/apps/hh967768
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 How are customers using options you provide via Settings? 

 What’s going on when crashes happen? How often do users encounter noncrashing errors such 

as a failed HTTP request, a failed sync, timeouts, etc.? 

 How successful and engaging are the various features of the app? Are social features being 

used? Are there usage patterns that you can reward or discourage in some way to drive 

behavior? 

 How successful are your trial versions and/or in-app purchases? Where are trial conversion 

reminders and/or in-app purchase options most effectively displayed? How many users look at 

purchase options but don’t buy anything? 

 Are users clicking ads (or converting to a paid version to get rid of them)? 

 How often do users run online vs. offline? 

 Where should you concentrate future investments for quality, performance, and feature 

updates? What ideas could you test in your next update or in a separate app? 

 Is the app truly serving your business goals? 

I can’t imagine that anyone who is serious about their apps business would not want answers to 

these kinds of questions, which is why many app developers consider telemetry a must-do for their 

apps, starting with any beta-testing or early previews they might put out. 

 

Tip If you collect telemetry for beta or preview apps, be sure to separate that data from production 

versions, and also consider separating data from each major version of the app so that you can answer 

your questions clearly. 

Early in this chapter I said that publishing an app means going into business, and telemetry tells you 

a lot about the success of that business. To return for a moment to the four “F’s” as I call them—the 

four motivations for writing apps—here’s how telemetry is typically used for each: 

Business Type Use of Telemetry 

Fame Priority: Growing a customer base. 

Are you acquiring new customers? How are you acquiring them? What strategies in the app lead to 

new customers? 

Fortune Priority: Monetization. 

Assuming you’ve done market analysis on the competition, are your differentiating features 

succeeding? Are your monetization strategies being employed? What use patterns can you take 

advantage of to further monetize? 

Fun Priority: Sharing your joy. 

Are your customers enjoying themselves and perhaps sharing that joy with their social network? 

Philanthropy Priority: Promoting a message. 

Are customers inspired by the message and the cause? Are customers willing to support the cause? 
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The questions you want to answer with your app will lead directly into how you instrument your app 

to gather telemetry. That is, your questions lead to telemetry design, and your telemetry design leads 

to what are called events. Events are broad, human-readable verbs or actions that you want to track—

generally just strings that you use to categorize your telemetry data. This way they become the basic 

unit of organization for the analytics that you’ll eventually get from your telemetry. 

Typical apps log about 30 distinct events, which often include (but are not limited to) app start, app 

exist, registration, login/log off, settings changes, content sharing, recoverable errors, non-recoverable 

exceptions, view content, mark as favorite, comment on content, viewing and item or category in a 

catalog, search or filter, add to wishlist, begin/complete/abandon checkout, invite friend, accept a 

friend’s invitation, game started, game completed, hint requested, and so on. 

The relatively small number of events is driven by the fact that each one surfaces separately in the 

analytics that get generated from the telemetry—each event perhaps translates to a separate chart. 

Too many (or too few) events makes it difficult to harvest actionable information from the analytics, so 

when you think about events you really want to think about the insights you want to gain. For example, 

it’s more important to track what content items are being tapped or clicked rather than the pointer 

events themselves, except perhaps to gather secondary data about the type of input (mouse, touch, or 

stylus). 

Events help identify users’ flow through the app and per-page feature usage. As such, they are 

usually static (not dynamically generated) and are usually somewhat generic, such as “Article read.” 

Event attributes or properties (think adjectives or subject nouns) then provide specific details, such as 

the URI or title of the article being read. This way the top-level events answer one level of questions 

about app usage, with the attributes providing another level. This becomes very helpful when 

generating charts from all this data, where the overall chart is for an event with attributes and 

properties providing the individual data points, bars, lines, and so on. 

If you think about charting—which is probably the most common way to consume analytics—it’s 

also important that the properties and attributes you assign to events will chart well. For this reason, 

numerical attributes that can vary widely are best grouped into “buckets” or ranges, rather than 

reported as discrete values. For example, you could track the time spent on a given page or the time it 

took to complete a game level in terms of 0–5s, 6–10s, 11–20s, 21–60s, 61s–120s, and so on so that a 

pie chart or bar chart has a reasonable and meaningful number of elements. 

It’s also best to report events at the end of an action when you have all the data you might attach to 

it, thereby making each event as rich as you can and reducing clutter in your analytics. 

I hope that I’ve convinced you that instrumenting your app for telemetry is a good idea! So how 

then do you go about it? Well, you have two choices: 

 The hard way Implement some kind of tracing/logging API of your own, sprinkle calls to that 

API throughout your app, implement a backend service to which you regularly upload your 

collected data (and make sure it can scale to thousands or tens of thousands of users), and then 

implement an entire analytics engine to process that data into meaningful reports. 
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 The easy way Register with a third-party analytics provider who is in the business of doing 

most of the hard work for you. Incorporate their SDK into your app, make calls to their API as 

needed, and spend most of your time using the analytics to create better apps! 

Unless you already have an infrastructure in place, I suspect that you’ll choose the easy way! If you 

go to the Windows Partner Directory, where perhaps you’ve already looked for ads and commerce 

providers, you can click the Analytics filter and see a number of companies that offer great tools in this 

regard. Do note that the directory here intermixes partners that provide telemetry services, like we’re 

talking about here, and those who provide services like error tracking, market performance tracking, or 

marketwide trend reports (which are also useful, but different). But just spend a little time looking 

through the list and you’ll find the right ones—such as Localytics, MarkedUp, AppFireworks, mtiks, 

Adobe Omniture, and Parse. (Note that Flurry, the most popular analytics SDK for Windows Phone and 

other platforms, is not at present available for Windows Store apps, whereas many of the others in this 

list work on both. Furthermore, some providers might not offer an SDK for apps written in JavaScript, 

so check on the specifics.) Microsoft is also busy creating an analytics platform of its own called 

Application Insights. 

What I very much appreciate is that these providers typically offer a free service tier so that you can 

get started without any up-front cost and start paying only when your app is successful enough to be 

generating significant data. 

The typical flow with these providers is that you visit their portal to create an account, download the 

SDK and incorporate it into your project, and then register an app for which you receive a unique key. 

You provide this key when you initialize the SDK’s main object, and then you call that object’s methods 

to log your events. Depending on the SDK, you might need to request an upload of the data, or it 

might do it automatically. Either way, after using the app for some time, you visit the provider’s portal 

and explore the results. 

A few tips: 

 Use separate development, beta test, and production keys The purpose of telemetry is to 

gather actionable data from real-world users, so you always want to keep any data gathered 

during your development phase separate from real customer data. It’s likely that you’ll also 

want to separate beta testing data (e.g., for side-loaded versions, which probably has 

correlations with distinct time periods) from final production data (for the app acquired from 

the Store). This means creating separate keys through the provider’s portal and make sure to 

change them when you build each variant of the app. 

 Create a telemetry layer in your app This allows you to easily switch providers at any time, if 

the need arises, and encapsulates any computation or bucketing logic behind the layer’s 

interface so that it doesn’t interfere with the rest of the app. If you define a simple enablement 

flag and check it within each method of your layer, it also makes it very easy to turn telemetry 

on and off (as when the user opts out) without touching any other part of your code. 

 Test your telemetry by visiting the analytics portal early and often At the end of the day, 

http://services.windowsstore.com/
http://blogs.msdn.com/b/visualstudioalm/archive/2013/11/13/announcing-application-insights-preview.aspx
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you’re doing all of this to get actionable insights from the provider’s analytics. So even when 

you first start doing your instrumentation, gather some data and then visit the provider’s portal 

to see the results. You’ll quickly find whether the events you defined are meaningful, whether 

the attributes and properties you include with the events have the right granularity, and 

whether you’re correctly reporting that data. 

 Be sure to turn on the Internet (Client) capability in your manifest Otherwise nothing will 

ever make it to the backend! Note that so long as you collect no personal information, email 

addresses, screenshots, or browsing history, gathering telemetry should not affect your app’s 

required age rating. 

 Inform the user and allow opt out Telemetry data is a form of user information, though not 

personally identifiable. For this reason, make sure that your app’s page in the Store and your 

privacy policy, and provide an option in your settings to disable telemetry altogether if the user 

chooses to opt out. 

As a small example, I instrumented the 15+Puzzle game I have in the Windows Store with telemetry 

so that I can determine usage patterns, especially patterns that affect different monetization strategies. 

I used the Localytics SDK, but anything specific to that SDK is isolated in my telemetry layer. That layer 

is implemented in my own Telemetry namespace that’s defined as follows, where the init function 

gets everything going: 

WinJS.Namespace.define("Telemetry", { 

    inputType: { touch: 0, mouse: 1, keyboard: 2}, 

 

    session: null, 

    enabled: true, 

    _curPage: null, 

    _lastNavTime: 0, 

    _settingsTime: 0, 

 

    _timeLastStarted: 0, 

    _timeLastCompleted: 0, 

    _inputTally: new Array(3), 

 

    _now: function () { 

        return new Date().getTime(); 

    }, 

 

    _convertToRange: function (value, granularity) { 

        //For telemetry, we don’t want to log every number, but should group them together 

        // into ranges. This method returns a string based on the granularity. For 25 for 

        // example, it’ll create strings "0-24", "25-49", "50-74", etc. 

 

        //Special case a true zero 

        if (value === 0) { 

            return "0"; 

        } 

 

        var rangeBase = Math.floor(value / granularity); 

http://go.microsoft.com/fwlink/?LinkId=392775
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        return (granularity * rangeBase) + "-" + ((granularity * (rangeBase + 1)) — 1); 

    }, 

 

    init: function () { 

        var keyDeveloper = "..."; 

        var keyBeta = "..."; 

        var keyProduction = "..."; 

 

        Telemetry.session = LocalyticsSession(/* key */); 

        Telemetry.session.open(); 

        Telemetry.session.upload(); 

        } else { 

            Telemetry.session = null; 

        } 

 

        Telemetry.enabled = (Telemetry.session !== null); 

 

        //Automatically log app errors 

        WinJS.Application.addEventListener("error", function I { 

            Telemetry.error("WinJS.Application.onerror", { "Line": e.detail.errorLine, 

            "Character": e.detail.errorCharacter, "File": e.detail.errorUrl, 

            "Message": e.message }); 

        }); 

    }, 

 

    // Other event methods, such as error 

} 

You can see here that I have a generic bucketing method, _convertToRange, which I use elsewhere in 

the layer, whose other methods reflect my event design. These include: error, appStarted, syspending, 

resuming, visibilityChange, licenseChanged, appResized, newGrid, restarted, pageNav, scoredCleared, 

scoresViewChanged, gameStarted, gameRestarted, gameCompleted, tallyInput, optionsEnter, optionsExit, 

settingsEnter, settingsExit, and feedback. (This last one, by the way, is how I log user comments in a 

Feedback panel that’s part of the app’s Settings. This way I don’t need some other service to collect the 

data.) 

To show what I mean by encapsulating telemetry logic in this layer, below is the appResized method 

that’s called on window.onresize events; as you can see, I gather up information about the device 

characteristics, because I want to know if the customer is playing full screen in portrait or landscape, 

how large of a screen they’re on, and the size of the app view itself. This data can inform future 

investments in layout and user experience. If I know, for example, that customers prefer portrait over 

landscape, I can focus on that layout first and landscape second: 

appResized: function () { 

    if (Telemetry.session === null || !Telemetry.enabled) { return; } 

 

    var wgd = Windows.Graphics.Display;  

    var displayInfo = wgd.DisplayInformation.getForCurrentView(); 

    var w = document.body.clientWidth; 

    var h = document.body.clientHeight; 
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    //Convert orientation enum into a simple string value 

    var orientation = "landscape"; 

 

    if (displayInfo.currentOrientation == wgd.DisplayOrientations.portrait 

        || displayInfo.currentOrientation == wgd.DisplayOrientations.portraitFlipped) { 

        orientation = "portrait"; 

    } 

 

    //Here I group window sizes at a 200px granularity for better analytics. 

    var data = { 

        "Display Orientation": orientation, 

        "Scale": displayInfo.resolutionScale, 

        "View Orientation": (w < h) ? "portrait" : "landscape", 

        "Width": Telemetry._convertToRange(w, 200), 

        "Height": Telemetry._convertToRange(h, 200) 

    }; 

 

    Telemetry.session.tagEvent("View resized", data); 

}, 

With my gameCompleted event, I also report what kind of input was used to play the game, 

bucketing the specific counts, of course. This is data that I want to drive further investments in handling 

input, such as my implementation of keyboard support: 

gameCompleted: function (data) { 

    if (Telemetry.session === null || !Telemetry.enabled) { return; } 

 

    data = data || {}; 

    Telemetry._timeLastCompleted = Telemetry._now(); 

 

    //Add a range for inputs used in this game. 

    data["InputTally_Touch"] =  

        Telemetry._convertToRange(Telemetry._inputTally[Telemetry.inputType.touch], 25); 

    data["InputTally_Mouse"] =  

        Telemetry._convertToRange(Telemetry._inputTally[Telemetry.inputType.mouse], 25); 

    data["InputTally_Keyboard"] =  

        Telemetry._convertToRange(Telemetry._inputTally[Telemetry.inputType.keyboard], 25); 

 

    //Add an attribute for network connectivity: I don’t use this in the game at present, 

    //but the data can help me understand whether to add network-related features. 

    var connected = false; 

 

    //Returns null if offline 

    var profile = Windows.Networking.Connectivity.NetworkInformation 

        .getInternetConnectionProfile(); 

 

    if (profile != null) { 

        var level = profile.getNetworkConnectivityLevel(); 

 

    //internetAccess or constrainedInternetAccess is probably acceptable; none or 

    //limitedAccess is not. 

    connected =  

        (level == Windows.Networking.Connectivity.NetworkConnectivityLevel.internetAccess) || 

        (level ==Windows.Networking.Connectivity.NetworkConnectivityLevel 
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            .constrainedInternetAccess); 

    } 

 

    data["Has Connectivity"] = connected; 

 

    Telemetry.session.tagEvent("Game completed", data); 

}, 

Where all of this telemetry and analytics becomes even more valuable is if I decide to produce 

multiple apps of the same nature. By collecting telemetry in one app, I learn a great deal that I can 

apply to the first versions of subsequent apps. Indeed, one reason why you might choose to release a 

free app and strive to build up a large user base is just to acquire telemetry that can then inform a 

more significant investment in an app you’d like to monetize. Like I said, people who are serious about 

their apps business consider telemetry as a must-do! I strongly encourage you to do the same. 

Releasing Your App to the World 

We have finally come full circle to the exact point where we started in Chapter 1: onboarding your 

world-ready app to the Windows Store and making it available to that world. 

Because the onboarding process is well documented already in the Publish your app in the Windows 

Store topic, I’m not going to spend our time here giving you too many screenshots from the Store 

dashboard, where all of this action takes place. I’ll point you to specific pages in those docs when 

appropriate, but it’s definitely a section of the documentation where you should spend some time and 

not just assume that you know what’s best. After all, the Windows Store is the retail channel for your 

app, so you want to understand that channel as best you can. The Store dashboard is also designed to 

lead you through the process directly. 

For example, on the “Selling apps” topic there’s a section on Write a great app description. I can’t 

encourage you to think about this enough! Why? Because your app description, along with 

promotional graphics, are one of the primary ways that users in the Store make a decision about 

acquiring your app. Furthermore, if your app happens to be featured in the Store, the first line or two 

of that description is what users will see. Every word of that description counts and counts so much that 

it’s one of the things that the Store team looks at when selecting apps to feature, because they want 

the Store’s home page to look good too. Take time to do this well, and if you don’t feel up to the 

challenge, hire a writer for this purpose. 

But like I said, that section of the documentation is quite comprehensive, so I’m not going to repeat 

it. What I want to focus on here specifically are those aspects of the process that aren’t always so 

obvious, based on the real-world experience that I and my teammates in the Windows Ecosystem Team 

have gained through working with the partners to submit apps to the Store. Through this I hope to 

raise your awareness of issues that you’ll likely face so that you’re more prepared to address them.  

http://msdn.microsoft.com/library/windows/apps/br230836
http://msdn.microsoft.com/library/windows/apps/br230836
https://appdev.microsoft.com/StorePortals
https://appdev.microsoft.com/StorePortals
http://msdn.microsoft.com/library/windows/apps/hh694076.aspx
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Sidebar: Build Targets and Maintaining Windows 8 and Windows 8.1 

Versions 

When you create your app package to upload to the Store, be mindful to set your project’s 

configuration to Release instead of Debug, otherwise it will fail certification. When choosing the 

target platform, set this to “Any CPU” unless you specifically have WinRT components written in 

C++. That is, JavaScript and .NET languages (C#/VisualBasic) are architecture-neutral; anything 

written in C++, on the other hand, must target x86, x64, and ARM specifically and therefore 

requires uploading three builds to the Store. 

Similarly, your customer base might require that you support both Windows 8 and Windows 

8.1 versions of your app for a time. The Store supports this, and you can find more information 

on the blog post Managing your app on Windows 8 and Windows 8.1. Also note that your 

Windows 8.1 version must have a higher version number than your Windows 8 version, but be 

sure to leave space between the version numbers so that you can update the Windows 8 app and 

increment the version number. 

Promotional Screenshots, Store Graphics, and Text Copy 

Before you starting thinking of the obvious steps of uploading a package to the Store, , review the 

topic How your app appears in the Windows Store and a couple of its associated topics: What to name 

your app, Your app’s description, Choosing your app images, and Make your app easy to promote. 

The reason why I specifically call out these topics is because you’ve invested or you’re going to 

invest a lot of time and energy developing your app (and testing it, as we’ll discuss soon), and so you 

should make a comparable effort to make it look great in the Store. All of the content described by the 

links above—your app’s name and description, its details, keywords (search terms, that is), in-app 

purchase descriptions, and its promotional images, localized for each market you want to target—

constitute your customers’ first experience of your app and play a definite role in the possibility of your 

app getting featured in the Store. (Go back to Chapter 19 and review “Part 3: Creating a Project for 

Nonpackaged Resources” for a complete list of what you’ll need when onboarding your app.)  

Let me say that again: all of this information is what potential customers will use to evaluate your 

app before they tap any button to acquire it. It’s what the Store team also uses to evaluate the 

marketability of your app. In short, it is all marketing material, plain and simple, so make it shine! Spend 

time writing really good copy for your app description—even to the point of having it professionally 

edited or hiring a professional writer. If you feel your app is fun and engaging, communicate that 

experience through your description and imagery. Share everything you love about your own work! 

Truly, you want customers’ first impression of your app—just from a quick glance at your app’s page in 

the Store—to be WOW! And this content is all that determines that response. 

The other reason I emphasize this so strongly is that the Store won’t ask for any of this information 

until you’re very near the end of the onboarding process, which is exactly when you’ll be most anxious 

http://blogs.windows.com/windows/b/appbuilder/archive/2013/11/05/managing-your-app-on-windows-8-and-windows-8-1.aspx
http://msdn.microsoft.com/library/windows/apps/hh694057.aspx
http://msdn.microsoft.com/library/windows/apps/jj657967.aspx
http://msdn.microsoft.com/library/windows/apps/jj657967.aspx
http://msdn.microsoft.com/library/windows/apps/hh694076.aspx
http://msdn.microsoft.com/library/windows/apps/hh846296.aspx
http://msdn.microsoft.com/library/windows/apps/jj923071.aspx
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to complete the process! If you haven’t prepared those materials already—including localized 

versions—and you’re trying to get the app out as quickly as possible, you’ll end up cutting some 

serious corners. As a result, your app’s first impression will be nowhere near as good as it could be.  

Tip You can enable access to the Description area of the dashboard if you upload any package to the 

Store for your app, regardless of its completeness. I recommend that you do this early on with any old 

test package just so that you can see for yourself what information will be needed later.  

I also encourage you to watch Pete Brown’s //build 2013 session entitled The Wow Factor: Making 

Your Windows Store App Promotable, where he discusses the many criteria that the Store team uses to 

select featured apps and those that are used in demos and conference keynotes. To summarize: 

 Build a great app, because that’s what gets attention first and foremost, but then your app also 

has to be promotable. 

 Have a great Start screen presence with a beautiful tile and/or live tiles. Whenever you see a 

Start screen in advertisements, a keynote session, or anywhere else, every tile has been 

consciously chosen. If you don’t support live tiles, invest the most in your 150x150 square tile 

and be sure your branding is clear. Also provide scaled versions of your tile for maximum 

sharpness. 

 An app should have a “best-at” statement that’s reflected in the first line of its description. Apps 

that have a clear and valuable purpose make a great featured item in the Store, because users 

will see it and say “I want this.” 

 In your app description, say what the user experiences in your app in support of your best-at 

statement. Grab attention with the first sentences (which can show in the Store feature page), 

use lists and short paragraphs, avoid dry or pedantic language, and be clear about trials, in app 

purchases, and so forth. Get inspiration by reviewing write-ups for other apps, and don’t forget 

spelling and grammar. 

 Be honest in your app description, and make sure to disclose geographical restrictions, 

hardware requirements, partial localization, and why you’ve declared any questionable 

capabilities in your manifest. 

 If you’re using ads, consciously incorporate them into the app design so that they integrate 

naturally and beautifully and contribute, rather than detract, from the user experience. 

 Handle view sizing really well so that the app appears beautifully alongside other apps, and 

support multiple views if appropriate. Views and view handling are a key differentiator for the 

Windows platform as a whole and thus something that’s highlighted in marketing. If your app 

works really well in those scenarios, it might be included in that marketing. 

 Use the app bar and nav bar intelligently and creatively. 

 Offer a trial for paid apps. 

http://channel9.msdn.com/Events/Build/2013/2-130
http://channel9.msdn.com/Events/Build/2013/2-130


1158 

 

 Be part of the bigger picture with apps as a whole by supporting contracts like Share. 

 Submit awesome age-appropriate screenshots and promotional graphics (the first one being 

the most important), and think outside the box a little. Graphics don’t have to be straight-on 

screenshots but can show the app in other contexts, including human interaction with the 

product. In other words, think like you’re designing a box for your app that would sit on a retail 

store shelf—you’d show what the app does but not limit yourself to screenshots. 

 Match exact sizes for promotional graphics: 414x180 (the only one if you do one), 414x468 

(used more in Windows 8.1), 558x756, and 846x468. 

 Support every architecture—x86, x64, and ARM—because otherwise a customer might see your 

app in advertising and then be unable to find it on their device. 

 

In short, as much as you plan to build a great app, also plan for its promotion rather than just 

leaving it all to chance. 

The last bit I’ll mention here is that you also want to make it easy for people outside of the Store 

and Microsoft to promote your app. The information on your Store page helps with this, but you 

should also offer a “press kit” on your website that includes various forms of promotional text, press 

releases, a variety of marketing images, app and/or company logos, links to your Facebook page, your 

Twitter handle, links to other web resources (like YouTube videos), and the like. By doing this work 

ahead of time, you make it all the easier for others to promote you. 

Testing and Pre-Certification Tools 

Unless you’re a born tester, app testing is an activity that has little glory and thrill compared to 

development, yet it can make a huge difference in the success of your app. Indeed, for many 

developers—especially those who have been primarily focused on the web, as I expect many readers 

are—rigorous testing is not one of their skill sets. I think this is because the nature of web development, 

where you can upload a fix to a site and have it take effect immediately, has not demanded much 

testing discipline. How often have you seen one of your favorite websites just blow up one day, hobble 

around for a few hours, and then come back to life? (I’ve seen this even with Facebook.) It’s probably 

because some developer introduced a nasty bug that was discovered and purged during those hours of 

awkwardness. For some sites, that downtime can be disastrous, but for many others the impact is small 

to negligible. 

The costliness of bugs in web apps is generally quite small because the update time is also very 

small. But this is not a reality with apps. The time from when you submit an app to the Windows Store 

to when it’s made available averages two days, but it can be longer. This means that each submission is 

far more significant. 

Just look at it in terms of turnaround time. Let’s say it takes five minutes to upload a fix to a web 

app. Compare that to the number of minutes in three days, which is 4320. The ratio? 1 to 864. In other 
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words, it’s nearly hundreds of times more expensive in terms of time and effort to update an app in the 

Store. Practically speaking, this means that you might need to spend orders of magnitude more effort 

testing apps than testing websites. That’s significant! (And don’t make the argument that because you 

spend zero time testing web apps the multiple still comes out zero.) 

If you don’t have some testing methodology in place, start building one, even from the basics. For 

example, be sure to always test your app on a clean install of Windows on a machine without a 

developer license, as well as on low-end machines whose performance is similar to many ARM devices. 

One developer I worked with had an app rejected by the Store because it came up blank on first run—

he never saw this happen because of all the cached data on his development machine! 

You also want to develop a solid checklist of how to poke and prod your app to exercise all its code 

paths. This should include subjecting it to all the conditions that come from outside your app: changing 

view sizes and device orientations; invocation of the different charms; changes in network connectivity; 

running on slow networks; varying screen sizes and pixel densities; input from different sources; having 

your temp files cleaned out with the Disk Cleanup tool; signing on with different credentials; 

suspending, resuming, and restarting after termination; running with high contrast modes and other 

accessibility features; and running under different languages. The better your app behaves under all 

these circumstances—which are all those things that real-world users will subject the app to!—the 

more solid it will look and feel to those same customers who will be writing ratings and reviews.  

Having great performance, of course, is also essential, but we already talked about that back in 

Chapter 3. Be sure to review the Debugging and Testing Windows Store apps and Analyzing the 

performance of Windows Store apps in the documentation. 

The other very important part of testing is running your app through the Windows App Certification 

Kit, otherwise known as the WACK. This tool—which you can find through the Start screen by searching 

on “Cert Kit”—subjects your app to all the automated tests that will happen when you onboard to the 

Store, thereby letting you correct any problems it finds beforehand. Passing the tests in the WACK is no 

guarantee that your app will be fully certified, but it will certainly save you a great deal of time waiting 

for onboarding results and having to resubmit over and over. 

You should, in fact, run the WACK just about every day during development. You won’t necessarily 

fix everything it brings up immediately, but the ongoing data will be very valuable. 

For complete details on the tool and what it does, see Using the Windows App Certification Kit and 

Windows App Certification Kit tests.  

Tip If you find the WACK coming up blank (showing no apps to test), try uninstalling SDK samples 

that you might have run from Visual Studio. It seems the tool can get overloaded sometimes.  

Creating the App Package 
When you’re confident that your app and its presence in the Store is ready for the world, it’s time to 

finally create an app package for upload! To do this, start the submission process for your app on the 

http://msdn.microsoft.com/library/windows/apps/hh441481.aspx
http://msdn.microsoft.com/library/windows/apps/hh696636.aspx
http://msdn.microsoft.com/library/windows/apps/hh696636.aspx
http://msdn.microsoft.com/library/windows/apps/hh694081.aspx
http://msdn.microsoft.com/library/windows/apps/jj657973.aspx
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Store dashboard to create an identity with the Store and reserve names for it (including localized 

names). Then, to make sure the information in your app manifest matches what’s in the Store, which is 

absolutely necessary if you’re using push notification and similar services, use the Visual Studio menu 

command Store > Associate App with Store. 

Tip Before building the package, make one last check of the Store Logo image in your manifest’s 

Visual Assets section. This graphic is never used at run time and easily escapes your attention, and yet 

it’s very visible on your app’s page in the Windows Store. 

Now you can create the app package. For starters, remember to set your build target to Release in 

Visual Studio, and then select the menu command Store > Create App Package. The first dialog that 

appears (see Figure 20-7) asks whether the package you create will be uploaded. (Note that you can 

also create a package outside of Visual Studio; see Create an app package at the command prompt.) 

 

FIGURE 20-7 The first dialog box shown when you create an app package in Visual Studio.  

If you want to create packages for side-loading (see “Sidebar: Side-Loading” coming up), select No. 

If you’re planning to submit now, on the other hand, press Yes and click Next, after which you’ll be 

asked to sign in again and then you’ll double-check your app’s association with those you’ve created in 

the Store. 

Next you’ll specify an output directory for your package and indicate target archi tectures, if needed, 

as shown in Figure 20-8. Here’s where I want to explain a little about the Generate App Bundle option 

you see there, which is important if you have localized resources, scaled resources (that is, 100%, 140%, 

and 180% raster graphics), and resources for different versions of DirectX (which won’t happen with 

JavaScript apps, but I wanted to mention it). As I’ve noted elsewhere, such as in “Sidebar: Managing 

Overall Package Size” in Chapter 19, having lots of resources to cover variations in scale, language, and 

contrast can make your upload package somewhat large (the allowable limit if 8GB). Fortunately, this 

mostly affects your upload to the Store rather than customer downloads, if you select If Needed or 

Always for Generate App Bundle drop down. 

A bundle, in other words, is a way to structure your package so that the Store can selectively 

http://msdn.microsoft.com/library/windows/apps/hh924768.aspx
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download only those resources that a user needs for their particular device configuration. For most 

apps, selecting If Needed is sufficient because it instructs Visual Studio to handle everything 

automatically. Choosing between Always and Never applies mostly when you are using C++ code that 

must be specifically compiled for x86, x64, and ARM (including any WinRT components). Choosing 

Never means that you’ll upload separate architecture-specific packages yourself; selecting Always (or If 

Needed) will include builds for each architecture in the bundle, saving you some trouble during upload.  

Note You can set the default bundle option in your app manifest in the Packaging > Generate App 

Bundle control. 

 

FIGURE 20-8 The second step in creating a package for the Store, where you indicate an output folder, a package 

version, specify bundle options, and identify architecture targets. 

Speaking of compiled components, another aspect of packaging affects the user experience of app 

acquisition: when a user acquires any new app, the Store works with Windows to automatically check 

whether the user already any of matching library components installed on their device (checking for 

exact version matches, file sizes, and so forth). If so—and this applies to JavaScript libraries as much as 
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compiled .dll and .winmd files—Windows shares those components between multiple apps, thereby 

reducing download time and saving storage space.137 If an app update requires a newer or different 

version of a component, of course the Store will bring down the one it needs. 

For the most part, this is completely transparent to app developers with one exception: if you’re 

using any kind of third-party library or component that might be used by other apps, avoid making 

modifications or recompiling that library. If you do, you effectively create another variant of the library 

and Windows will not be able to share it with other apps. To be honest, this  doesn’t matter much with 

small JavaScript libraries: it matters most with large frameworks like game engines that can be 

hundreds of megabytes. Still, keep this in mind for any frameworks that you employ. 

In any case, once you press Create in the dialog box shown in Figure 20-7, Visual Studio will build 

the package in the specified location. When it’s done, if you indicated that you wanted a package to 

upload to the Store, the last dialog box (not shown here) gives you the option to run the WACK as a 

final check before you upload. 

If you go now to the folder where Visual Studio created your package, you’ll see an .appxupload file 

(along with a folder ending in _Test that contains what you need for side-loading; see “Sidebar: Side-

Loading”). As explained in Chapter 1, a package is just a ZIP file, so you can append .zip to the full 

filename and then explore its contents. What you’ll then find is an .appxbundle file (if you created a 

bundle) or an .appx file (if you did not bundle). If you copy these out of the ZIP file and rename them 

to .zip as well, you can see the full package contents. 

In the case of .appx, you’ll see the structure described in Chapter 1, with your source files, 

certificates, and the block map. In the .appxbundle, on the other hand, you’ll  see that it contains a 

number of individual .appx files organized by scale, language, and DirectX versions, each of which is 

somewhat smaller than the full upload package. These smaller .appx packages are the ones that the 

Store will download as needed according to each user’s configuration. 

Anyway, when you’re ready to upload a package, just make sure that you remove the .zip extension 

from your .appxupload file! 

Protecting your code When inspecting the package contents for an app written in JavaScript, you’ll 

see that all your source code is sitting right there, which means that your customers will get all that 

source code on their machines. Naturally, you’ll be asking how you can protect this code from hacks 

and/or individuals who would unscrupulously “borrow” from you. For the answers, see Dan Reagan’s 

post Protecting your Windows Store app from unauthorized use, which describes some of the steps 

that Windows does to validate package integrity, along with my blog post Protecting Your Code. 

                                                             

137 During the production of Windows 8, we investigated whether it made sense to enable separate onboarding of third-

party frameworks and library components to the Store, such that the Store would manage dependencies and updates. In 

the end, we concluded that the risk-to-reward ratio was too high and we enabled this sort of thing only for a few libraries 
like WinJS. The solution presented here for Windows 8.1 took the previous investigation into account, avoiding the risks 

while making faster downloads and saving end-user storage space, which were the primary goals. 

http://social.msdn.microsoft.com/Forums/windowsapps/en-US/8b3cf68d-897d-4a47-ace0-2c42355bf688/protecting-your-windows-store-app-from-unauthorized-use
http://kraigbrockschmidt.com/blog/?p=697
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Sidebar: Side-Loading 

Side-loading means installing an app without going through the Store. This is most common for 

developers (who have a developer license on their machine) to share their apps without sharing 

their projects, perhaps to get early testing. It’s also used in enterprise environments and line-of-

business apps where the Store isn’t involved. Either way, the process is the same: you create an 

app package through Visual Studio as already described, just choosing No in Figure 20-7. This 

will take you through the same configuration step as in Figure 20-8 but skips the step to 

associate the app with the Store. 

Going to the package folder you’ll see a folder whose name ends with _Test. In that folder 

you’ll see the following: 

 The app package (.appx or .appxbundle file). 

 A temporary certificate (.cer file). 

 A Dependencies folder that contains any libraries that would normally be provided by the 

Store; WinJS is one such library. 

 Most importantly, a PowerShell script named Add-AppDevPackage.ps1 (and a folder with 

associated resources) that will install the app on a side-loading-capable machine. 

Running the PowerShell script installs the app very much like it would be from the Store, so if 

testers side-load on a machine where your app has not been installed before, it closely 

approximates a typical user’s environment. This way you can truly test the first-run experience of 

your app on a variety of devices. 

For more information about side-loading, see Deploying enterprise apps and Try It Out: 

Sideload Windows Store Apps. 

Onboarding and Working through Rejection 

With your app package in hand, you’re now ready to send it out from home for the first time. 

Uploading your package is done through the Store dashboard in the Packages section for your app. 

Visual Studio’s Store > Upload App Package command, for its part, just takes you to the dashboard. 

In the Store, you might find that the Packages section is disabled. This means that you probably still 

have a few bits to fill in first. If you haven’t done so already, be sure to go into your Selling Details to 

set your price tier, set a trial period (if applicable), select the markets in which you want your app to be 

available, specify a release date, assign a category and subcategory (if applicable), and check the box 

for Accessibility if you’ve honestly done the work we discussed in Chapter 19. See Declaring your app as 

accessible. 

 

 

http://msdn.microsoft.com/library/windows/apps/jj657971.aspx
http://technet.microsoft.com/windows/jj874388.aspx
http://technet.microsoft.com/windows/jj874388.aspx
http://msdn.microsoft.com/library/windows/apps/Hh700322.aspx
http://msdn.microsoft.com/library/windows/apps/Hh700322.aspx


1164 

 

Limiting your app’s initial reach? One feature that you’ll find missing from the present Windows 

Store is a way to do beta or preview testing with a limited audience. You can do some of this through 

side-loading, but that requires each user to have a developer license, which generally means they need 

to install Visual Studio or at least the Remote Debugging tools. Hardly an attractive requirement! (That 

said, there are third parties that can help with these arrangements.) 

What you can do instead is target only a single market for your initial release—Trinidad and Tobago 

seems to be the favorite as it’s the smallest country in the list! Users in that country will be able to see 

the app in the Store, but users in other regions will not unless you send them a direct link as part of 

your preview invitation.  

Next go into Services and, if you have nothing to do here, just click Save. Then visit Age Rating and 

Rating Certificates, and carefully read the restrictions for each rating. I emphasis this because the 

certification testers take age rating very seriously and will reject your app if you don’t meet those 

restrictions. You should also double-check your privacy policy to make sure that you’re being clear and 

forthright about how you collect and/or use personal information—such information is typically the 

key factor in age ratings. Remember that you must have a privacy policy if the app is network-enabled 

in any way (such as declaring the Internet (Client) capability) or uses devices that require consent. 

Tip Store requirement 4.1 describes what must be in your privacy statement. Also be sure that your 

privacy policy is accessible through your apps Settings commands—the lack of this will cause the app 

to fail certification. 

Game rating certificates When uploading an app into the Games category, you’ll be required to 

provide game rating certificates for different markets in the form of a GDF file. For details, see Prepare 

your Windows game for publishing. You upload these certificates on the Age Rating and Rating 

Certificates page. 

The last piece before you enable the Packages area in the Store dashboard is Cryptography, where 

you must declare whether your app calls, supports, contains, or uses cryptography or encryption, 

because your country of origin might have export restrictions. 

Finally, you’ll get to the Packages section, which might seem anticlimactic after all this! As shown in 

Figure 20-9, you’ll just drag and drop your .appxupload file onto this page. This is also where you can 

upload both Windows 8 and Windows 8.1 packages. Note that uploading begins as soon as you drag 

and drop—wait for the upload to complete before clicking Save. 

http://msdn.microsoft.com/library/windows/apps/hh694083.aspx
http://msdn.microsoft.com/library/windows/apps/hh452788.aspx
http://msdn.microsoft.com/library/windows/apps/hh452788.aspx
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FIGURE 20-9 The Packages page in the Store dashboard. 

Next you’ll go to the Description page, where you enter all the information that will show up on 

your app’s page in the Store. It’s ironic that this page comes so near the end of the onboarding process 

(and isn’t even enabled until you upload a package) because most developers, I imagine, are getting 

quite anxious by this point to get the app certified! But, please, take a deep breath, relax, and convince 

yourself that you should invest all the time and energy you need here to make your app shine in the 

Store. This is exactly why talked about promotional graphics and text copy much earlier—you shouldn’t 

leave these very critical elements of your app to the last minute! 

Remember too that you’ll have the opportunity to provide versions of all these details for each 

language that you support. This again includes descriptive text (including any necessary disclosure 

about keyboard/mouse support for requirement 6.13.4), graphics, descriptions of in-app purchases, 

website URIs, a link to your privacy policy, and so forth. A full list can be found on the App submission 

checklist and in Chapter 19 in “Part 3: Creating a Project for Nonpackaged Resources.” As I wrote then, 

pay special attention to your app’s keywords and prioritize them for localization—even if you do no 

other translation work—because customers will be searching the Store in their regional languages. 

The very last step in the process is writing notes to testers. Include here any details that are 

necessary for a real person to exercise your app as part of the certification process, such as credentials 

for a test account, finding nonobvious features, using background tasks, and so on. And yes, a real 

human being will look at your app (and read your notes, so be courteous)! Automated tests can only 

accomplish so much—in the end, someone needs to run the app and make sure it does what it says. 

With all the information and packages in place for your app, you’re ready to click the Submit for 

Certification button on the app’s page in the dashboard. After that, you’ll get an acknowledgment 

http://msdn.microsoft.com/library/windows/apps/hh694062.aspx
http://msdn.microsoft.com/library/windows/apps/hh694062.aspx


1166 

 

email followed by the joy of waiting for the results! I’m told that typical certification turnaround is 

about two days. It can be shorter if you happen to submit during a relative lull—when I submitted Here 

My Am! as part of writing this chapter it went through in less than two hours! Certification can take 

longer, too, if you’re submitting during a busy season or if special circumstances will take more time 

(such as declaring special use capabilities with a company account that require written justifications). 

Whatever the case, the Store dashboard tries to keep the process transparent. 

Once your app has completed the testing process, it will either be accepted or rejected. Acceptance 

is really a nonissue—that’s what you’re looking for! The app will then become available either 

immediately or on the release date that you specified. So congratulations! You’re in business! 

Tip When your app is certified, you’ll get an email with the link to its page in the Store, which looks 

like http://apps.microsoft.com/webpdp/app/<app_id> . You can also retrieve this from the Store 

dashboard. Click Apps In The Store, and then click Details for that app. 

If your app is rejected, on the other hand, the Store will tell you why, specifically citing violations of 

the certification requirements. Indeed, these policies contain the only reasons that an app can be 

rejected, so any rejection must necessarily indicate the particular requirement that isn’t being met. The 

Store also provides some information about failures, such as where an app crashed (a violation of 

requirement 1.2). 

By and large, most of the policies are straightforward such that if you fail on them, it’s pretty clear 

why. A few, however, seem to be more confusing or subjective, and in the early days of Windows 8 

previews they were downright mysterious. Now, fortunately, there is an extensive list of reasons why an 

app might fail a number of requirements on Resolving certification errors, many of which come from 

our experience with real apps submitted to the Store. The Store testers can also provide direct feedback 

regarding specific failures, like where and when an app might have crashed, which certainly caused 

them to reject it. 

Hopefully you only need to correct the problems that are reported and then resubmit your app. If 

you get rejected multiple times and just can’t figure out what to do, I suggest asking questions on the 

Windows Store forum where you’ll find assistance. 

App Updates 

One thing that apps and books share in common is that the moment you release them, you’ll find 

errors, bugs, typos, and a hundred other things you wish you could change. Fortunately, updating apps 

is easier than updating books, which I guess makes up for the fact that fixing a typo in a book is much 

easier than fixing a typical app bug! 

There are many reasons to issue an update besides fixing obvious problems and adding features 

that didn’t make it into your current version. As described on Releasing improved versions, you might 

want to respond to user reviews and requests, add more in-app purchase options, add features to 

http://msdn.microsoft.com/library/windows/apps/hh694083.aspx
http://msdn.microsoft.com/library/windows/apps/hh921583.aspx
http://msdn.microsoft.com/library/windows/apps/hh921583.aspx
http://social.msdn.microsoft.com/Forums/windowsapps/en-US/home?forum=windowsstore
http://msdn.microsoft.com/library/windows/apps/bg125302.aspx
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pursue new opportunities, add new language resources, update your promotional information, or 

update your telemetry layer to improve your analytics. In fact, many insights for your next updates will 

come from your telemetry.  

For nearly all of these purposes, the data that the Store itself gathers will be highly valuable. There is 

a series of topics in the documentation on this, starting with Understanding app quality and 

performance. This gets you to the index for applicable subtopics, including Viewing app usage, 

Reviewing app ratings and feedback, and Tracking app sales. You’ll want to start reviewing the data for 

your app as soon as it’s in the Store, and make a plan for monitoring those reports that are most 

interesting to you. Monitoring ratings and reviews, for example, is an important part of ongoing 

customer support. In fact, schedule some time in the future right now to check in with these reports, 

lest you forget they exist. Truly, these reports are your best link to real customers!138 Remember that 

you published an app, so you're now running a business! 

All such data will surely feed back into your planning and development processes, ultimately 

bringing you to the point of once again uploading another app package and perhaps updating other 

app information in the Store. A great feature of this in Windows 8.1 is that your update is automatically 

deployed to all of your users except those that have specifically opted out. To cover the latter, you 

could have your app check its version number, available from Windows.ApplicationModel.-

Package.current.id.version, against your most recent update as reported by a service, so that you 

can inform opted-out users that an update is available. You can then direct them to the Store’s update 

page by launching the ms-windows-store:Updates URI. If you want to give details about the updates 

to your users, you can also have your service provide that data.139 

Note Certification requirement 3.4 states that an app update “must not decrease your app’s 

functionality in a way that would be unexpected to a reasonable consumer.” This suggests that you can 

prune off seldom-used features (as revealed by your telemetry), but you’ll fail certification if you take a 

popular feature of your free app, for example, and start charging for it as an in-app purchase. 

When creating the new package, be sure to increment the version number in the manifest. (There’s 

an option to do that automatically in the Visual Studio dialog; refer back to Figure 20-8.) Onboarding is 

then the same as for any other app—no matter how little you might have changed, the app goes 

through the whole certification process again (something the Store team is working to improve, by the 

way). For this reason, don’t think to make whimsical updates—make each one count! Also, be aware 

that the certification requirements change over time, so make it a point to periodically review the 

requirements. 

In your updated app, be prepared to migrate any state that might already exist on the machine, if 

                                                             

138 These reports will not give you any personal information about your customers, of course. If you want to collect that, 

you’ll need to implement an opt-in registration system in the app that complies with requirement 4.1.2. 
139 It’s very easy to create a service endpoint through Windows Azure Mobile Services, rather than having to set up a web 

host separately. Refer to “Windows Azure and Azure Mobile Services” in Chapter 16. 

http://msdn.microsoft.com/library/windows/apps/hh967768
http://msdn.microsoft.com/library/windows/apps/hh967768
http://msdn.microsoft.com/library/windows/apps/hh967785.aspx
http://msdn.microsoft.com/library/windows/apps/hh967781.aspx
http://msdn.microsoft.com/library/windows/apps/jj193594.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.packageid.version.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.packageid.version.aspx
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you’ve changed state versions. We talked about this in Chapter 10, “The Story of State, Part 1,” in “State 

Versioning,” where we distinguished between the version of an app and the version of its state; many 

app versions can use the same state version. However, if the app now uses a new state version, the old 

state must be migrated. Remember too that you can use the servicingComplete background task for 

this purpose, as mentioned in Chapter 16 in “Tasks for System Triggers (Non-Lock Screen).” Finally, 

once you introduce new versions of your state, roaming data will roam between apps of the same 

version only—you’ll be able to migrate old state when the new app is run, but once the state version is 

increased, that data will no longer roam to devices with apps that use older state. 

Tip To test an update, load both new and old app projects into separate instances of Visual Studio. 

Edit each one’s .user file to add a <LayoutDir>[folder]</LayoutDir> element that points to the 

same folder in both. Run your old version, exercise the app to establish your state, and then stop it. 

Then set breakpoints on your activation and migration code in your new version and run that one. 

Another key point about updates is that although your new app package might be fairly large, 

existing customers will not have to download the whole thing again. If you go way, way back in this 

book to Figure 1-1 in Chapter 1, we talked about the package’s blockmap, which describes how the app 

package is segmented into 64K blocks. For an update, only those blocks that have actually changed 

between versions are necessary to download. This means that you shouldn’t worry about making a 

critical update to your app: if it affects only a small part of the code, the download impact is as little as 

64K. (To help this along, try to have more small files in your project than a few large ones, and it’s 

better to make changes at the ends of files than at the beginning or the middle.) 

Other kinds of updates don’t involve code but do require recertification. Fortunately, recertification 

typically goes much quicker, especially if no code changes are involve. One such update is adding a 

new set of localized resources to your app. Although this means uploading your app package to the 

Store and recertifying, it won’t affect any of your customers except those who are operating in your 

newly supported language. Another type of update is when you want to change the pri cing of the app 

or in-app purchases or change the app’s name. To do this, you just go into your app’s page on the 

Store dashboard, make the necessary changes, and resubmit. 

Finally, a kind of nonupdate is if you need to delist the app either temporarily or permanently. You 

do this through the Store dashboard on the Details page for your app by clicking Manage Availability > 

Remove This App’s Listing. This hides the app in the Store, although existing customers will be able to 

reinstall it (but cannot make in-app purchases). So long as you don’t completely delete the app from 

your dashboard, you can later click Manage Availability > Restore This App’s Listing to make it available 

once again. 

Getting Known: Marketing, Discoverability, and the Web 

Long ago, when the Internet and the notion of “search engines” first became popular, many people 

believed that you could just put up a website to sell whatever trinkets and gazingus pins you happened 
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to have, and customers would come flocking on their own. We might laugh at such folly today, and yet 

oftentimes we make the same mistake with apps. We mistakenly believe that just getting an app into 

the Store is enough. Truth is, the Windows Store is fundamentally a distribution mechanism, which just 

so happens to handle transactions and highlight a few apps here and there. And although this is a big 

improvement over distributing software via the Web, and despite whatever praises we might sing for 

app stores in general, they haven’t really changed what’s been true about software for decades: to be 

successful, you have to write great software and you have to invest in marketing.  

If you were to set up a small brick-and-mortar shop in your home town, you'd immediately engage 

in promotional activities of some kind because the business will quickly go under otherwise. And you'd 

never question that need especially because you've invested so much in getting the business started, 

and the cost of failure is losing that investment. With apps, you can get something in the Store with a 

much smaller up-front investment, and so the perceived risk of failure is much lower. As a result, 

developers aren't as invested in the success of that app as they might be with a real business. But if you 

want that app to succeed and not just exist, you have to treat it like a business investment. 

What's also true in business is that when you start to generate revenue from your initial promotions, 

part of that stream should go into continued marketing as well as expansion of the business. In other 

words, some portion of every dollar you earn with an app should be earmarked for marketing activities, 

because that's how you'll begin to build a sustainable flow. By also earmarking another portion for 

further development, you're investing in the longer-term sustainability of the business when revenue 

from the first product begins to wane.  

The bottom line is that although apps stores have brought a new distribution method with built-in 

commerce, running a successful software business requires the same dedication and investment as it 

always has: have a great product, and invest in the effort to let people know about it. 

Toward this end, the Promote section of the documentation has some helpful guidance, some of 

which we’ve already covered. It doesn’t talk about promotion outside the Store, however, and for that I 

cannot claim much insight for myself. My best recommendation is to find a marketing specialist who 

can work for you on an hourly basis initially to get things moving. You can then establish a relationship 

into which you can direct later investments when you have the funds. In the meantime, there’s plenty 

of material on the web about app marketing, such as The Art of Launching an App: A Case Study 

(Smashing Magazine). 

One important part that you can do that is outside of the Store is making sure you link your app to 

your website, especially if your app is presenting the same or similar content that can show up in search 

results. Let’s see those details next. 

OEM preinstalls One other promotional possibility is that you might be approached by an OEM to 

include the app preinstalled on their devices. If this happens—it’s quite a prize!—the OEM will give you 

special instructions about how to onboard and maintain an app specifically for their customers. For 

general details, see Working with OEMs. 

http://msdn.microsoft.com/library/windows/apps/bg125380
http://uxdesign.smashingmagazine.com/2012/04/05/art-of-launching-app-case-study/
http://msdn.microsoft.com/library/windows/apps/bg125241.aspx
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Connecting Your Website and Web-Mapped Search Results 
If you have an app, you’ll almost certainly have a site that provides additional information and support. 

(Requirement 6.3 deals with support specifically.) What, then, if potentia l customers come to your site 

(or some other) first? Surely you’ll want to provide easy ways for them to acquire your app if they’re 

running on Windows. The same is also true if they search the web—whether in Internet Explorer or 

through the Search charm—and find results from your site that could be displayed in your app. 

To make a connection between your site and your app, there are first some URIs that get to your 

app’s page in the Store. For browsers, the form is http://apps.microsoft.com/webpdp/app/<app_id>. To 

see your specific URI, go to the Apps in the Store section of the Store dashboard and click Details for 

the app. You can also get it at run time from CurrentApp.linkUri, which is the same link you include 

with data packages through the Share contract, as covered in Chapter 15. 

 

 

Another URI scheme, ms-windows-store, opens the Store itself on a Windows device, where the 

specific URIs are described on Linking to your app: 

 ms-windows-store:PDP?PFN=<package_family_name> Links directly to the app’s page; the 

package family name is what comes back from Windows.ApplicationModel.Package.-

current.id.familyName. 

 ms-windows-store:REVIEW?PFN=<package_family_name> Goes to the Ratings and Reviews 

section of the Store for your app, which is what the Rate And Review command in your Settings 

pane does. You can launch this URI from your app directly when inviting a review. 

 ms-windows-store:Publisher?name=<publisher_display_name> Links to a page that 

shows all your apps, which you might do from an About pane in your Settings. The publisher 

name can be from Package.current.id.publisher. 

 ms-windows-store:Updates Opens the Store’s updates page (no arguments). As described 

earlier in “App Updates,” you can use this if you detect that the user is running an older version 

of your app, which suggest they’ve opted out of auto-updates. 

 ms-windows-store:Search?query=<search_string> Executes a search in the Store. 

 

With Internet Explorer, a little bit of metadata in your web page’s <head> makes it easy for a 

customer to acquire your app and even run it if the app is already installed. This is fully explained on 

Connect your website to your Windows Store app, which shows how Internet Explorer lets users know 

that an app is available. From your point of view, all you need is a bit of markup, such as: 

<meta name="msApplication-ID" content="14750NuthatchProductions.HereMyAm"/> 

<meta name="msApplication-PackageFamilyName" content="14750NuthatchProductions.HereMyAm"/> 

where the two content values come from the Package Name and Package Family Name fields in your 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.store.currentapp.linkuri.aspx
http://msdn.microsoft.com/library/windows/apps/hh974767.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.packageid.familyname.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.packageid.familyname.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.packageid.publisher.aspx
http://msdn.microsoft.com/library/ie/hh781489.aspx
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manifest’s Packaging tab. Again, if the user doesn’t have your app, this makes the acquisition process 

easy. If the user does have your app, he’ll have the opportunity to launch it, in which case the app will 

be activated with the launch kind of protocol. If you want to customize the string passed with 

activation, you can add a <meta name="msAapplication-Arguments" content="[string]">. You 

can similarly specify an msApplication-MinVersion for the app and also msApplication-OptOut to 

prevent the behavior if desired. 

Note For a working example, visit the site of Inrix Traffic, one of the earliest app partners who 

implemented these features. 

The other step you can take to more deeply connect your app and your website is  to support app 

linking through the Search charm. This means that web-based results that show up in Windows search 

can go straight to your app rather than going to the website first only to redirect the user to the app 

anyway. To do this, you link your web domain to your app through the Bing webmaster portal, add 

markup to your web pages to create mappings to deep links in the app, and then enable deep linking 

by processing the arguments in your site’s markup through the app’s activation handler, just as you 

would to support secondary tiles. (See “Secondary Tiles” in Chapter 16.)  

I’d say more but full information was not available at the time of writing, so refer to Introducing App 

Linking for Windows Search. 

Face It: You’re Running a Business! 

In different parts of this chapter I’ve repeated the sentiment that to publish an app in the Windows 

Store is to go into business. You might not think of yourself as a businessperson, but publishing an app 

makes you one by default. Thus, whether you’re in business for fame, fortune, fun, or philanthropy, why 

not acknowledge that reality, make a business plan, and execute on it to give yourself a better chance 

of fulfilling your goals? Here I want to outline some of the aspects of running a business, primarily for 

your awareness and inspiration because I cannot personally guarantee your success! 

Let’s start with a basic truth: customers acquire apps to solve problems and have an experience. 

They do not acquire apps to pay you money, to support you or your cause, or to make you famous—

those are just side effects of their receiving value through your apps. If you do well at solving customer 

problems and giving them great experiences, the rewards should follow naturally. 

For the sake of simplicity, let me focus now on some principles as they apply to the business of 

fortune, because that’s the one that most developers are involved with and one for which there are the 

most resources to draw from. (Many of the principles can apply to other business models, of course.140) 

                                                             

140 Two resources that I found helpful are Thinking Like a Businessperson and Stop Thinking Like an Employee. 

http://www.inrixtraffic.com/
http://go.microsoft.com/fwlink/?LinkId=392760
http://go.microsoft.com/fwlink/?LinkId=392760
http://www.netplaces.com/start-your-own-business/ready-set-go/thinking-like-a-businessperson.htm
http://lifeofthefreelancer.com/stop-thinking-like-an-employee/
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Look for Opportunities 
In simple terms, business is commerce, meaning a trade or exchange within some given market. A key 

business skill is to look for opportunities in whatever market you might enter. Look for areas where the 

market can support another player, or areas that no one has yet explored—analytics services like 

Distmo, AppFeds, and AppAnnie are super-valuable here. Watch reports on the global app economy 

too, especially to see regions where profit margins are higher and where you might concentrate 

localization efforts. Once you identify the opportunity, invest in fulfilling a current market need as soon 

as you can, before the opportunity passes by. 

A good piece of advice is to not enter a market solely on personal interest: that can help and serve 

as a source of inspiration, but focus primarily on picking and solving problems because they are 

business opportunities, not because you’re going to change the world through your efforts. This is not 

to say that there’s no place for your idealism, but it’s good to balance that idealism with a strong dose 

of practicality and reality. 

When looking for opportunities, competitive analysis is a must. You have to know what others are 

doing in the market that’s similar to you, which helps you identify gaps you can fill, problems you can 

solve, and the strengths that your solution can uniquely offer. And remember that your competition 

doesn’t sit still, so such analysis is an ongoing process. 

Invest in Your Business 
Going into business always requires some up-front investment. Ask yourself: what are the core assets 

you need for your business to sustain itself? It’s one thing to get started, but another thing altogether 

to keep moving and not end up as a “one-shot wonder.” This is one reason why you don’t need to 

implement every great idea in the first version of your first app! 

Investing also means understanding risk. Look to manage multiple investments to spread your risk, 

using safe investments to support riskier ones. Investment is also a long-term concern: it’s a relationship 

with your customers, most of all, and also an ongoing relationship with the market in which you’re 

operating. Indeed, with app publishing it’s very important to invest in real human relationships. It’s 

fascinating that we’ve created a marketplace with app stores where you can write and publish an app 

to solve customer problems without ever having contact with another human being. And yet human 

beings are behind each and every sale! 

Fear Not the Marketing 
We’ve talked a bit about this already, but let me say again that you should plan to constantly steer 

some of your revenue into marketing to help build and sustain momentum. Otherwise you risk making 

a splash and then going silent! Social media channels are essential here too, because they’re one of the 

primary ways to keep energy around your apps, but sustaining that energy is always the key. 

Cultivating relationships is also important for marketing. Support your customers now and commit 

to doing so in the future, because they are your foundation. Also make relationships with other app 
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publishers, who can provide mutual support if not cross-promotion opportunities. And get involved in 

the industry more widely than just your areas of involvement—that is, see yourself as a participant in a 

larger reality to which you can contribute and from which you can draw energy and inspiration. 

Plan also keep your products fresh and lively, just like a merchant does when stocking shelves. In 

your app, this means bringing in new content, making changes in how you present or highlight in-app 

purchases, and otherwise helping the user become more away of everything you have to offer. Outside 

of the app, consider periodically refreshing your screenshots, promotional graphics, description, and 

anything else on your Store page, if for no other reason than keeping energy around it all. I worked for 

a while in a retail bookstore where my wife was the gift buyer, and we regularly “fluffed” the shelves 

which meant going through the entire store to move things around, tidy up areas that have been 

neglected, and move products that were gathering momentum to more prominent positions. We also 

made sure to cut losses and discontinue products that weren’t working, thereby releas ing energy to 

invest in new areas. In short, don’t get attached to products, features, or how you describe and 

promote them: if something isn’t serving the business, an astute businessperson will let it go. 

Another marketing trend is to share your expertise to assist buyers, without trying to sell yourself or 

your products directly. This follows a principle of providing value first before trying to sell, in order to 

earn trust. For example, you can do reviews of apps in your category, being honest about the ir 

strengths, even those of your competitors. By positioning yourself as an expert in that area, customers 

are more likely to trust what you produce yourself. 

Support Your Customers 
This almost goes without saying, but many app publishers probably haven’t given this any thought to 

customer support at all. As soon as you publish an app, commit some time every day to watch your 

ratings, reviews, and other feedback, and be immediately responsive to your customer’s needs. 

Demonstrate that you’re listening to their problems, and issue app updates in a timely manner to fix 

bugs and provide other critical updates. Along these lines, watch your telemetry and crash reports and 

respond to them quickly as well.  

Also think about how you’re thanking your customers rather than just trying to exploit them or 

ignoring them in your quest to acquire new customers. In other words, your existing customers are the 

ones who have already made at least some commitment to you and have given you some of their life 

energy. How can you give them some energy in return? Truly, it’s the flow of energy that creates 

positive magnetism, so keep that flow strong. 

Plan for the Future  
This can be put simply: it’s not necessary to implement every idea in the first version of your app, nor is 

it necessary to implement every idea in one app. Plan ahead for two major updates, which helps keep 

up a flow of ideas and will give your customers reasons to re-engage with your product. Remember 

that apps on Windows 8.1 are updated by default, which makes i t much easier to put new features and 

capabilities in front of your user base, including new in-app purchases. Also remember to educate your 
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customers on what’s new in your updates, because they won’t be going to the Store to see what you’ve 

written in your release notes. 

Plan also for having multiple apps. For one, this builds up a presence in the Store for your business, 

not just for one app. The Store encourages this by listing other apps from the same publisher on any 

given app’s product page, but if you’re a one-app shop, you’re sacrificing that space to others. 

Allowing yourself to spread ideas across multiple apps keeps each app more focused to its primary 

purpose. Through contracts including URI scheme activations, you can build a family of apps that work 

great together as well as with apps from other publishers. You can also think about repurposing an 

existing app, especially games, with new themes that require nothing more than a new set of graphical 

assets (as with a “holiday” variant that can sell separately). Doing this reduces per-app costs while 

increasing per-app visibility. 

In all of this, I think of how movie studios generally have a multiyear pipeline for their releases. This 

is necessary in part because it takes several years to produce any given film, but it means those studios 

are always looking at their business over a five-year or even ten-year timespan. With apps it might be 

more appropriate to think in terms of 6–18 months, but the principle is the same. 

Selling Your App When It’s Not Running 
User experience is not just what’s on the screen when the app is running: there are a number of places 

where you app has a presence when it’s not in the foreground. This include tiles, notifications, raw push 

notifications, background tasks, your lock screen presence, your roaming experience, and your 

description page in the Store. Think also about your presence in the media, both for your app and 

business. Are you blogging? Are you sharing the experience of the app on YouTube (even cheat videos 

for your game)? Do you provide press kits on your website so that others understand how to promote 

you and have access to the high-quality assets they’d need for that purpose? 

Think also about the overall customer experience lifecycle of your app. When we talk about user 

experience, we typically refer to the experience inside the app itself, but this is only a small part of the 

story. How you attract users in the first place is the first experience users will have of your app and your 

business. How are you presenting yourself in social media channels? And are you giving your existing 

customers an incentive to share their experience to their social network? 

When users first express interest in your app, which means visiting your website and/or your product 

page in the Store, how are you orienting them to the experience you provide? You want to make sure 

they understand what the app does and why they should care. Again, you want to invest good time 

and energy into your app’s description and promotional graphics because these make a huge 

difference to potential customers! 

I mentioned before the idea of thanking your customers every now and then. This is important for 

customer retention; it gives them a reason to come back. That is, an important part of the overall user 

experience is the long-term value of the relationship, which is expressed through your updates, fresh 

content, re-engagement with your customers, and maybe even the occasional giveaway. 
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Indeed, thanking your customers is a way to involve them in an emotionally positive way. And once 

customers are invested like this, they are more likely to become your advocates or even your 

champions. Indeed, be sure to enable and empower your most passionate users to put their own 

credibility on the line. When they do, thank them profusely. Give them special previews of new work 

you’re doing. Send them chocolate. Do anything you can for them, because their passion is worth far 

more than any bits of money you might get from them as a single user. 

You’re Not Alone 
Publishing apps is something you can do in complete isolation, but that won’t serve you or your 

business in the long run. Given that your primary instincts are those of a developer and probably not 

those of a businessperson, it’s a good idea to find a business mentor to guide and counsel you, or 

perhaps a support group. Your mentor or associates don’t need to be in the software business 

specifically—what you’re looking for is experience and magnetism in doing business, which has many 

universal principles and best practices. Along these same lines, find opportunities like business lunches 

or other events where you can just mix with businesspeople and draw from their magnetism. More 

often than not, people at such events are more than happy to discuss your challenges and offer 

insights that could make a huge difference for you.  

Final Thoughts: Qualities of a Rock Star App 

As Gandalf the White says to Frodo, Sam, Merry, and Pippin at the conclusion of the Lord of the Rings 

movies, “Here at last, on the shores of the sea, comes the end of our fellowship.” And, my friends, it has 

been a delight to share the journey with you! I’d like to leave you with just a few final thoughts. 

After Windows 8 was first released, it didn’t take long for the Windows Store to become crowded , so 

differentiating your app and yourself as a developer is paramount. There’s plenty to do with marketing 

and gaining awareness for your app, of course, as well as being responsive to customers. But beyond 

that, what does it really mean to make an app that’s truly special? 

Early on, long before Microsoft landed on the rather pedestrian term “Windows Store apps,” we 

referred to them as “tailored apps.” To play with that older term, think of what tailoring means in the 

context of clothes: well-tailored clothes are very distinctive. They make you look really good. They 

make you feel great. That’s how you want the users of your app to feel when they’re immersed in your 

experience. Indeed, just as joy and happiness are the undercurrent behind your own app-building 

efforts, so also do they live in the hearts of your customers. If you can deliver joy to them through your 

app, I think you’ll have a winner! 

Another meaning of “tailored” implies that the kinds of apps we’ve been building in this book—

apps that run full screen (usually) and deeply immerse a user in an experience—lend themselves well to 

being very specific to both the device and the user’s context. As we saw in Chapter 12, “Input and 

Sensors,” sensors give you the ability to know the device’s relationship to the physical world, which is 
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an extension of the user who is holding that device. Ask then, “What can I do with that information? 

How can the app really light up when it has a deeper understanding of where the user is and how the 

user is moving about in this world of ours? Is there something more the app can do to say, ‘Aren’t you 

glad you brought me along?’” 

To differentiate your app, think through how a consumer might use various form factors in different 

situations and have the app present itself differently in those contexts. This kind of tailoring means that 

the app surfaces the most relevant features or content for the most likely or appropriate use cases. As 

shown in the last figure of Chapter 1 within “Sidebar: The Opportunity of Per-User Licensing and Data 

Roaming,” I like to think of there being one app across many devices and that the user has a much 

stronger relationship to the app than to the devices it’s running on. The app and its underlying state 

becomes the consistent element across the whole experience, with the devices just being the vehicles. 

The more you can deliver an app that understands and supports this (and obviously roaming data is 

important here!), the more I think the app will stand out from others that, sure, run on Windows but 

otherwise offer the same experience as we’ve had for many years. 

So, what about being a rock star? Let’s be honest here. You’re in this game for name and fame, 

right? And for the big money that could come with it? What kind of app will get you there?  

In what is now the very last paragraph of the main body of this book, I can’t really give you a bunch 

of specific ideas. (Otherwise I’d be writing those apps instead of writing books, but someone has to do 

this dirty work….) But ponder this: what makes a rock star in the music industry? Well, it’s not typically 

about the philosophical depth of the lyrics or the virtuosity of the musicians, it’s about performance, 

personality, and sheer entertainment value. It’s about delivering a joyful experience that turns  everyday 

customers into raving lunatic fans who can’t wait to be your greatest champions. In a very real way, the 

experience is one that truly lets people escape their everyday realities and become part of something 

larger for a time, or even just part of a fantasy. And like great music or movies, the app experience is 

one that people want to repeat many times over and not just check the box as another “Been there, 

done that.” Although there are certainly aspects of timing and sheer luck, all rock stars—along with 

great athletes, Oscar-winning movies like Lord of the Rings, and so on—strive for and achieve one thing 

above all: excellence. Commit yourself to that. Commit yourself to excellence in everything you do—not 

just in your apps but in all parts of your life. Such striving, certainly, will bring many rewards! 

What We’ve Just Learned 

 An app’s relationship to the Windows Store is closely related to your business as a developer, 

because it supports a range of options from free apps, ad-supported apps, limited-time trials, 

paid apps, and in-app purchases (using a custom commerce engine for the latter if desired). 

 Side-loading of app packages is supported for developers (on a machine with a developer 

license) and for enterprises. Otherwise all apps come from the Windows Store. 

 The Windows Store APIs provide for managing app licenses, licenses for in-app purchases, and 
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receipts. During development, the app uses a simulator object where data is obtained from a 

local XML file instead of the live Store, which allows for testing different types of transactions 

and license conditions. 

 To track customer activity within your app directly, instrument it to collect telemetry data 

according to your business goals for the app. For this you typically use a third-party provider 

who also turns telemetry data into actionable analytics. 

 Getting an app in the Store starts with testing the app both manually and through the Windows 

App Certification Kit and being prepared for possible rejection during the onboarding process.  

 As part of onboarding, you’re asked for an app description, promotional graphics, search 

keywords, feature lists, and other information that should be localized for each supported 

language. Be sure to give yourself enough time before submission to gather this information. 

 App updates can be submitted to the Store at a later time, with improvements based on 

feedback and telemetry, and the updated code needs to be ready to migrate state. 

 Being in the Windows Store does not reduce the need for marketing. Cross-linking your app 

and website and supporting Windows search can very much help discoverability. 

 Publishing an app means that you’re running a business, so it’s essential that you start thinking 

(at least a little) like a businessperson to help build your business. 
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Appendix A 

Demystifying Promises 

In Chapter 3, “App Anatomy and Performance Fundamentals,” we looked at promises that an app 

typically encounters in the course of working with WinJS and the WinRT APIs. This included working 

with the then/done methods (and their differences), joining parallel promises, chaining and nesting 

sequential promises, error handling, and few other features of WinJS promises like the various timeout 

methods. 

Because promises pop up as often as dandelions in a lawn (without being a noxious weed, of 

course!), it helps to study them more deeply. Otherwise, they and certain code patterns that use them 

can seem quite mysterious. In this Appendix, we’ll first look at the whole backstory, if you will, about 

what promises are and what they really accomplish, going so far as to implement some promise classes 

from scratch. We’ll then look at WinJS promises specifically and some of the features we didn’t see in 

Chapter 3, such as creating a new instance of WinJS.Promise to encapsulate an async operation of 

your own. Together, all of this should give you enough knowledge to understand some interesting 

promises code, as we’ll see at the end of this appendix. This wil l also enable you to understand item-

rendering optimizations with the ListView control, as explained in Chapter 7, “Collection Controls.”  

Demonstrations of what we’ll cover here can be found in the WinJS Promise sample of the Windows 

SDK, which we won’t draw from directly, along with the Promises example in the appendices’ 

companion content, which we’ll use as our source for code snippets. If you want the fuller backstory on 

async APIs, read Keeping apps fast and fluid with asynchrony in the Windows Runtime on the Windows 

developer blog. You can also find a combined and condensed version of this material and that from 

Chapter 3 in my post All about promises (for Windows Store apps written in JavaScript) on that same 

blog. 

Finally, as a bonus, this appendix also deconstructs the batching function used to optimize ListView 

item rendering, as described in Chapter 7 in the section “Template Functions (Part 2).” It’s a bit of 

promise-heavy code, but it’s fascinating to take it apart. 

What Is a Promise, Exactly? The Promise Relationships 

As noted in the “Using Promises” section of Chapter 3, a promise is just a code construct or a calling 

convention with no inherent relationship to async operations. Always keep that in mind, because it’s 

easy to think that promises in and of themselves create async behavior. They do not: that’s still 

something you have to do yourself, as we’ll see. In other words, as a code construct, a promise is just a 

combination of functions, statements, and variables that define a specific way to accomplish a task. A 

for loop, for instance, is a programming construct whose purpose is to iterate over a collection. It’s a 

http://msdn.microsoft.com/library/windows/apps/br211867.aspx
http://code.msdn.microsoft.com/windowsapps/Promise-e1571015
http://blogs.msdn.com/b/windowsappdev/archive/2012/03/20/keeping-apps-fast-and-fluid-with-asynchrony-in-the-windows-runtime.aspx
http://blogs.msdn.com/b/windowsappdev/archive/2013/06/11/all-about-promises-for-windows-store-apps-written-in-javascript.aspx
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way of saying, “For each item in this collection, perform these actions” (hence the creation of 

forEach!). You use such a construct anytime you need to accomplish this particular purpose, and you 

know it well because you’ve practiced it so often! 

A promise is really nothing different. It’s a particular code structure for a specific purpose: namely, 

the delivery of some value that might not yet be available. This is why a promise as we see it in code is 

essentially the same as we find in human relationships: an agreement, in a sense, between the 

originator of the promise and the consumer or recipient. 

In this relationship between originator and consumer there are actually two distinct stages. I call 

these creation and fulfillment, which are illustrated in Figure A-1. 

 

FIGURE A-1 The core relationship encapsulated in a promise. 

Having two stages of the relationship is what bring up the asynchronous business. Let’s see how by 

following the flow of the numbers in Figure A-1: 

1. The relationship begins when the consumer asks an originator for something: “Can you give 

me…?” This is what happens when an app calls some API that provides a promise rather than an 

immediate value. 

2. The originator creates a promise for the goods in question and delivers that promise to the 

consumer. 

3. The consumer acknowledges receipt of the promise, telling the originator how the promise 

should let the consumer know when the goods are ready. It’s like saying, “OK, just call this 

number when you’ve got them,” after which the consumer simply goes on with its life 

(asynchronously) instead of waiting (synchronously). 
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4. Meanwhile, the originator works to acquire the promised goods. Perhaps it has to manufacture 

the goods or acquire them from elsewhere; the relationship here assumes that those goods 

aren’t necessarily sitting around (even though they could be). This is the other place where 

asynchronous behavior arises, because acquisition can take an indeterminate amount of time. 

5. Once the originator has the goods, it brings them to the consumer. 

6. The consumer now has what it originally asked for and can consume the goods as desired. 

Now, if you’re clever enough, you might have noticed that by eliminating a part of the diagram—

the stuff around (3) and the arrow that says “Yes, I promise…”—you are left with a simple synchronous 

delivery model. Which brings us to this point: receiving a promise gives the consumer a chance to do 

something with its time (like being responsive to other requests), while it waits for the originator to get 

its act together and deliver the promised goods. 

And that, of course, is also the whole point of asynchronous APIs, which is why we use promises with 

them. It’s like the difference (to repeat my example from Chapter 3) between waiting in line at a 

restaurant’s drive-through for a potentially very long time (the synchronous model) and calling out for 

pizza delivery (the asynchronous model): the latter gives you the freedom to do other things while 

you’re waiting for the delivery of your munchies. 

Of course, there’s a bit more to the relationship that we have to consider. You’ve certainly made 

promises in your life, and you’ve had promises made to you. Although many of those promises have 

been fulfilled, the reality is that many promises are broken—it is possible for the pizza delivery person 

to have an accident on the way to your home! Broken promises are just a fact of life, one that we have 

to accept, both in our personal lives and in asynchronous programming. 

Within the promise relationship, then, this means that originator of a promise first needs a way to 

say, “Well, I’m sorry, but I can’t make good on this promise.” Likewise, the recipient needs a way to 

know that this is the case. Secondly, as consumers, we can sometimes be rather impatient about 

promises made to us. When a shipping company makes a promise to deliver a package by a certain 

date, we want to be able to look up the tracking number and see where that package is! So, if the 

originator can track its progress in fulfilling its promise, the consumer also needs a way to receive that 

information. And third, the consumer can also tell the originator that it no longer needs whatever it 

asked for earlier. That is, the consumer needs the ability to cancel the order or request. 

This complete relationship is illustrated in Figure A-2. Here we’ve added the following: 

7. While the originator is attempting to acquire the goods, it can let the consumer know what’s 

happening with periodic updates. The consumer can also let the originator know that it no 

longer needs the promise fulfilled (cancellation). 

8. If the originator fails to acquire the goods, it has to apologize with the understanding that 

there’s nothing more it could have done. (“The Internet is down, you know?”)  

9. If the promise is broken, the consumer has to deal with it as best it can! 
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With all this in mind, let’s see in the next section how these relationships manifest in code. 

 

 

FIGURE A-2 The full promise relationship. 

The Promise Construct (Core Relationship) 

To fulfill the core relationship of a promise between originator and consumer, we need the following: 

 A means to create a promise and attach it to whatever results are involved. 

 A means to tell the consumer when the goods are available, which means some kind of callback 

function into the consumer. 

The first requirement suggests that the originator defines an object class of some kind that internally 

wraps whatever process is needed to obtain the result. An instance of such a class would be created by 

an asynchronous API and returned to the caller. 

For the second requirement, we can take two approaches. One way is to have a simple property on 

the promise object to which the consumer assigns the callback function. The other is to have a method 

on the promise to which the consumer passes its callback. Of the two, the latter (using a method) gives 

the originator more flexibility in how it fulfills that promise, because until a consumer assigns a 

callback—which is also called subscribing to the promise—the originator can hold off on starting the 
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underlying work. You know how it is—there’s work you know you need to do, but you just don’t get 

around to it until someone actually gives you a deadline! Using a method call thus tells the originator 

that the consumer is now truly wanting the results.141 Until that time, the promise object can simply 

wait in stasis. 

In the definition of a promise that’s evolved within the JavaScript community known as Common 

JS/Promises A (the specification that WinJS and WinRT follow), the method for this second requirement 

is called then. In fact, this is the very definition of a promise: an object that has a property named ‘then’ 

whose value is a function. 

That’s it. In fact, the static WinJS function WinJS.Promise.is, which tests whether a given object is 

a promise, is implemented as follows: 

is: function Promise_is(value) { 

    return value && typeof value === "object" && typeof value.then === "function"; 

} 

Note In Chapter 3 we also saw a similar function called done that WinJS and WinRT promises use for 

error handler purposes. This is not part of the Promises A specification, but it’s employed within 

Windows Store apps. 

Within the core relationship, then takes one argument: a consumer-implemented callback function 

known as the completed handler. (This is also called a fulfilled handler, but I prefer the first term.) Here’s 

how it fits into the core relationship diagram shown earlier (using the same number labels):  

1. The consumer calls some API that returns a promise. The specific API in question typically 

defines the type of object being asked for. In WinRT, for example, the Geolocator.-

getGeolocationAsync method returns a promise whose result is a Geoposition object. 

2. The originator creates a promise by instantiating an instance of whatever class it employs for its 

work. So long as that object has a then method, it can contain whatever other methods and 

properties it wants. Again, by definition a promise must have a method called then, and this 

neither requires nor prohibits any other methods and properties. 

3. Once the consumer receives the promise and wants to know about fulfillment, it calls then to 

subscribe to the promise, passing a completed handler as the first argument. The promise must 

internally retain this function (unless the value is already available—see below). Note again that 

then can be called multiple times, by any number of consumers, and the promise must 

                                                             

141 The method could be a property setter, of course; the point here is that a method of some kind is necessary for the 

object to have a trigger for additional action, something that a passive (non-setter) property lacks.  

 

In this context I’ll also share a trick that Chris Sells, who was my manager at Microsoft for a short time, used on me 

repeatedly. For some given deliverable I owed him, he’d ask, “When will you have it done?” If I said I didn’t know, he’d 
ask, “When will you know when you’ll have it done?” If I still couldn’t answer that, he’d ask, “When will you know when 

you’ll know when you’ll have it done?” ad infinitum until he extracted some kind of solid commitment from me! 

http://wiki.commonjs.org/wiki/Promises/A
http://wiki.commonjs.org/wiki/Promises/A
http://msdn.microsoft.com/en-us/library/windows/apps/br211765.aspx
http://msdn.microsoft.com/en-us/library/windows/apps/windows.devices.geolocation.geolocator.getgeopositionasync.aspx
http://msdn.microsoft.com/en-us/library/windows/apps/windows.devices.geolocation.geolocator.getgeopositionasync.aspx
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maintain a list of all those completed handlers. 

4. Meanwhile, the originator works to fulfill the promise. For example, the WinRT 

getGeolocationAsync API will be busy retrieving information from the device’s sensors or 

using an IP address–based method to approximate the user’s location. 

5. When the originator has the result, it has the promise object call all its completed handlers 

(received through then) with the result. 

6. Inside its completed handler, the consumer works with the data however it wants. 

As you can see, a promise is again just a programming construct that manages the relationship 

between consumer and originator. Nothing more. In fact, it’s not necessary that any asynchronous work 

is involved: a promise can be used with results that are already known. In such cases, the promise just 

adds the layer of the completed handler, which typically gets called as soon as it’s provided to the 

promise through then in step 3 rather than in step 5. While this adds overhead for known values, it 

allows both synchronous and asynchronous results to be treated identically, which is very beneficial 

with async programming in general. 

To make the core promise construct clear and also to illustrate an asynchronous operation, let’s look 

at a few examples by using a simple promise class of our own as found in the Promises example in the 

companion content. 

Don’t do what I’m about to show you Implementing a fully functional promise class on your own 

gets rather complex when you start addressing all the details, such as the need for then to return 

another promise of its own. For this reason, always use the WinJS.Promise class or one from another 

library that fully implements Promises A and allows you to easily create robust promises for your own 

asynchronous operations. The examples I’m showing here are strictly for education purposes; they do 

not implement the full specification. 

Example #1: An Empty Promise! 
Let’s say we have a function, doSomethingForNothing, whose results are an empty object, { }, 

delivered through a promise: 

//Originator code 

function doSomethingForNothing() { 

    return new EmptyPromise(); 

} 

We’ll get to the EmptyPromise class in a moment. First, assume that EmptyPromise follows the 

definition and has a then method that accepts a completed handler. Here’s how we would use the API 

in the consumer: 

 

//Consumer code 

var promise = doSomethingForNothing(); 

http://msdn.microsoft.com/en-us/library/windows/apps/br211867.aspx
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promise.then(function (results) { 

    console.log(JSON.stringify(results)); 

}); 

The output of this would be as follows: 

{} 

App.log in the example Although I’m showing console.log in the code snippets here, the Promises 

sample uses a function App.log that ties into the WinJS.log mechanism and directs output to the app 

canvas directly. This is just done so that there’s meaningful output in the running example app. 

The consumer code could be shortened to just doSomethingForNothing().then(function 

(results) { ... }); but we’ll keep the promise explicitly visible for clarity. Also note that we can 

name the argument passed to the completed handler (results above) whatever we want; it’s just a 

variable. 

Stepping through the consumer code above, we call promise.then, and sometime later the 

anonymous completed handler is called. How long that “sometime later” is, exactly, depends on the 

nature of the operation in question. 

Let’s say that doSomethingForNothing already knows that it’s going to return an empty object for 

results. In that case, EmptyPromise can be implemented as follows (and please, no comments about 

the best way to do object-oriented JavaScript): 

//Originator code 

var EmptyPromise = function () { 

    this._value = {}; 

    this.then = function (completedHandler) { 

        completedHandler(this._value); 

    } 

} 

When the originator does a new on this constructor, we get back an object that has a then method 

that accepts a completed handler. Because this promise already knows its result, its implementation of 

then just turns around and calls the given completed handler. This works no matter how many times 

then is called, even if the consumer passes that promise to another consumer.142 

Here’s how the code executes, identifying the steps in the core relationship: 

                                                             

142 The specification for then, again, stipulates that its return value is a promise that’s fulfilled when the completed handler 
returns, which is one of the bits that makes the implementation of a promise quite complicated. Clearly, we’re ignoring 

that part of the definition here; we’ll return to it in “The Full Promise Construct.” 
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Again, when a promise already knows its results, it can synchronously pass them to whatever 

completed handler it received through then. Here a promise is nothing more than an extra layer that 

delivers results through a callback rather than directly from a function. For pre-existing results, in other 

words, a promise is pure overhead. You can see this by placing another console.log call after 

promise.then, and you’ll see that the {} result is logged before promise.then returns. 

All this is implemented in scenario 1 of the Promises example. 

Example #2: An Empty Async Promise 

Using promises with known values seems like a way to waste memory and CPU cycles for the sheer joy 

of it, but promises become much more interesting when those values are obtained asynchronously.  

Let’s change the earlier EmptyPromise class to do this. Instead of calling the completed handler 

right away, we’ll do that after a timeout: 

var EmptyPromise = function () { 

    this._value = { }; 

    this.then = function (completedHandler) { 

        //Simulate async work with a timeout so that we return before calling completedHandler 

        setTimeout(completedHandler, 100, this._value); 

    } 

} 

With the same consumer code as before and suitable console.log calls, we’ll see that 

promise.then returns before the completed handler is called. Here’s the output: 

promise created 

returned from promise.then 

{} 

Indeed, all the synchronous code that follows promise.then will execute before the completed 

handler is called. This is because setTimeout has to wait for the app to yield the UI thread, even if 

that’s much longer than the timeout period itself. So, if I do something synchronously obnoxious in the 

consumer code like the following, as in scenario 2 of the Promises example: 

 

 

 



1186 

 

var promise = doSomethingForNothing(); 

console.log("promise created"); 

 

promise.then(function (results) { 

    console.log(JSON.stringify(results)); 

}); 

 

console.log("returned from promise.then"); 

 

//Block UI thread for a longer period than the timeout 

var sum = 0; 

for (var i = 0; i < 500000; i++) { 

    sum += i; 

} 

 

console.log("calculated sum = " + sum); 

the output will be: 

promise created 

returned from promise.then 

calculated sum = 1249999750000 

{} 

This tells us that for async operation we don’t have to worry about completed handlers being called 

before the current function is done executing. At the same time, if we have multiple completed 

handlers for different async operations, there’s no guarantee about the order in which they’ll complete. 

This is where you need to either nest or chain the operations, as we saw in Chapter 3. There is also a 

way to use WinJS.Promise.join to execute parallel promises but have their results delivered 

sequentially, as we’ll see later. 

Note Always keep in mind that while async operations typically spawn additional threads apart from 

the UI thread, all those results must eventually make their way back to the UI thread. If you have a 

large number of async operations running in parallel, the callbacks to the completed handlers on the 

UI thread can cause the app to become somewhat unresponsive. If this is the case, implement 

strategies to stagger those operations in time (e.g., using setTimeout or setInterval to separate 

them into batches). 

Example #3: Retrieving Data from a URI 
For a more realistic example, let’s do some asynchronous work with meaningful results from 

XMLHttpRequest, as demonstrated in scenario 3 of the Promises example: 

//Originator code 

function doXhrGet(uri) { 

    return new XhrPromise(uri); 

} 

 

var XhrPromise = function (uri) { 

    this.then = function (completedHandler) { 

        var req = new XMLHttpRequest(); 
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        req.onreadystatechange = function () { 

            if (req.readyState === 4) { 

                if (req.status >= 200 && req.status < 300) { 

                    completedHandler(req); 

                } 

 

                req.onreadystatechange = function () { }; 

            } 

        }; 

 

        req.open("GET", uri, true); 

        req.responseType = ""; 

        req.send(); 

    } 

} 

 

 

//Consumer code (note that the promise isn't explicit) 

doXhrGet("http://kraigbrockschmidt.com/blog/?feed=rss2").then(function (results) { 

    console.log(results.responseText); 

}); 

 

console.log("returned from promise.then"); 

The key feature in this code is that the asynchronous API we’re using within the promise does not 

itself involve promises, just like our use of setTimeout in the second example. XMLHttpRequest.send 

does its work asynchronously but reports status through its readystatechange event. So what we’re 

really doing here is wrapping that API-specific async structure inside the more generalized structure of 

a promise. 

It should be fairly obvious that this XhrPromise as I’ve defined it has some limitations—a real 

wrapper would be much more flexible for HTTP requests. Another problem is that if then is called more 

than once, this implementation will kick off additional HTTP requests rather than sharing the results 

among multiple consumers. So don’t use a class like this—use WinJS.xhr instead, from which I 

shamelessly plagiarized this code in the first place, or the API in Windows.Web.Http.HttpClient (see 

Chapter 4, “Web Content and Services”). 

Benefits of Promises 

Why wrap async operations within promises, as we did in the previous section? Why not just use 

functions like XMLHttpRequest straight up without all the added complexity? And why would we ever 

want to wrap known values into a promise that ultimately acts synchronously? 

First, by wrapping async operations within promises, the consuming code no longer has to know the 

specific callback structure for each API. Just in the examples we’ve written so far, methods like 

setImmediate, setTimeout, and setInterval take a callback function as an argument. 

XMLHttpRequest raises an event instead, so you have to add a callback separately through its 

http://msdn.microsoft.com/en-us/library/windows/apps/br229787.aspx
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onreadystatechange property or addEventListener. Web workers, similarly, raise a generic message 

event, and other async APIs can pretty much do what they want. By wrapping every such operation 

with the promise structure, the consuming code becomes much more consistent. 

A second reason is that when all async operations are represented by promises—and thus match 

async operations in the Windows Runtime API and WinJS—we can start combining and composing 

them in interesting ways. These scenarios are covered in Chapter 3: chaining dependent operations 

sequentially, joining promises (WinJS.Promise.join) to create a single promise that’s fulfilled when all 

the others are fulfilled, or wrapping promises together into a promise that’s fulfilled when the first one 

is fulfilled (WinJS.Promise.any). 

This is where using WinJS.Promise.as to wrap potentially known or existing values within promises 

becomes useful: they can then be combined with other asynchronous promises. In other words, 

promises provide a unified way to deal with values whether they’re delivered synchronously or 

asynchronously. 

Promises also keep everything much simpler when we start working with the full promise 

relationship, as described earlier. For one, promises provide a structure wherein multiple consumers can 

each have their own completed handlers attached to the same promise. A real promise class—unlike 

the simple ones we’ve been working with—internally maintains a list of completed handlers and calls 

all of them when the value is available. 

Furthermore, when error and progress handlers enter into the picture, as well as the ability to cancel 

an async operation through its promise, managing the differences between various async APIs becomes 

exceptionally cumbersome. Promises standardize all that, including the ability to manage multiple 

completed/error/progress callbacks along with a consistent cancel method. 

Let’s now look at a more complete promise construct, which will help us understand and appreciate 

what WinJS provides in its WinJS.Promise class! 

The Full Promise Construct 

Supporting the full promise relationship means that whatever class we use to implement a promise 

must provide additional capabilities beyond what we’ve seen so far: 

 Support for error and (if appropriate) progress handlers. 

 Support for multiple calls to then—that is, the promise must maintain an arbitrary number of 

handlers and share results between multiple consumers. 

 Support for cancellation. 

 Support for the ability to chain promises. 

As an example, let’s expand the XhrPromise class from Example #3 to support error and progress 
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handlers through its then method, as well as multiple calls to then. This implementation is also a little 

more robust (allowing null handlers) and supports a cancel method. It can be found in scenario 4 of 

the Promises example: 

var XhrPromise = function (uri) { 

    this._req = null; 

 

    //Handler lists 

    this._cList = []; 

    this._eList = []; 

    this._pList = []; 

 

    this.then = function (completedHandler, errorHandler, progressHandler) { 

        var firstTime = false; 

        var that = this; 

 

        //Only create one operation for this promise 

        if (!this._req) { 

            this._req = new XMLHttpRequest(); 

            firstTime = true; 

        } 

 

        //Save handlers in their respective arrays 

        completedHandler && this._cList.push(completedHandler); 

        errorHandler && this._eList.push(errorHandler); 

        progressHandler && this._pList.push(progressHandler); 

             

        this._req.onreadystatechange = function () { 

            var req = that._req; 

            if (req._canceled) { return; } 

 

            if (req.readyState === 4) {  //Complete 

                if (req.status >= 200 && req.status < 300) { 

                    that._cList.forEach(function (handler) { 

                        handler(req); 

                    }); 

                } else { 

                    that._eList.forEach(function (handler) { 

                        handler(req); 

                    }); 

                } 

 

                req.onreadystatechange = function () { }; 

            } else { 

                if (req.readyState === 3) {  //Some data received 

                    that._pList.forEach(function (handler) { 

                        handler(req); 

                    }); 

                } 

            } 

        }; 

 

        //Only start the operation on the first call to then 

        if (firstTime) { 
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            this._req.open("GET", uri, true); 

            this._req.responseType = ""; 

            this._req.send(); 

        } 

    }; 

 

    this.cancel = function () { 

        if (this._req != null) { 

            this._req._canceled = true; 

            this._req.abort; 

        } 

    } 

} 

The consumer of this promise can now attach multiple handlers, including error and progress as 

desired: 

//Consumer code 

var promise = doXhrGet("http://kraigbrockschmidt.com/blog/?feed=rss2"); 

console.log("promise created"); 

 

//Listen to promise with all the handlers (as separate functions for clarity) 

promise.then(completedHandler, errorHandler, progressHandler); 

console.log("returned from first promise.then call"); 

 

//Listen again with a second anonymous completed handler, the same error 

//handler, and a null progress handler to test then's reentrancy. 

promise.then(function (results) { 

    console.log("second completed handler called, response length = " + results.response.length); 

}, errorHandler, null); 

 

console.log("returned from second promise.then call"); 

 

 

function completedHandler (results) { 

    console.log("operation complete, response length = " + results.response.length); 

} 

 

function errorHandler (err) { 

    console.log("error in request"); 

} 

 

function progressHandler (partialResult) { 

    console.log("progress, response length = " + partialResult.response.length); 

} 

As you can see, the first call to then uses distinct functions; the second call just uses an inline 

anonymous complete handler and passes null as the progress handler. 

Running this code, you’ll see that we pass through all the consumer code first and the first call to 

then starts the operation. The progress handler will be called a number of times and then the 

completed handlers. The resulting output is as follows (the numbers might change depending on the 

current blog posts): 
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promise created 

returned from first promise.then call 

returned from second promise.then call 

progress, response length = 4092 

progress, response length = 8188 

progress, response length = 12284 

progress, response length = 16380 

progress, response length = 20476 

progress, response length = 24572 

progress, response length = 28668 

progress, response length = 32764 

progress, response length = 36860 

progress, response length = 40956 

progress, response length = 45052 

progress, response length = 49148 

progress, response length = 53244 

progress, response length = 57340 

progress, response length = 61436 

progress, response length = 65532 

progress, response length = 69628 

progress, response length = 73724 

progress, response length = 73763 

operation complete, response length = 73763 

second completed handler called, response length = 73763 

In the promise, you can see that we’re using three arrays to track all the handlers sent to then and 

iterate through those lists when making the necessary callbacks. Note that because there can be 

multiple consumers of the same promise and the same results must be delivered to each, results are 

considered immutable. That is, consumers cannot change those results. 

As you can imagine, the code to handle lists of handlers is going to look pretty much the same in 

just about every promise class, so it makes sense to have some kind of standard implementation into 

which we can plug the specifics of the operation. As you probably expect by now, WinJS.Promise 

provides exactly this, as well as cancellation, as we’ll see later. 

Our last concern is supporting the ability to chain promises. Although any number of asynchronous 

operations can run simultaneously, it’s a common need that results from one operation must be 

obtained before the next operation can begin—namely, when those results are the inputs to the next 

operation. As we saw in Chapter 2, “QuickStart,” this is frequently encountered when doing file I/O in 

WinRT, where you need obtain a StorageFile object, open it, act on the resulting stream, and then 

flush and close the stream, all of which are async operations. The flow of such operations can be 

illustrated as follows: 
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The nesting and chaining constructs that we saw in Chapter 3 can accommodate this need equally, 

but let’s take a closer look at both. 

Nesting Promises 

One way to perform sequential async operations is to nest the calls that start each operation within the 

completed handler of the previous one. This actually doesn’t require anything special where the 

promises are concerned. 

To see this, let’s expand upon that bit of UI-thread-blocking code from Example #2 that did a bunch 

of counting and turn it into an async operation—see scenario 5 of the Promises example: 

function calculateIntegerSum(max, step) {  

    return new IntegerSummationPromise(max, step); 

} 

 

var IntegerSummationPromise = function (max, step) {  

    this._sum = null;  //null means we haven't started the operation 

    this._cancel = false; 

 

    //Error conditions 

    if (max < 1 || step < 1) {  

        return null; 

    } 

 

    //Handler lists 

    this._cList = []; 

    this._eList = []; 

    this._pList = []; 

         

    this.then = function (completedHandler, errorHandler, progressHandler) { 

        //Save handlers in their respective arrays 

        completedHandler && this._cList.push(completedHandler); 
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        errorHandler && this._eList.push(errorHandler); 

        progressHandler && this._pList.push(progressHandler); 

        var that = this; 

 

        function iterate(args) { 

            for (var i = args.start; i < args.end; i++) { 

                that._sum += i; 

            }; 

 

            if (i >= max) { 

                //Complete--dispatch results to completed handlers 

                that._cList.forEach(function (handler) { 

                    handler(that._sum); 

                }); 

            } else { 

                //Dispatch intermediate results to progress handlers 

                that._pList.forEach(function (handler) { 

                    handler(that._sum); 

                }); 

                     

                //Do the next cycle 

                setImmediate(iterate, { start: args.end, end: Math.min(args.end + step, max) }); 

            } 

        } 

 

        //Only start the operation on the first call to then 

        if (this._sum === null) { 

            this._sum = 0; 

            setImmediate(iterate, { start: 0, end: Math.min(step, max) }); 

        } 

    }; 

 

    this.cancel = function () {  

        this._cancel = true; 

    } 

} 

The IntegerSummationPromise class here is structurally similar to the XhrPromise class in scenario 

4 to support multiple handlers and cancellation. Its asynchronous nature comes from using 

setImmediate to break up its computational cycles (meaning that it’s still running on the UI thread; 

we’d have to use a web worker to run on a separate thread). 

To make sequential async operations interesting, let’s say we get our inputs for calculateInteger-

Sum from the following function (completely contrived, of course, with a promise that doesn’t support 

multiple handlers): 

function getDesiredCount() { 

    return new NumberPromise(); 

} 

 

var NumberPromise = function () { 

    this._value = 5000; 

    this.then = function (completedHandler) { 
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        setTimeout(completedHandler, 100, this._value); 

    } 

} 

The calling (consumer) code looks like this, where I’ve eliminated any intermediate variables and 

named functions: 

getDesiredCount().then(function (count) { 

    console.log("getDesiredCount produced " + count); 

 

    calculateIntegerSum(count, 500).then(function (sum) { 

        console.log("calculated sum = " + sum); 

    }, 

 

    null,  //No error handler 

 

    //Progress handler 

    function (partialSum) { 

        console.log("partial sum = " + partialSum); 

    }); 

}); 

 

console.log("getDesiredCount.then returned"); 

The output of all this appears below, where we can see that the consumer code first executes 

straight through. Then the completed handler for the first promise is called, in which we start the 

second operation. That computation reports progress before delivering its final results:  

getDesiredCount.then returned 

getDesiredCount produced 5000 

partial sum = 124750 

partial sum = 499500 

partial sum = 1124250 

partial sum = 1999000 

partial sum = 3123750 

partial sum = 4498500 

partial sum = 6123250 

partial sum = 7998000 

partial sum = 10122750 

calculated sum = 12497500 

Although the consumer code above is manageable with one nested operation, nesting gets messy 

when more operations are involved: 

operation1().then(function (result1) { 

    operation2(result1).then(function (result2) { 

        operation3(result2).then(function (result3) { 

            operation4(result3).then(function (result4) { 

                operation5(result4).then(function (result5) { 

                    //And so on 

                }); 

            }); 

        }); 

    }); 
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}); 

Imagine what this would look like if all the completed handlers did other work between each call! 

It’s very easy to get lost amongst all the braces and indents. 

For this reason, real promises can also be chained in a way that makes sequential operations cleaner 

and easier to manage. When more than two operations are involved, chaining is typically the preferred 

approach. 

Chaining Promises 
Chaining is made possible by a couple of requirements that a part of the Promises/A spec places on the 

then function: 

This function [then] should return a new promise that is fulfilled when the given 

[completedHandler] or errorHandler callback is finished. The value returned from the callback 

handler is the fulfillment value for the returned promise. 

Parsing this, it means that any implementation of then must return a promise whose result is the 

return value of the completed handler given to then (which is particular for each call to then). With 

this characteristic, we can write consumer code in a chained manner that avoids indentation 

nightmares:  

operation1().then(function (result1) { 

    return operation2(result1) 

}).then(function (result2) { 

    return operation3(result2); 

}).then(function (result3) { 

    return operation4(result3); 

}).then(function (result4) { 

    return operation5(result4) 

}).then(function (result5) { 

    //And so on 

}); 

This structure makes it easier to read the sequence and is generally easier to work with. There’s a 

somewhat obvious flow from one operation to the next, where the return for each promise in the 

chain is essential. Applying this to the nesting example in the previous section (dropping all but the 

completed hander), we have the following: 

getDesiredCount().then(function (count) { 

    return calculateIntegerSum(count, 500); 

}).then(function (sum) { 

    console.log("calculated sum = " + sum); 

}); 

Conceptually, when we write chained promises like this, we can conveniently think of the return 

value from one completed handler as the promise that’s involved with the next then in the chain: the 

result from calculateIntegerSum shows up as the argument sum in the next completed handler. We 

went over this concept in detail in Chapter 2. 

http://wiki.commonjs.org/wiki/Promises/A
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However, at the point that getDesiredCount.then returns, we haven’t even started calculate-

IntegerSum yet. This means that whatever promise is returned from getDesiredCount.then is some 

other intermediary promise. This intermediary has its own then method and can receive its own 

completed, error, and progress handlers. But instead of waiting directly for some arbitrary 

asynchronous operation to finish, this intermediate promise is instead waiting on the results of the 

completed handler given to getDesiredCount.then. That is, the intermediate promise is a child or 

subsidiary of the promise that created it, such that it can manage its relationship on the parent’s 

completed handler. 

Looking back at the code from scenario 5 in the last section, you’ll see that none of our then 

implementations return anything (and are thus incomplete according to the spec). What would it take 

to make it right?  

Simplifying the matter for the moment by not supporting multiple calls to then, a promise class 

such as NumberPromise would look something like this: 

var NumberPromise = function () { 

    this._value = 1000; 

    this.then = function (completedHandler) {  

        setTimeout(valueAvailable, 100, this._value); 

        var that = this; 

 

        function valueAvailable(value) { 

            var retVal = completedHandler(value); 

            that._innerPromise.complete(retVal); 

        } 

 

        var retVal = new InnerPromise(); 

        this._innerPromise = retVal; 

        return retVal; 

    } 

} 

Here, then creates an instance of a promise to which we pass whatever our completed handler gives 

us. That extra InnerPromise.complete method is the private communication channel through which 

we tell that inner promise that it can fulfill itself now, which means it calls whatever completed handlers 

it received in its own then. 

So InnerPromise might start to look something like this (this is not complete): 

var InnerPromise = function (value) { 

    this._value = value; 

    this._completedHandler = null; 

    var that = this; 

 

    //Internal helper 

    this._callComplete = function (value) { 

        that._completedHandler && that._completedHandler(value); 

    } 

 

    this.then = function (completedHandler) { 
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        if (that._value) { 

            that._callComplete(that._value); 

        } else { 

            that._completedHandler = completedHandler; 

        } 

    }; 

 

    //This tells us we have our fulfillment value 

    this.complete = function (value) { 

        that._value = value; 

        that._callComplete(value); 

    } 

} 

That is, we provide a then of our own (still incomplete), which will call its given handler if the value 

is already known; otherwise it saves the completed handler away (supporting only one such handler). 

We then assume that our parent promise calls the complete method when it gets a return value from 

whatever completed handler it’s holding. When that happens, this InnerPromise object can then fulfill 

itself. 

So far so good. However, what happens when the parameter given to complete is itself a promise? 

That means this InnerPromise must wait for that other promise to finish, using yet another completed 

handler. Only then can it fulfill itself. Thus, we need to do something like this within InnerPromise: 

    //Test if a value is a promise 

    function isPromise(p) { 

        return (p && typeof p === "object" && typeof p.then === "function"); 

    } 

 

    //This tells us we have our fulfillment value 

    this.complete = function (value) { 

        that._value = value; 

 

        if (isPromise(value)) { 

            value.then(function (finalValue) { 

                that._callComplete(value); 

            }) 

        } else { 

            that._callComplete(value);  

        } 

    } 

We’re on a roll now. With this implementation, the consumer code that chains getDesiredCount 

and calculateIntegerSum works just fine, where the value of sum passed to the second completed 

handler is exactly what comes back from the computation. 

 

But we still have a problem: InnerPromise.then does not itself return a promise, as it should, 

meaning that the chain dies right here. As such, we cannot chain another operation onto the sequence.  

What should InnerPromise.then return? Well, in the case where we already have the fulfillment 
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value, we can just return ourselves (which is in the variable that). Otherwise we need to create yet 

another InnerPromise that’s wired up just as we did inside NumberPromise. 

    this._callComplete = function (value) { 

        if (that._completedHandler) { 

            var retVal = that._completedHandler(value); 

            that._innerPromise.complete(retVal);  

        } 

    } 

 

    this.then = function (completedHandler) { 

        if (that._value) { 

            var retVal = that._callComplete(that._value); 

            that._innerPromise.complete(retVal); 

            return that; 

        } else { 

            that._completedHandler = completedHandler; 

 

            //Create yet another inner promise for our return value 

            var retVal = new InnerPromise(); 

            this._innerPromise = retVal; 

            return retVal; 

        } 

    }; 

With this in place, InnerPromise supports the kind of chaining we’re looking for. You can see this in 

scenario 6 of the Promises example. In this scenario you’ll find two buttons on the page. The first runs 

this condensed consumer code: 

getDesiredCount().then(function (count) { 

    return calculateIntegerSum(count, 500); 

}).then(function (sum1) { 

    console.log("calculated first sum = " + sum1); 

    return calculateIntegerSum(sum1, 500); 

}).then(function (sum2) { 

    console.log("calculated second sum = " + sum2); 

}); 

where the output is: 

calculated first sum = 499500 

calculated second sum = 124749875250 

The second button runs the same consumer code but with explicit variables for the promises. It also 

turns on noisy logging from within the promise classes so that we can see everything that’s going on. 

For this purpose, each promise class is tagged with an identifier so that we can keep track of which is 

which. I won’t show the code, but the output is as follows: 

p1 obtained, type = NumberPromise 

InnerPromise1 created 

p1.then returned, p2 obtained, type = InnerPromise1 

InnerPromise1.then called 

InnerPromise1.then creating new promise 
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InnerPromise2 created 

p2.then returned, p3 obtained, type = InnerPromise2 

InnerPromise2.then called 

InnerPromise2.then creating new promise 

InnerPromise3 created 

p3.then returned (end of chain), returned promise type = InnerPromise3 

NumberPromise completed. 

p1 fulfilled, count = 1000 

InnerPromise1.complete method called 

InnerPromise1 calling IntegerSummationPromise.then 

IntegerSummationPromise started 

IntegerSummationPromise completed 

IntegerSummationPromise fulfilled 

InnerPromise1 calling completed handler 

p2 fulfilled, sum1 = 499500 

InnerPromise2.complete method called 

InnerPromise2 calling IntegerSummationPromise.then 

IntegerSummationPromise started 

IntegerSummationPromise completed 

IntegerSummationPromise fulfilled 

InnerPromise2 calling completed handler 

p3 fulfilled, sum2 = 124749875250 

InnerPromise3.complete method called 

InnerPromise3 calling completed handler 

This log reveals what’s going on in the chain. Because each operation in the sequence is 

asynchronous, we don’t have any solid values to pass to any of the completed handlers yet. But to 

execute the chain of then calls—which all happens a synchronous sequence—there has to be some 

promise in there to do the wiring. That’s the purpose of each InnerPromise instance. So, in the first 

part of this log you can see that we’re basically creating a stack of these InnerPromise instances, each 

of which is waiting on another. 

Once all the then methods return and we yield the UI thread, the async operations can start to fulfill 

themselves. You can see that the NumberPromise gets fulfilled, which means that InnerPromise1 can 

be fulfilled with the return value from our first completed handler. That happens to be an Integer-

SummationPromise, so InnerPromise1 attaches its own completed handler. When that handler is 

called, InnerPromise1 can call the second completed handler in the consumer code. The same thing 

then happens again with InnerPromise2, and so on, until the stack of inner promises are all fulfilled. 

It’s at this point that we run out of completed handlers to call and the chain comes to an end. 

In short, having then methods return another promise to allow chaining basically means that a 

chain of async operations builds a stack of intermediate promises to manage the connections between 

as-yet-unfulfilled promises and their completed handlers. As results start to come in, that stack is  

 

unwound such that the intermediate results are passed to the appropriate handler so that the next 

async operation can begin. 

Let me be very clear about what we’ve done so far: the code above shows how chaining really works 

in the guts of promises, and yet we still have a number of unsolved problems: 
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 InnerPromise.then can manage only a single completed handler and doesn’t provide for error 

and progress handlers. 

 There’s no provision for handling exceptions in a completed handler, as specified by Promises A. 

 There’s no provision for cancellation of the chain—namely, that canceling the promise 

produced by the chain as a whole should also cancel all the other promises involved. 

 Some code structures are repeated, so some kind of consolidation seems appropriate. 

 This code hasn’t been fully tested. 

I will openly admit that I’m not right kind of developer to solve such problems—I’m primarily a 

writer! A number of subtle issues start to arise when you put this kind of thing into practice, but 

fortunately some software engineers adore this kind of a challenge, and fortunately a number of them 

work in the WinJS team. As a result, they’ve done all the hard work for us within the WinJS.Promise 

class. And we’re now ready to see—and fully appreciate!—what that library provides. 

Promises in WinJS (Thank You, Microsoft!) 

When writing Windows Store apps in JavaScript, promises pop up anytime an asynchronous API is 

involved and even at other times. Those promises all meet the necessary specifications, because their 

underlying classes are supplied by the operating system, which is to say, WinJS. From the consuming 

code’s point of view, then, these promises can be used to their fullest extent possible: nested, chained, 

joined, and so forth. These promises can also be trusted to manage any number of handlers, to 

correctly process errors, and basically to handle any other subtleties that might arise. 

I say all this because the authors of WinJS have gone to great effort to provide highly robust and 

complete promise implementations, and this means there is really no need to implement custom 

promise classes of your own. WinJS provides an extensible means to wrap any kind of async operation 

within a standardized and well-tested promise structure, so you can focus on the operation and not on 

the surrounding construct. 

We’ve already covered most of the consumer-side WinJS surface area for promises in Chapter 3, 

including all the static methods of the WinJS.Promise object: is, theneach, as, timeout, join, and 

any. The latter of these are basically shortcuts to create promises for common scenarios. Scenario 7 of 

the Promises example gives a short demonstration of many of these. 

 

In Chapter 4 we also saw the WinJS.xhr function that wraps XMLHttpRequest operations in a 

promise, which is a much better choice than the wrapper we have in scenario 4 of the Promises 

example (though we might go all the way and use Windows.Web.Http.HttpClient instead). Here, in 

fact, is the equivalent (and condensed) consumer code from scenario 7 that matches that of scenario 4: 

 

http://msdn.microsoft.com/en-us/library/windows/apps/br229787.aspx
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var promise = WinJS.xhr("http://kraigbrockschmidt.com/blog/?feed=rss2"); 

promise.then(function (results) { 

    console.log("complete, response length = " + results.response.length); 

}, 

function (err) { 

    console.log("error in request: " + JSON.stringify(err)); 

}, 

function (partialResult) { 

    console.log("progress, response length = " + partialResult.response.length); 

}); 

What’s left for us to discuss is the instantiable WinJS.Promise class itself, with which you can, as an 

originator, easily wrap any async operation of your own in a full promise construct. 

Note The entire source code for WinJS promises can be found in its base.js file, accessible through any 

app project that has a reference to WinJS. (In Visual Studio’s Solution Explorer, expand References > 

Windows Library For JavaScript > js under a project, and you’ll see base.js.) 

The WinJS.Promise Class 

Simply said, WinJS.Promise is a generalized promise class that allows you to focus on the nature of a 

custom async operation, leaving WinJS.Promise to deal with the promise construct itself, including 

implementations of then and cancel methods, management of handlers, and handling complex 

cancellation processes involved with promise chains. 

As a comparison, in scenario 6 of the Promises example we created distinct promise classes that the 

getDesiredCount and calculateIntegerSum functions use to implement their async behavior. All 

that code got to be rather intricate, which means it will be hard to debug and maintain! With 

WinJS.Promise, we can dispense with those separate promise classes altogether. Instead, we just 

implement the operations directly within a function like calculateIntegerSum. This is how it now 

looks in scenario 8 (omitting bits of code to handle errors and cancellation, and pulling in the code 

from default.js where the implementation is shared with other scenarios): 

function calculateIntegerSum(max, step) { 

    //The WinJS.Promise constructor's argument is a function that receives  

    //dispatchers for completed, error, and progress cases. 

    return new WinJS.Promise(function (completeDispatch, errorDispatch, progressDispatch) { 

        var sum = 0; 

 

        function iterate(args) { 

            for (var i = args.start; i < args.end; i++) { 

                sum += i; 

            }; 

 

            if (i >= max) { 

                //Complete--dispatch results to completed handlers 

                completeDispatch(sum); 

            } else { 

                //Dispatch intermediate results to progress handlers 

                progressDispatch(sum); 

http://msdn.microsoft.com/en-us/library/windows/apps/br211866.aspx
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                setImmediate(iterate, { start: args.end, end: Math.min(args.end + step, max) }); 

            } 

        } 

             

        setImmediate(iterate, { start: 0, end: Math.min(step, max) }); 

    }); 

} 

Clearly, this function still returns a promise, but it’s an instance of WinJS.Promise that’s essentially 

been configured to perform a specific operation. That “configuration,” if you will, is supplied by the 

function we passed to the WinJS.Promise constructor, referred to as the initializer. The core of this 

initializer function does exactly what we did with IntegerSummationPromise.then in scenario 6. The 

great thing is that we don’t need to manage all the handlers nor the details of returning another 

promise from then. That’s all taken care of for us. Whew! 

All we need is a way to tell WinJS.Promise when to invoke the completed, error, and progress 

handlers it’s managing on our behalf. That’s exactly what’s provided by the three dispatcher arguments 

given to the initializer function. Calling these dispatchers will invoke whatever handlers the promise has 

received through then or done, just like we did manually in scenario 6. And again, we no longer need 

to worry about the structure details of creating a proper promise—we can simply concentrate on the 

core functionality that’s unique to our app. 

By the way, a helper function like WinJS.Promise.timeout also lets us eliminate a custom promise 

class like the NumberPromise we used in scenario 6 to implement the getDesiredCount. We can now 

just do the following (taken from scenario 8, which matches the quiet output of scenario 6 with a lot 

less code!): 

function getDesiredCount() { 

    return WinJS.Promise.timeout(100).then(function () { return 1000; }); 

} 

To wrap up, a couple of other notes on WinJS.Promise: 

 Doing new WinJS.Promise() (with no parameters) will throw an exception: an initializer 

function is required. 

 If you don’t need the errorDispatcher and progressDispatcher methods, you don’t need to 

declare them as arguments in your function. JavaScript is nice that way! 

 Any promise you get from WinJS (or WinRT for that matter) has a standard cancel method that 

cancels any pending async operation within the promise, if cancellation is supported. It has no 

effect on promises that contain already-known values. 

 To support cancellation, the WinJS.Promise constructor also takes an optional second 

argument: a function to call if the promise’s cancel method is called. Here you halt whatever 

operation is underway. The full calculateIntegerSum function of scenario 8, for example 

(again, it’s in default.js), has a simple function to set a  _cancel variable that the iteration loop 

checks before calling its next setImmediate. 
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Originating Errors with WinJS.Promise.WrapError 
In Chapter 3 we learned about handling async errors as a consumer of promises and the role of the 

done method vs. then. When originating a promise, we need to make sure that we cooperate with how 

all that works. 

When implementing an async function, you must handle two different error conditions. One is 

obvious: you encounter something within the operation that causes it to fail, such as a  network 

timeout, a buffer overrun, the inability to access a resource, and so on. In these cases you call the error 

dispatcher (the second argument given to your initialization function by the WinJS.Promise 

constructor), passing an error object that describes the problem. That error object is typically created 

with WinJS.ErrorFromName (using new), using an error name and a message, but this is not a strict 

requirement. WinJS.xhr, for example, passes the request object directly to the error handler because 

that object contains much richer information already. 

To contrive an example, if calculateIntegerSum (from default.js) encountered some error while 

processing its operation, it would do the following: 

if (false /* replace with any necessary error check -- we don't have any here*/) { 

    errorDispatch(new WinJS.ErrorFromName("calculateIntegerSum", "error occurred")); 

} 

The other error condition is more interesting. What happens when a function that normally returns a 

promise encounters a problem such that it cannot create its usual promise? It can’t just return null, 

because that would make it very difficult to chain promises together. What it needs to do instead is 

return a promise that already contains an error, meaning that it will immediately call any error handlers 

given to its then. 

For this purpose, WinJS has a special function WinJS.Promise.wrapError whose argument is an 

error object (again typically a WinJS.ErrorFromName). wrapError creates a promise that has no 

fulfillment value and will never call a completed handler. It will pass its error to any error handler only if 

you call then or done. Still, its then function must yet return a promise itself; in this case it returns a 

promise whose fulfillment value is the error object. 

For example, if calculateIntegerSum receives max or step arguments that are less than 1, it has to 

fail and can just return a promise from wrapError (see default.js): 

if (max < 1 || step < 1) { 

    var err = new WinJS.ErrorFromName("calculateIntegerSum (scenario 7)" 

        , "max and step must be 1 or greater"); 

    return WinJS.Promise.wrapError(err); 

} 

The consumer code looks like this, as found in scenario 8: 

calculateIntegerSum(0, 1).then(function (sum) { 

    console.log("calculateIntegerSum(0, 1) fulfilled with " + sum); 

}, function (err) { 

    console.log("calculateIntegerSum(0, 1) failed with error: '" + err.message +"'"); 

http://msdn.microsoft.com/en-us/library/windows/apps/br211689.aspx
http://msdn.microsoft.com/en-us/library/windows/apps/br229784.aspx
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    return "value returned from error handler"; 

}).then(function (value) { 

    console.log("calculateIntegerSum(0, 1).then fulfilled with: '" + value + "'"); 

}); 

Some tests in scenario 8 show this output: 

calculateintegersum(0, 1) failed with error: 'max and step must be 1 or greater' 

calculateIntegerSum(0, 1).then fulfilled with: 'value returned from error handler' 

Another way that an asynchronous operation can fail is by throwing an exception rather than calling 

the error dispatcher directly. This is important with async WinRT APIs, as those exceptions can occur 

deep down in the operating system. WinJS accommodates this by wrapping the exception itself into a 

promise that can then be involved in chaining. The exception just shows up in the consumer’s error 

handler. 

Speaking of chaining, WinJS makes sure that errors are propagated through the chain to the error 

handler given to the last then/done in the chain, allowing you to consolidate your handling there. This 

is why promises from wrapError are themselves fulfilled with the error value, which they send to their 

completed handlers instead of the error handlers. 

However, because of some subtleties in the JavaScript projection layer for the WinRT APIs, 

exceptions thrown from async operations within a promise chain will get swallowed and will not surface 

in that last error handler. Mind you, this doesn’t happen with a single promise and a single call to then, 

nor with nested promises, but most of the time the consumer is chaining multiple operations. Such is 

why we have the done method alongside then. By using this in the consumer at the end of a promise 

chain, you ensure that any error in the chain is propagated to the error handler given to done. 

Some Interesting Promise Code 

Finally, now that we’ve thoroughly explored promises both in and out of WinJS, we’re ready to dissect 

various pieces of code involving promises and understand exactly what they do, beyond the basics of 

chaining that we’ve seen. 

Delivering a Value in the Future: WinJS.Promise.timeout 

To start with a bit of review, the simple WinJS.Promise.timeout(<n>).then(function () { 

<value> }); pattern delivers a known value at some time in the future: 

var p = WinJS.Promise.timeout(1000).then(function () { return 12345; }); 

Of course, you can return another promise inside the first completed handler and chain more then 

calls, which is just an example of standard chaining. 
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Internals of WinJS.Promise.timeout 
The first two cases of WinJS.Promise.timeout, timeout() and timeout(n), are implemented as 

follows, using a new instance of WinJS.Promise where the initializer calls either setImmediate or 

setTimeout(n): 

// Used for WinJS.Promise.timeout() and timeout(n) 

function timeout(timeoutMS) { 

    var id; 

    return new WinJS.Promise( 

        function (c) { 

            if (timeoutMS) { 

                id = setTimeout(c, timeoutMS); 

            } else { 

                setImmediate(c); 

            } 

        }, 

        function () { 

            if (id) { 

                clearTimeout(id); 

            } 

        } 

    ); 

} 

The WinJS.Promise.timeout(n, p) form is more interesting. As before, it fulfills p if it happens 

within n milliseconds; otherwise p is canceled. Here’s the core of its implementation: 

function timeoutWithPromise(timeout, promise) { 

    var cancelPromise = function () { promise.cancel(); } 

    var cancelTimeout = function () { timeout.cancel(); } 

    timeout.then(cancelPromise); 

    promise.then(cancelTimeout, cancelTimeout); 

    return promise; 

} 

The timeout argument comes from calling WinJS.Promise.timeout(n), and promise is the p from 

WinJS.Promise.timeout(n, p). As you can see, promise is just returned directly. However, see how 

the promise and the timeout are wired together. If the timeout promise is fulfilled first, it calls 

cancelPromise to cancel promise. On the flipside, if promise is fulfilled first or encounters an error, it 

calls cancelTimeout to cancel the timer. 

Parallel Requests to a List of URIs 

If you need to retrieve information from multiple URIs in parallel, here’s a little snippet that gets a 

WinJS.xhr promise for each and joins them together: 

// uris is an array of URI strings 

WinJS.Promise.join( 

    uris.map(function (uri) { return WinJS.xhr({ url: uri }); }) 

).then(function (results) { 
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    results.forEach(function (result, i) { 

        console.log("uri: " + uris[i] + ", " + result); 

    }); 

}); 

The array map method simply generates a new array with the results of the function you give it 

applied to each item in the original array. This new array becomes the argument to join, which is 

fulfilled with an array of results. 

You can of course replace WinJS.xhr with Windows.Web.Http.HttpClient.get* methods (see 

Chapter 4 in the section “Using Windows.Web.Http.HttpClient”) or use any other array of input values 

for uris and any other async method for that matter. 

Parallel Promises with Sequential Results 

WinJS.Promise.join and WinJS.Promise.any work with parallel promises—that is, with parallel 

async operations. The promise returned by join will be fulfilled when all the promises in an array are 

fulfilled. However, those individual promises can themselves be fulfilled in any given order. What if you 

have a set of operations that can execute in parallel but you want to process their results in a well -

defined order—namely, the order that their promises appear in an array? 

The trick is to basically join each subsequent promise to all of those that come before it, and the 

following bit of code does exactly that. Here, list is an array of values of some sort that are used as 

arguments for some promise-producing async call that I call doOperation: 

list.reduce(function callback (prev, item, i) { 

    var result = doOperation(item); 

    return WinJS.Promise.join({ prev: prev, result: result}).then(function (v) { 

        console.log(i + ", item: " + item+ ", " + v.result); 

    }); 

}) 

To understand this code, we have to first understand how the array’s reduce method works, 

because it’s slightly tricky. For each item in the array, reduce calls the function you provide as its 

argument, which I’ve named callback for clarity. This callback receives four arguments (only three of 

which are used in the code): 

 

 

 prev The value that’s returned from the previous call to callback. For the first item, prev is 

null. 

 item The current value from the array. 

 i The index of item in the list. 

 source The original array. 

It’s also important to remember that WinJS.Promise.join can accept a list in the form of an 

http://msdn.microsoft.com/en-us/library/ie/ff679975(v=vs.94).aspx
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object, as shown here, as well as an array (it uses Object.keys(list).forEach to iterate). 

To make this code clearer, it helps to write it out with explicit promises: 

list.reduce(function callback (prev, item, i) { 

    var opPromise = doOperation(item); 

    var join = WinJS.Promise.join({ prev: prev, result: opPromise}); 

 

    return join.then(function completed (v) { 

        console.log(i + ", item: " + item+ ", " + v.result); 

    }); 

}) 

By tracing through this code for a few items in list, we’ll see how we build the sequential 

dependencies. 

For the first item in the list, we get its opPromise and then join it with whatever is contained in 

prev. For this first item prev is null, so we’re essentially joining, to express it in terms of an array, 

[WinJS.Promise.as(null), opPromise]. But notice that we’re not returning join itself. Instead, 

we’re attaching a completed handler (which I’ve called completed) to that join and returning the 

promise from its then. 

Remember that the promise returned from then will be fulfilled when the completed handler 

returns. This means that what we’re returning from callback is a promise that’s not completed until 

the first item’s completed handler has processed the results from opPromise. And if you look back at 

the result of a join, it’s fulfilled with an object that contains the results from the promises in the original 

list. That means that the fulfillment value v will contain both a prev property and a result property, 

the values of which will be the values from prev (which is null) and opPromise. Therefore v.result is 

the result of opPromise. 

Now see what happens for the next item in list. When callback is invoked this time, prev 

contains the promise from the previous join.then. So, in the second pass through callback we create 

a new join of opPromise
2
 and opPromise

1
.then. As a result, this join will not complete until both 

opPromise
2
 is fullfilled and the completed handler for opPromise

1
 returns. Voila! The completed

2
 

handler we now attach to this join will not be called until after completed
1
 has returned. 

 

 

In short, the same dependencies continue to be built up for each item in list—the promise from 

join.then for item n will not be fulfilled until completed
n
 returns, and we’ve guaranteed that the 

completed handlers will be called in the same sequence as list. 

A working example of this construct using calculateIntegerSum and an array of numbers can be 

found in scenario 9 of the Promises example. The numbers are intentionally set so that some of the 

calculations will finish before others, but you can see that the results are delivered in order. 
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Constructing a Sequential Promise Chain from an Array 
A similar construct to the one in the previous section is to use the array’s reduce method to build up a 

promise chain from an array of input arguments such that each async operation doesn’t start before 

the previous one is complete. Scenario 10 of the Promises example demonstrates this: 

//This just avoids having the prefix everywhere 

var calculateIntegerSum = App.calculateIntegerSum; 

 

//This op function attached other arguments to each call 

var op = function (arg) { return calculateIntegerSum(arg, 100); }; 

 

//The arguments we want to process 

var args = [1000000, 500000, 300000, 150000, 50000, 10000]; 

 

//This code creates a parameterized promise chain from the array of args and the async call 

//in op. By using WinJS.Promise.as for the initializer we can just call p.then inside 

//the callback. 

var endPromise = args.reduce(function (p, arg) { 

    return p.then(function (r) { 

        //The first result from WinJS.Promise.as will be undefined, so skip logging 

        if (r !== undefined) { App.log("operation completed with results = " + r) }; 

 

        return op(arg);  

    }); 

}, WinJS.Promise.as()); 

 

//endPromise is fulfilled with the last operation's results when the whole chain is complete. 

endPromise.done(function (r) { 

    App.log("Final promise complete with results = " + r); 

}); 

PageControlNavigator._navigating (Page Control Rendering) 

The final piece of code we’ll look at in this appendix comes from the navigator.js  file that’s included 

with the Visual Studio templates that employ WinJS page controls. This is an event handler for the 

WinJS.Navigation.onnavigating event, and it performs the actual loading of the target page (using 

WinJS.UI.Pages.render to load it into a newly created div, which is then appended to the DOM) and 

unloading of the current page (by removing it from the DOM): 

 

_navigating: function (args) { 

    var newElement = this._createPageElement(); 

    var parentedComplete; 

    var parented = new WinJS.Promise(function (c) { parentedComplete = c; }); 

 

    this._lastNavigationPromise.cancel(); 

 

    this._lastNavigationPromise = WinJS.Promise.timeout().then(function () { 

        return WinJS.UI.Pages.render(args.detail.location, newElement, 

            args.detail.state, parented); 

    }).then(function parentElement(control) { 
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        var oldElement = this.pageElement; 

        if (oldElement.winControl && oldElement.winControl.unload) { 

            oldElement.winControl.unload(); 

        } 

        WinJS.Utilities.disposeSubTree(this._element); 

        this._element.appendChild(newElement); 

        this._element.removeChild(oldElement); 

        oldElement.innerText = ""; 

        parentedComplete(); 

    }.bind(this)); 

 

    args.detail.setPromise(this._lastNavigationPromise); 

}, 

First of all, this code cancels any previous navigation that might be happening, then creates a new 

one for the current navigation. The args.detail.setPromise call at the end is the WinJS deferral 

mechanism that’s used in a number of places. It tells WinJS.Navigation.onnavigating to defer its 

default process until the given promise is fulfilled. In this case, WinJS waits for this promise to be 

fulfilled before raising the subsequent navigated event. 

Anyway, the promise in question here is what’s produced by a WinJS.Promise.timeout().-

then().then() sequence. Starting with a timeout() promise means that the process of rendering a 

page control first yields the UI thread via setImmediate, allowing other work to complete before we 

start the rendering process. 

After yielding, we then enter into the first completed handler that starts rendering the new page 

control into newElement with WinJS.UI.Pages.render. Rendering is an async operation itself (it 

involves a file loading operation, for one thing), so render returns a promise. At this point, newElement 

is an orphan—it’s not yet part of the DOM, just an object in memory—so all this rendering is just a 

matter of loading up the page control’s contents and building that standalone chunk of DOM. 

When render completes, the next completed handler in the chain, which is actually named 

parentElement (“parent” in this case being a verb), receives the newly loaded page control object. 

This code doesn’t make use of this argument, however, because it knows that it’s the contents of 

newElement (newElement.winControl, to be precise). So we now unload any page control that’s 

currently loaded (that.pageElement.winControl), calling its unload method, if available, and also 

making sure to free up event listeners and whatnot with WinJS.Utilities.disposeSubtree. Then we  

 

can attach the new page’s contents to the DOM and remove the previous page’s contents. This means 

that the new page contents will appear in place of the old the next time the rendering engine gets a 

chance to do its thing. 

Finally, we call this function parentedComplete. This last bit is really a wiring job so that WinJS will 

not invoke the new page’s ready method until it’s been actually added to the DOM. This means that 

we need a way for WinJS to hold off making that call until parenting has finished. 
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Earlier in _navigating, we created a parentedPromise variable, which was then given as the fourth 

parameter to WinJS.UI.Pages.render. This parentedPromise is very simple: we’re just calling new 

WinJS.Promise and doing nothing more than saving its completed dispatcher in the parented-

Complete variable, which is what we call at the end of the process.  

For this to serve any purpose, of course, someone needs to call parentedPromise.then and attach 

a completed handler. A WinJS page control does this, and all its completed handler does is call ready. 

Here’s how it looks in base.js:  

this.renderComplete.then(function () { 

    return parentedPromise; 

}).then(function Pages_ready() { 

    that.ready(element, options); 

}) 

In the end, this whole _navigating code is just saying, “After yielding the UI thread, asynchronously 

load up the new page’s HTML, add it to the DOM, clean out and remove the old page from the DOM, 

and tell WinJS that it can call the new page’s ready method, because we’re not calling it directly 

ourselves.” 

Bonus: Deconstructing the ListView Batching Renderer 

The last section of Chapter 7, titled “Template Functions (Part 2): Optimizing Item Rendering,” talks 

about the multistage batching renderer found in scenario 1 of the HTML ListView optimizing 

performance sample. The core of the renderer is a function named thumbnailBatch, whose purpose is 

to return a completed handler for an async promise chain in the renderer: 

renderComplete: itemPromise.then(function (i) { 

    item = i; 

    // ... 

    return item.ready; 

}).then(function () { 

    return item.loadImage(item.data.thumbnail); 

}).then(thumbnailBatch() 

).then(function (newimg) { 

    img = newimg; 

    element.insertBefore(img, element.firstElementChild); 

    return item.isOnScreen(); 

}).then(function (onscreen) { 

    //... 

}) 

To understand how this works, we first need a little more background as to what we’re trying to 

accomplish. If we just had a ListView with a single item, various loading optimizations wouldn’t be 

noticeable. But ListViews typically have many items, and the rendering function is called for each one. 

In the multistage renderer described in Chapter 7, the rendering of each item kicks off an async 

item.loadImage operation to download its thumbnail from an arbitrary URI, and each operation can 

http://code.msdn.microsoft.com/windowsapps/ListView-performance-39fb71f0
http://code.msdn.microsoft.com/windowsapps/ListView-performance-39fb71f0


1211 

 

take an arbitrary amount of time. For the list as a whole, we might have a bunch of simultaneous 

loadImage calls going on, with the rendering of each item waiting on the completion of its particular 

thumbnail. So far so good. 

An important characteristic that’s not at all visible in the multistage renderer, however, is that the 

img element for the thumbnail is already in the DOM, and the loadImage function will set that image’s 

src attribute as soon as the download has finished. This in turn triggers an update in the rendering 

engine as soon as we return from the rest of the promise chain. 

It’s possible, then, that a bunch of thumbnails could come back to the UI thread within a short 

amount of time. This will cause excess churn in the rendering engine and poor visual performance. To 

avoid this churn, we need to create and initialize the img elements before they’re in the DOM, and then 

we need to add them in batches such that they’re all handled in a single rendering pass. 

This is the purpose of the function in the sample called createBatch, which is called just once to 

produce the oft-used thumbnailBatch function: 

var thumbnailBatch; 

thumbnailBatch = createBatch(); 

As shown above, a call to this thumbnailBatch function, as I’ll refer to it from here on, is inserted 

into the promise chain of the renderer. This purpose of this insertion, given the nature of the batching 

code that we’ll see shortly, is to group together a set of loaded img elements, releasing them for further 

processing at suitable intervals. Again, just looking at the promise chain in the renderer, a call to 

thumbnailBatch() must return a completed handler function that accepts, as a result, whatever 

loadImage produces (an img element). In this case, loadImage is creating that img element for us, 

unlike the previous multistage renderer that uses one that’s already in the DOM. 

Because the call to thumbnailBatch is in a chain, the completed handler it produces must also 

return a promise whose the fulfillment value (looking at the next step in the chain) must be an img 

element that can then be added to the DOM as part of a batch. 

Now let’s see how that batching works. Here’s the createBatch function in its entirety: 

function createBatch(waitPeriod) { 

    var batchTimeout = WinJS.Promise.as(); 

    var batchedItems = []; 

 

    function completeBatch() { 

        var callbacks = batchedItems; 

        batchedItems = []; 

        for (var i = 0; i < callbacks.length; i++) { 

            callbacks[i](); 

        } 

    } 

 

    return function () { 

        batchTimeout.cancel(); 

        batchTimeout = WinJS.Promise.timeout(waitPeriod || 64).then(completeBatch); 
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        var delayedPromise = new WinJS.Promise(function (c) { 

            batchedItems.push(c); 

        }); 

 

        return function (v) { 

            return delayedPromise.then(function () { 

                return v; 

            }); 

        }; 

    }; 

} 

Again, createBatch is called just once and its thumbnailBatch result is called for every item in the 

list. The completed handler that thumbnailBatch generates is then called whenever a loadImage 

operation completes. 

Such a completed handler might just as easily have been inserted directly into the rendering 

function, but what we’re trying to do here is coordinate activities across multiple items rather than just 

on a per-item basis. This coordination is achieved through the two variables created and initialized at 

the beginning of createBatch: batchedTimeout, initialized as an empty promise, and batchedItems, 

initialized an array of functions that’s initially empty. createBatch also declares a function, 

completeBatch, that simply empties batchedItems, calling each function in the array: 

    function completeBatch() { 

        //Copy and clear the array so that the next batch can start to accumulate 

        //while we're processing the previous one. 

        var callbacks = batchedItems; 

        batchedItems = []; 

        for (var i = 0; i < callbacks.length; i++) { 

            callbacks[i](); 

        } 

    } 

Now let’s see what happens within thumbnailBatch (the function returned from createBatch), 

which is again called for each item being rendered. First, we cancel any existing batchedTimeout and 

immediately re-create it: 

        batchTimeout.cancel(); 

        batchTimeout = WinJS.Promise.timeout(waitPeriod || 64).then(completeBatch); 

The second line shows the future delivery/fulfillment pattern discussed earlier: it says to  call 

completeBatch after a delay of waitPeriod milliseconds (with a default of 64ms). This means that so 

long as thumbnailBatch is being called again within waitPeriod of a previous call, batchTimeout will 

be reset to another waitPeriod. And because thumbnailBatch is called only after an item.loadImage 

call completes, we’re effectively saying that any loadImage operations that complete within waitPeriod 

of the previous one will be included in the same batch. When there’s a gap longer than waitPeriod, the 

batch is processed (images are added to the DOM) and the next batch begins. 

After handling this timeout business, thumbnailBatch creates a new promise that simply pushes the 

complete dispatcher function into the batchedItems array: 
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        var delayedPromise = new WinJS.Promise(function (c) { 

            batchedItems.push(c); 

        }); 

Remember that a promise is just a code construct, and that’s all we have here. The newly created 

promise has no async behavior in and of itself: we’re just adding the complete dispatcher function, c, to 

batchedItems. But, of course, we don’t do anything with the dispatcher until batchedTimeout 

completes (asynchronously), so there is in fact an async relationship here. When the timeout happens 

and we clear the batch (inside completeBatch), we’ll invoke any completed handlers given elsewhere 

to delayedPromise.then. 

This brings us to the last line of code in createBatch, which is the function that thumbnailBatch 

actually returns. This function is exactly the completed handler that gets inserted into the renderer’s 

whole promise chain: 

        return function (v) { 

            return delayedPromise.then(function () { 

                return v; 

            }); 

        }; 

In fact, let’s put this piece of code directly into the promise chain so that we can see the resulting 

relationships: 

                return item.loadImage(item.data.thumbnail); 

            }).then(function (v) { 

                return delayedPromise.then(function () { 

                    return v; 

                }); 

            ).then(function (newimg) { 

Now we can see that the argument v is the result of item.loadImage, which is the img element 

created for us. If we didn’t want to do batching, we could just say return WinJS.Promise.as(v) and 

the whole chain would still work: v would then be passed on synchronously and show up as newimg in 

the next step. 

 

 

Instead, however, we’re returning a promise from delayedPromise.then that won’t be fulfilled—

with v—until the current batchedTimeout is fulfilled. At that time—when again there’s a gap of 

waitPeriod between loadImage completions—those img elements are delivered to the next step in the 

chain where they’re added to the DOM. 

And that’s it. Now you know! 
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Appendix B 

WinJS Extras 

In this appendix: 

 Exploring WinJS.Class Patterns 

 Obscure WinJS Features 

 Extended Splash Screens 

 Custom Layouts for the ListView Control 

Exploring WinJS.Class Patterns 

Much has been written in the community about object-oriented JavaScript, and various patterns have 

emerged to accomplish with JavaScript’s flexible nature the kinds of behaviors that are built directly 

into languages like C++. Having done more C++ than functional programming in the past, I’ve found 

the object-oriented approach to be more familiar and comfortable. If you are in the same camp, you’ll 

find that the WinJS.Class API encapsulates much of what you need. 

WinJS.Class.define 

One place object-oriented programmers quickly hit a bump in JavaScript is the lack of a clear “class” 

construct—that is, the definition of a type of object that can be instantiated. JavaScript, in short, has no 

class keyword. Instead, it has functions, and only functions. Conveniently, however, if you create a 

function that populates members of its this variable, the name of that function works exactly like the 

name of a class such that you can create an instance with the new operator. 

To borrow a snippet of code from Eloquent JavaScript (a book I like for its depth and brevity, and 

which is also available for free in electronic form—thank you Marijn!), take the following function 

named Rabbit: 

function Rabbit(adjective) { 

    this.adjective = adjective; 

    this.speak = function (line) { 

        print("The ", this.adjective, " rabbit says '", line, "'"); 

    }; 

} 

By itself, this function doesn’t do anything meaningful. You can call it from wherever and this will 

end up being your global context. Maybe handy if you like to pollute the global namespace! 

 

 

http://eloquentjavascript.net/
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When used with the new operator, on the other hand, the function becomes an object constructor 

and effectively defines a class as we know in object-oriented programming. For example: 

var fuzzyBunny = new Rabbit("cutie"); 

fuzzyBunny.speak("nibble, nibble!"); 

As Marijn points out, using new with a constructor function like this has a nice side effect that assigns 

the object’s constructor property with the constructor function itself. This is not true if you just create 

a function that returns a newly instantiated object.  

To make our class even more object-oriented, the other thing that we typically do is assign default 

values to properties and assign methods within the class, rather than on individual instances. In the first 

example above, each instance gets a new copy of the anonymous function assigned to speak. It would 

be better to define that function such that a single copy is used by the different instances of the class. 

This is accomplished by assigning the function to the class’s prototype: 

function Rabbit(adjective) { 

    this.adjective = adjective; 

} 

Rabbit.prototype.speak = function (line) { 

    print("The ", this.adjective, " rabbit says '", line, "'"); 

}; 

Of course, having to write this syntax out for each and every member of the class that’s shared 

between instances is both cumbersome and prone to errors. Personally, I also like to avoid messing 

with prototype because you can really hurt yourself if you’re not careful. 

WinJS provides a helper that provides a cleaner syntax as well as clear separation between the 

constructor function, instance members, and static members: WinJS.Class.define: 

var ClassName = WinJS.Class.define(constructor, instanceMembers, staticMembers); 

where constructor is a function and instanceMembers and staticMembers are both objects. The general 

structure you see in code looks like this (you can find many examples in the WinJS source code itself):  

var ClassName = WinJS.Class.define( 

    function ClassName_ctor() { //adding _ctor is conventional 

    }, 

    { 

        //Instance members 

    }, 

    { 

        //Static members 

    } 

); 

Because many classes don’t have static members, the third parameter is often omitted. Also, if you 

pass null as the constructor, WinJS will substitute an empty function in its place. You can see this in 

the WinJS source code for define (base.js, comments added): 

 

http://msdn.microsoft.com/library/windows/apps/br229813.aspx
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function define(constructor, instanceMembers, staticMembers) { 

    constructor = constructor || function () { }; 

    //Adds a supportedForProcessing property set to true. This is needed by 

    //WinJS.UI.process[All], WinJS.Binding.process, and WinJS.Resources.process. 

    WinJS.Utilities.markSupportedForProcessing(constructor); 

    if (instanceMembers) { 

        initializeProperties(constructor.prototype, instanceMembers); 

    } 

    if (staticMembers) { 

        initializeProperties(constructor, staticMembers); 

    } 

    return constructor; 

} 

You can also see how define treats static and instance members (initializeProperties is a 

helper that basically iterates the object in the second parameter and copies its members to the object 

in the first). Static members are specifically added as properties to the class function itself, 

constructor. This means they exist singularly on that object—if you change them anywhere, those 

changes apply to all instances. I consider that a rather dangerous practice, so I like to consider static 

members as read-only.  

Instance members, on the other hand, are specifically added to constructor.prototype, so they 

are defined just once (especially in the case of methods) while still giving each individual instance a 

copy of the properties that can be changed without affecting other instances.  

You can see, then, that WinJS.Class.define is just a helper: you can accomplish everything it does 

with straight JavaScript, but you end up with code that’s generally harder to maintain. Indeed, the team 

that wrote WinJS needed these structures for themselves to avoid making lots of small mistakes. But 

otherwise there is nothing magical about define, and you can use it in your own app code or not.  

Along these lines, people have asked how define relates to the class structures of TypeScript. When 

all is said and done, they accomplish the same things. In fact, you can derive WinJS classes from 

TypeScript classes and vice versa because they all end up working on the prototype level. 

The one exception is that call to WinJS.Utilities.markSupportedForProcessing in WinJS. This is 

a requirement for functions that are used from other parts of WinJS (see Chapter 5, “Controls and 

Control Styling,” in the section “Strict Processing and processAll Functions”) and is the only “hidden” 

benefit in WinJS. If you use TypeScript or other libraries to create classes, you’ll need to call that 

function directly. 

Sidebar: Asynchronous Constructors? 

The constructors created through WinJS.Class.define are inherently synchronous, and there’s 

no simple pattern to create an asynchronous constructor. Instead, use the usual synchronous 

constructor and then include an initializeAsync method in the class that must be called to 

make the rest of the instance usable. Your async construction work then happens within 

initializeAsync, which should return a promise that’s completed when initialization is done. 
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WinJS.Class.derive 
The next part of object-oriented programming that we typically need is the ability to create derived 

classes—that is, to add instance and static members to an existing class. This is the purpose of 

WinJS.Class.derive. The syntax is: 

WinJS.Class.derive(baseClass, constructor, instanceMembers, staticMembers); 

where baseClass is the name of a class previously defined with WinJS.Class.define or 

WinJS.Class.derive, or, for that matter, any other object. The other three parameters are the same as 

those of define, with the same meaning.  

Peeking into the WinJS sources (base.js), we can see how derive works:  

if (baseClass) { 

    constructor = constructor || function () { }; 

    var basePrototype = baseClass.prototype; 

    constructor.prototype = Object.create(basePrototype); 

    WinJS.Utilities.markSupportedForProcessing(constructor);  

    Object.defineProperty(constructor.prototype, "constructor", { value: constructor, writable: 

true, configurable: true, enumerable: true });  

    if (instanceMembers) { 

        initializeProperties(constructor.prototype, instanceMembers); 

    }  

    if (staticMembers) { 

        initializeProperties(constructor, staticMembers); 

    }  

    return constructor; 

} else { 

    return define(constructor, instanceMembers, staticMembers); 

} 

You can see that if baseClass is null, derive is just an alias for define, and if you indicate null 

for the constructor, an empty function is provided. Otherwise you can see that the derived class is given 

a copy of the base class’s prototype so that the two won’t interfere with each other. After that, derive 

adds the static and instance properties as did define.  

Because baseClass already has its own instance and static members, they’re present in its 

prototype, so those members carry over into the derived class, as you’d expect. But again, if you make 

later changes to members of that original baseClass, those changes affect only the derivation and not 

the original.  

Looking around the rest of WinJS, you’ll see that derive is used in a variety of places to centralize 

implementation that’s shared between similar controls and data sources, for example. 

 

 

 

http://msdn.microsoft.com/library/windows/apps/br229815.aspx
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Mixins 
Having covered the basics of WinJS.Class.define and WinJS.Class.derive, we come to the third 

method in WinJS.Class: the mix method.  

Let’s first see what differentiates a mixin from a derived class. When you derive one class from 

another, the new class is the combination of the base class’s members and those additional ones you 

specify for the derivation. In WinJS.Class.derive, you can specify only one base class.  

Object-oriented programming includes the concept of multiple inheritance whereby you can derive a 

class from multiple base classes. This is frequently used to attach multiple independent interfaces on 

the new class. (It’s used all the time in Win32/COM programming, where an interface is typically 

defined as a virtual base class with no implementation and supplies the necessary function signatures 

to the derived class.)  

JavaScript doesn’t have object-oriented concepts baked into the language—thus necessitating 

helpers like WinJS.Class.define to play the necessary tricks with prototypes and all that—so there 

isn’t a built-in method to express multiple inheritance. 

Hence the idea of a mix or mixin, which isn’t unique to WinJS, as evidenced by this mixin article on 

Wikipedia. WinJS.Class.mix is a way to do something like multiple inheritance by simply combining 

all the instance members of any number of other objects. The description in the documentation for 

WinJS.Class.mix puts it this way: “Defines a class using the given constructor and the union of the set 

of instance members specified by all the mixin objects. The mixin parameter list is of variable length.”  

Here we see two other differences between a mix and a derivation: a mix does not operate on static  

members, and it does not concern itself with any constructors other than the one given directly to mix. 

(This is also why it’s not multiple inheritance in the strict object-oriented sense.)  

WinJS itself uses the mixin concept for its own implementation. If you look in the docs, you’ll see 

several mixins in WinJS that you can use yourself: 

 WinJS.UI.DOMEventMixin contains standard implementations of addEventListener, 

removeEventListener, dispatchEvent, and setOptions, which are commonly used for 

controls. All the WinJS controls bring this into their mix.  

 WinJS.Utilities.eventMixin is the same as DOMEventMixin but without setOptions. It’s 

meant for objects that don’t have associated UI elements and thus can’t use the listener 

methods on an element in the DOM. The mixin supplies its own implementation of these 

methods.  

 WinJS.Binding.observableMixin adds functionality to an object that makes it “observable,” 

meaning that it can participate in data binding. This consists of methods bind, unbind, and 

notify. This is used with the WinJS.Binding.List class (see Chapter 6, “Data Binding, 

Template, and Collections”). 

 

http://msdn.microsoft.com/library/windows/apps/br229836.aspx
http://en.wikipedia.org/wiki/Mixin
http://en.wikipedia.org/wiki/Mixin
http://msdn.microsoft.com/library/windows/apps/br229836.aspx
http://msdn.microsoft.com/library/windows/apps/hh700596.aspx
http://msdn.microsoft.com/library/windows/apps/br211693.aspx
http://msdn.microsoft.com/library/windows/apps/hh701055.aspx
http://msdn.microsoft.com/library/windows/apps/hh700774.aspx
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 WinJS.Binding.dynamicObservableMixin builds on the observableMixin with methods 

called setProperty, getProperty, updateProperty, addProperty, and removeProperty. This 

is helpful for wiring up two-way data binding, something that WinJS doesn’t do but that isn’t 

too difficult to pull together. The Declarative binding sample in the Windows SDK shows how.  

With events (in the first two mixins) you commonly use WinJS.Utilities.createEvent-

Properties to also create all the stuff a class needs to support named events. createEvent-

Properties returns a mixin object that you can then use with WinJS.Class.mix. For example, if you 

pass this method an array with just ["statusChanged"], you’ll get a function property in the mixin 

named onstatuschanged and the ability to create a listener for that event.  

Mixins, again, are a way to add pre-canned functionality to a class and a convenient way to 

modularize code that you’ll use in multiple classes. It’s also good to know that you can call 

WinJS.Class.mix multiple times with additional mixins and the results simply accumulate (if there are 

duplicates, the last member mixed is the one retained). 

Obscure WinJS Features 

In the main chapters of this book we generally encounter the most common features of WinJS, but if 

you dig around in the documentation you’ll find that there are a bunch of other little features hanging 

off the WinJS tree like pieces of fruit. To enjoy that harvest a bit, let’s explore those features,  if for no 

other reason than to make you aware that they exist! 

Wrappers for Common DOM Operations 
The first set of features are simple wrappers around a few common DOM operations. 

WinJS.Utilities.QueryCollection is a class that wraps an element.querySelectorAll or 

document.querySelectorAll with a number of useful methods. An instance of this class is created by 

calling WinJS.Utilities.query(<query>[, ]) where <query> is a usual DOM query string and the 

optional <element> scopes the query. That is, if you provide <element>, the instance wraps 

element.querySelectorAll(<query>); if you omit <element>, the instance uses 

document.querySelectorAll(<query>). Similarly, WinJS.Utilities.QueryCollection(<id>) does 

a document.getElementById(<id>) and then passes the result to new WinJS.Utilities.-

QueryCollection. WinJS.Utilities.QueryCollection creates a QueryCollection that contains 

children of a specified element. 

Anyway, once you have a QueryCollection instance, it provides methods to work with its 

collection—that is, with the results of the DOM query that in and of itself is just an array. As such, you’d 

normally be writing plenty of loops and iterators to work with the items in the array, and that’s exactly 

what QueryCollection provides as a convenience. It follows along with other parts of WinJS, which 

are utilities that most developers end up writing anyway, so it might as well be in a library! 

http://msdn.microsoft.com/library/windows/apps/hh700607.aspx
http://code.msdn.microsoft.com/windowsapps/DeclarativeBinding-bfcb42a5
http://msdn.microsoft.com/library/windows/apps/br211878.aspx
http://msdn.microsoft.com/library/windows/apps/br211878.aspx
http://msdn.microsoft.com/library/windows/apps/br211878.aspx
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We can see this in what the individual methods do: 

 forEach calls Array.prototype.forEach.apply on the collection, using the given callback 

function and this argument. 

 get returns [<index>] from the array.  

 setAttribute iterates the collection and calls setAttribute for each item. 

 getAttribute gets an attribute for the first item in the collection. 

 addClass, hasClass, removeClass, toggleClass each iterates the collection and calls 

WinJS.Utilities.addClass, hasClass, removeClass, or toggleClass for each item, 

respectively. 

 listen, removeEventListener iterates the collection, calling addEventListener or 

removeEventListener for each item. 

 setStyle and clearStyle iterate the collection, setting a given style to a value or "", 

respectively. 

 include adds other items to this collection. The items can be in an array, a document fragment 

(DOM node), or a single item. 

 query executes a querySelectorAll on each item in the collection and calls include for each 

set of results. This could be used, for instance, to extract specific children of the items in the 

collection and add them to the collection. 

 control, given the name of a control constructor (a function) and an options object (as WinJS 

controls typically use), creates an instance of that control and attaches it to each item in the 

collection. It’s allowable to call this method with just an options object as the first argument, in 

which case the method calls WinJS.UI.process on each item in the collection followed by 

WinJS.UI.setOptions for each control therein. This allows the collection to contain elements 

that have WinJS control declarations (data-win-control attributes) that have not yet been 

instantiated. 

 template renders a template element that is bound to the given data and parented to the 

elements included in the collection. If the collection contains multiple elements, the template is 

rendered multiple times, once at each element per item of data passed. 

As for WinJS.Utilities.addClass, removeClass, hasClass, and toggleClass, as used above, 

these are helper functions that simply add one or more classes (space delimited) to an element, remove 

a single class from an element, check whether an element has a class, and add or remove a  class from 

an element depending on whether it’s already applied. These operations sound simple, but their 

implementation is nontrivial. Take a look at the WinJS source code (in base.js) to see what I mean! 

Good code that you don’t have to write. 

http://msdn.microsoft.com/library/windows/apps/br229798.aspx
http://msdn.microsoft.com/library/windows/apps/br229848.aspx
http://msdn.microsoft.com/library/windows/apps/br229851.aspx
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WinJS.Utilities.data, convertToPixels, and Other Positional 

Methods 

The next few methods in WinJS to look at are WinJS.Utilities.data and WinJS.Utilities.-

convertToPixels. 

WinJS.Utilities.data is documented as “gets a data value associated with the specific element.” 

The data value is always an object and is attached to the element by using a property name of 

_msDataKey. So WinJS.Utilities.data(<element>) always just gives you back that object, or it 

creates one if one doesn’t yet exist. You can then add properties to that object or retrieve them. 

Basically, this is a tidy way to attach extra data to an arbitrary element, knowing that you won’t 

interfere with the element otherwise. WinJS uses this internally in various places.  

WinJS.Utilities.convertToPixels sounds fancier than it is. It’s just a helper to convert a CSS 

positioning string for an element to a real number. In CSS you often use values suffixes like “px” and 

“em” that aren’t meaningful values in any computations. This function converts those values to a 

meaningful number of pixels. With “px” values, or something without suffixes, it’s easy—just pass it to 

parseInt, which will strip “px” automatically if it’s there. For other CSS values—basically anything that 

starts with a number—this function assigns the value to the element’s left property (saving the prior 

value so that nothing gets altered) and then reads back the element’s pixelLeft property. In other 

words, it lets the DOM engine handle the conversion, which will produce 0 if the value isn’t convertible.  

Along these same lines are the following WinJS.Utilities methods:  

 getRelativeLeft gets the left coordinate of an element relative to a specified parent. Note 

that the parent doesn’t have to be the immediate parent but can be any other node in the 

element’s tree. This function then takes the offsetLeft property of the element and keeps 

subtracting off the offsetLeft of the next element up until the designated ancestor is reached.  

 getRelativeTop does the same thing as getRelativeLeft except with offsetTop.  

 getContentWidth returns the offsetWidth of an element minus the values of 

borderLeftWidth, borderRightWidth, paddingLeft, and paddingRight, which results in the 

actual width of the area where content is shown.  

 getTotalWidth returns the offsetWidth of the element plus the marginLeft and 

marginRight values.  

 getContentHeight returns the offsetHeight of an element minus the values of 

borderTopWidth, borderBottomWidth, paddingTop, and paddingBottom, which results in the 

actual height of the area where content is shown.  

 getTotalHeight returns the offsetHeight of the element plus the marginTop and 

marginBottom values.  

 getPosition returns an object with the left, top, width, and height properties of an element 

http://msdn.microsoft.com/library/windows/apps/br229812.aspx
http://msdn.microsoft.com/library/windows/apps/br229810.aspx
http://msdn.microsoft.com/library/windows/apps/br229825.aspx
http://msdn.microsoft.com/library/windows/apps/br229826.aspx
http://msdn.microsoft.com/library/windows/apps/br229822.aspx
http://msdn.microsoft.com/library/windows/apps/br229828.aspx
http://msdn.microsoft.com/library/windows/apps/br229810.aspx
http://msdn.microsoft.com/library/windows/apps/br229827.aspx
http://msdn.microsoft.com/library/windows/apps/br229824.aspx
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relative to the topmost element in the tree (up to document or body), taking scroll positions 

into account.  

Again, take a look in base.js for the implementation of these functions so that you can see what 

they’re doing and appreciate the work they’ll save you! 

WinJS.Utilities.empty, eventWithinElement, and getMember 
Before leaving the WinJS.Utilities namespace, let’s finish off the last few obscure methods found 

therein. First, the empty method removes all child nodes from a specified element. This is basically a 

simple iteration over the element’s childNodes property, calling removeNode for each in turn (actually 

in reverse order). A simple bit of code but one that you don’t need to write yourself.  

Next is eventWithinElement. To this you provide an element and an eventArgs object as you 

received it from some event. The method then checks to see if the eventArgs.relatedTarget 

element is contained within the element you provide. This basically says that an event occurred 

somewhere within that element, even if it’s not directly on that element. This is useful for working with 

events on controls that contain some number of child elements (like a ListView). 

Finally there’s getMember, to which you pass a string name of a “member” and a root object (this 

defaults to the global context). The documentation says that this “Gets the leaf-level type or 

namespace specified by the name parameter.” What this means is that if you give it a name like 

“navigate”, it will look within the namespace of the root you give for that member and return it. In the 

case of “navigate”, it will find WinJS.Navigation.navigate. Personally, I don’t know when I’d use this, 

but it’s an interesting function nonetheless! 

WinJS.UI.scopedSelect and getItemsFromRanges 

Wrapping up our discussion of obscure features are two members of the WinJS.UI namespace that 

certainly match others in WinJS.Utilites for obscurity! 

The first is WinJS.UI.scopedSelect, to which you provide a CSS selector and an element. This 

function is documented like this: “Walks the DOM tree from the given element to the root of the 

document. Whenever a selector scope is encountered, this method performs a lookup within that scope 

for the specified selector string. The first matching element is returned.” What’s referred to here as a 

“selector scope” is a property called msParentSelectorScope, which WinJS sets on child elements of a 

fragment, page control, or binding template. In this way, you can do a querySelector within the 

scope of a page control, fragment, or template without having to start at the document level. The fact 

that it keeps going up toward the document root means that it will work with nested page controls or 

templates. 

The other is WinJS.UI.getItemsFromRanges, which takes a WinJS.Binding.List and an array of 

ISelectionRange objects (with firstIndex and lastIndex properties). It then returns a promise 

whose results are an array of items in that data source for those ranges. This exists to translate multiple 

selections in something like a ListView control into a flat array of selected items—and, in fact, is what’s 

http://msdn.microsoft.com/library/windows/apps/br229816.aspx
http://msdn.microsoft.com/library/windows/apps/hh701584.aspx
http://msdn.microsoft.com/library/windows/apps/br229823.aspx
http://msdn.microsoft.com/library/windows/apps/hh921605.aspx
http://msdn.microsoft.com/library/windows/apps/hh872208.aspx
http://msdn.microsoft.com/library/windows/apps/hh700774.aspx
http://msdn.microsoft.com/library/windows/apps/hh872196.aspx
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used to implement the getItems method of a ListView’s selection property. So if you implement a 

control of your own around a WinJS.Binding.List, you can use getItemsFromRanges to do the 

same. The method is provided, in other words, to work with the data source because that is a separate 

concern from the ListView control itself. 

Extended Splash Screens 

In most cases, it’s best for an app to start up as quickly as it can and bring the user to a point of 

interactivity with the app’s home page, as discussed in “Optimizing Startup Time” in Chapter 3, “App 

Anatomy and Performance Fundamentals.” In some scenarios, though, an app might have a great deal 

of unavoidable processing to complete before it can bring up that first page. For example, games must 

often decompress image assets to optimize them for the device’s specific hardware—the time spent at 

startup makes the whole game run much smoother from then on. Other apps might need to process an 

in-package data file and populate a local database for similar reasons or might need to make a number 

of HTTP requests. In short, some scenarios demand a tradeoff between startup time and the 

performance of the app’s main workflows. 

It’s also possible for the user to launch your app shortly after rebooting the system, in which case 

there might be lots of disk activity going on. As a result, any disk I/O in your activation path could take 

much longer than usual. 

In all these cases, it’s good to show the user that something is actually happening so that she 

doesn’t think to switch away from the default splash screen and risk terminating the app. You might 

also just want to create a more engaging startup experience than the default splash screen provides.  

An extended splash screen allows you to fully customize the splash screen experience. In truth, an 

extended splash screen is not a system construct—it’s just an implementation strategy for your app’s 

initial page behind which you’ll do your startup work before displaying your real home page. In fact, a 

typical approach is to just overlay a full-sized div on top of your home page for this purpose and then 

remove that div from the DOM (or animate it out of view) when initialization is complete. 

The trick (as described on Guidelines for splash screens) is to make this first app page initially look 

exactly like the default splash screen so that there’s no visible transition between the two. At this point 

many apps simply add a progress indicator with some kind of a “Please go grab a drink, do some 

jumping jacks, or enjoy a few minutes of meditation while we load everything” message. Matching the 

system splash screen, however, doesn’t mean that the extended splash screen has to stay that way. 

Because the entire display area is now under your control, you can create whatever experience you 

want: you can kick off animations, perform content transitions, play videos, and so on. And because 

your first page is up, meaning that you’ve returned from your activated handler, you’re no longer 

subject to the 15-second timeout. In fact, you can hang out on this page however long you need, even 

waiting for user input (as when you require a login to use the app). 

 

http://msdn.microsoft.com/library/windows/apps/br211852.aspx
http://msdn.microsoft.com/library/windows/apps/hh465338.aspx
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I recommend installing and running various apps from the Store to see different effects in action. 

Some apps gracefully slide the default splash screen logo up to make space for a simple progress ring. 

Others animate the default logo off the screen and pull in other interesting content or p lay a vido. Now 

compare the experience such extended splash screens to the static default experience that other apps 

provide. Which do you prefer? And which do you think users of your app will prefer, if you must make 

them wait? 

Making a seamless transition from the default splash screen is the purpose of the args.detail.-

splashScreen object included with the activated event. This object—see Windows.Application-

Model.Activation.SplashScreen—contains an imageLocation property (a Windows.Foundation.-

Rect) indicating the placement and size of the splash screen image on the current display. (These 

values depend on the screen resolution and pixel density.) On your extended splash screen page, then, 

initially position your default image at this exact location and entertain your users by animating it 

elsewhere. You also use imageLocation to determine where to place other messages, progress 

indicators, and other content relative to that image. 

The splashScreen object also provides an ondismissed event so that you can perform specific 

actions when the system-provided splash screen is dismissed and your extended splash screen comes 

up. This is typically used to trigger the start of on-page animations, starting video playback, and so on. 

Important Because an extended splash screen is just a page in your app, it can be placed into any 

view at any time. As with every other page in your app, make sure your extended splash screen can 

handle different sizes and orientations, as discussed in Chapter 8, “Layout and Views.” See also 

“Adjustments for View Sizes” later in this appendix. 

For one example of an extended splash screen, refer to the Splash screen sample in the Windows 

SDK. Although it shows the basic principles in action, all it does it add a message and a button that 

dismisses the splash screen (plus the SDK sample structure muddies the story somewhat). So let’s see 

something more straightforward and visually interesting, which you can find in the ExtendedSplash-

Screen1 example in the companion content for the appendices. The four stages of this splash screen 

(for a full landscape view) are shown in Figure B-1, and you can find a video demonstration of all this in 

Video B-1. (The caveat is that this example doesn’t handle other views, but we’ll come back to that in 

the next section.) 

The first stage, in the upper left of Figure B-1, is the default splash screen that uses only the logo 

image. The pie graphic in the middle is 300x300 pixels, with the rest of the PNG file transparent so that 

the background color shows through. Now let’s see what happens when the app gets control. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.splashscreen.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.splashscreen.aspx
http://code.msdn.microsoft.com/windowsapps/Splash-screen-sample-89c1dc78
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FIGURE B-1 Four stages of the ExtendedSplashScreen1 example: (1) the default splash screen, upper left, (2) 

animating the logo and the title, upper right, (3) showing the progress indicator, lower left, and (4) fading out the 

extended splash screen to reveal the main page, lower right. A 10-second countdown in the upper left corner of the 

screen simulates initialization work. 

The home page for the app, default.html, contains two div elements: one with the final (and 

thoroughly unexciting) page contents and another with the contents of the extended splash screen: 

<div id="mainContent"> 

    <h1>This is the real start page</h1> 

    <p>Other content goes here.</p> 

</div> 

 

<div id="splashScreen"> 

    <p><span id="counter"></span></p> 

    <img id="logo" src="/images/splashscreen.png" /> 

    <img id="title" src="/images/splashscreentitle.png" /> 

    <progress id="progress" class="win-ring win-large"></progress> 

</div> 

In the second div, which overlays the first because it’s declared last, the counter element shows a 

countdown for debug purposes, but you can imagine such a counter turning into a determinate 

progress bar or a similar control. The rest of the elements provide the images and a progress ring. But 

we can’t position any of these elements in CSS until we know more about the size of the screen. The 

best we can do is set the splashScreen element to fill the screen with the background color and set 

the position style of the other elements to absolute so that we can set their exact location from 

code. This is done in default.css: 
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#splashScreen { 

    background: #B25000;  /* Matches the splash screen color in the manifest */ 

    width: 100%;            /* Cover the whole display area */ 

    height: 100%; 

} 

 

    #splashScreen #counter { 

        margin: 10px; 

        font-size: 20px;  

    } 

 

    #splashScreen #logo { 

        position: absolute; 

    } 

 

    #splashScreen #title { 

        position: absolute; 

    } 

 

    #splashScreen #progress { 

        position: absolute; 

        color: #fc2; /* Use a gold ring instead of default purple */ 

    } 

In default.js now, we declare some modulewide variables for the splash screen elements, plus two 

values, one to control how long the extended splash screen is displayed (simulating initialization work) 

and one that indicates when to show the progress ring: 

var app = WinJS.Application; 

var activation = Windows.ApplicationModel.Activation; 

 

var ssDiv = null;           //Splash screen overlay div 

var logo = null;            //Child elements 

var title = null; 

var progress = null; 

 

var initSeconds = 10;       //Length in seconds to simulate loading 

var showProgressAfter = 4; //When to show the progress control in the countdown 

var splashScreen = null; 

In the activated event handler, we can now position everything based on the args.detail.-

splashScreen.imageLocation property (note the comment regarding WinJS.UI.processAll and 

setPromise, which we’re not using here): 

app.onactivated = function (args) { 

    if (args.detail.kind === activation.ActivationKind.launch) { 

        //WinJS.UI.processAll is needed ONLY if you have WinJS controls on the extended 

        //splash screen, otherwise you can skip the call to setPromise, as we're doing here.  

        //args.setPromise(WinJS.UI.processAll()); 

 

        ssDiv = document.getElementById("splashScreen"); 

        splashScreen = args.detail.splashScreen;    //Need this for later 

        var loc = splashScreen.imageLocation; 
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        //Set initial placement of the logo to match the default start screen 

        logo = ssDiv.querySelector("#logo"); 

        logo.style.left = loc.x + "px"; 

        logo.style.top = loc.y + "px"; 

             

        //Place the title graphic offscreen to the right so we can animate it in 

        title = ssDiv.querySelector("#title"); 

        title.style.left = ssDiv.clientWidth + "px";  //Just off to the right 

        title.style.top = loc.y + "px";                  //Same height as the logo 

 

        //Center the progress indicator below the graphic and initially hide it 

        progress = ssDiv.querySelector("#progress"); 

        progress.style.left = (loc.x + loc.width / 2 - progress.clientWidth / 2) + "px"; 

        progress.style.top = (loc.y + loc.height + progress.clientHeight / 4) + "px"; 

        progress.style.display = "none"; 

At this stage, the display still appears exactly like the upper left of Figure B-1, only it’s our extended 

splash screen page and not the default one. Thus, we can return from the activated handler at this 

point (or complete the deferral) and the user won’t see any change, but now we can do something 

more visually interesting and informational while the app is loading. 

To simulate initialization work and make some time for animating the logo and title, we have a 

simple countdown timer using one-second setTimeout calls: 

        //Start countdown to simulate initialization 

        countDown(); 

    } 

}; 

 

function countDown() { 

    if (initSeconds == 0) { 

        showMainPage(); 

    } else { 

        document.getElementById("counter").innerText = initSeconds; 

 

        if (--showProgressAfter) { 

            progress.style.display = ""; 

        } 

 

        initSeconds--;  

        setTimeout(countDown, 1000);  

    } 

} 

Notice how we show our main page when (our faked) initialization is complete and how the 

previously positioned (but hidden) progress ring is shown after a specified number of seconds. You 

can see the progress ring on the lower left of Figure B-1. 

To fade from our extended splash screen to the main page (a partial fade is shown on the lower 

right of Figure B-1), the showMainPage function employs the WinJS Animations Library as below, where 

WinJS.UI.Animation.fadeOut takes an array of the affected elements. fadeOut returns a promise, so  

 

http://msdn.microsoft.com/library/windows/apps/br212674.aspx
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we can attach a completed handler to know when to hide the now-invisible overlay div, which we can 

remove from the DOM to free memory: 

function showMainPage() { 

    //Hide the progress control, fade out the rest, and remove the overlay 

    //div from the DOM when it's all done. 

    progress.style.display = "none"; 

    var promise = WinJS.UI.Animation.fadeOut([ssDiv, logo, title]); 

 

    promise.done(function () { 

        ssDiv.removeNode(true); 

        splashScreen.ondismissed = null; //Clean up any closures for this WinRT event 

    }); 

} 

Refer to Chapter 14, “Purposeful Animations,” for details on the animations library. Keep in mind is 

that animations run in the GPU (graphics processing unit) when they affect only transform and opacity 

properties; animating anything else runs on the CPU and generally performs poorly. 

To complete the experience, we now want to add some animations to translate and spin the logo to 

the left and to slide in the title graphic from its initial position off the right side of the screen. The 

proper time to start these animations is when the args.detail.splashScreen.ondismissed event is 

fired, as I do within activated just before calling my countDown function. This dismissed event 

handler simply calculates the translation amounts for the logo and title and sets up a CSS transition for 

both using the helper function WinJS.UI.executeTransition: 

        //Start our animations when the default splash screen is dismissed 

        splashScreen.ondismissed = function () { 

            var logoImageWidth = 300;  //Logo is 620px wide, but image is only 300 in the middle 

            var logoBlankSide = 160;   //That leaves 160px to either side 

 

            //Calculate the width of logo image + separator + title. This is what we want to end 

            //up being centered on the screen. 

            var separator = 40; 

            var combinedWidth = logoImageWidth + separator + title.clientWidth; 

 

            //Final X position of the logo is screen center - half the combined width - blank 

            //area. The (negative) translation is this position minus the starting point (loc.x) 

            var logoFinalX = ((ssDiv.clientWidth - combinedWidth) / 2) - logoBlankSide; 

            var logoXTranslate = logoFinalX - loc.x; 

 

            //Final X position of the title is screen center + half combined width - title width. 

            //The (negative) translation is this position minus the starting point (screen width) 

            var titleFinalX = ((ssDiv.clientWidth + combinedWidth) / 2) - title.clientWidth; 

            var titleXTranslate = titleFinalX - ssDiv.clientWidth; 

                 

            //Spin the logo at the same time we translate it 

            WinJS.UI.executeTransition(logo, { 

                property: "transform", delay: 0, duration: 2000, timing: "ease", 

                to: "translateX(" + logoXTranslate + "px) rotate(360deg)" 

            }); 

 

http://msdn.microsoft.com/library/windows/apps/hh779763.aspx
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            //Ease in the title after the logo is already moving (750ms delay) 

            WinJS.UI.executeTransition(title, { 

                property: "transform", delay: 750, duration: 1250, timing: "ease", 

                to: "translateX(" + titleXTranslate + "px)"  

            }); 

        } 

This takes us from the upper left of Figure B-1 through the upper right stage, to the lower left stage. 

To really appreciate the effect, of course, run the example! 

This code structure will likely be similar to what you need in your own apps, only use a single 

setTimeout call to delay showing a progress control, replace the countDown routine with your real 

async initialization work, and set up whatever elements and animations are specific to your splash 

screen design. Take special care that the majority of your initialization work happens either 

asynchronously or is started within the dismissed handler so that the default splash screen is dismissed 

quickly. Never underestimate a user’s impatience! 

As for handling different views, this is a matter of handling the window.onresize event and 

adjusting element positions accordingly. 

Adjustments for View Sizes 
The ExtendedSplashScreen1 example we saw in the previous section works great for full screen 

activation or when the app is launched into a smaller width or portrait mode to begin with. If the view 

is changed while the extended splash screen is active, however—to a narrower landscape view, a very 

narrow portrait view, or full screen portrait, for instance—we get dreadful results: 

         

If we used only static content on the extended splash screen, we could take care of  these situations 

with CSS. Our example, however, uses absolute positioning so that we can place elements relative to 

the default splash screen image and animate them to their final positions. What we need to pay  
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attention to now is the fact that the default position might be different on startup and can then change 

while the extended splash screen is visible. (While testing all this, by the way, I set the countdown timer 

to 100 seconds instead of 10, giving me much more time to change the view’s size and position.) 

Here’s how we can handle the important events: 

 Within the activated event, where we receive the default splash screen image location, we 

initially move the logo, title, and progress ring to positions relative to that location, scale them if 

needed, and set up the splash screen dismissed handler. 

 While the default splash screen is still visible, we use window.onresize to reposition and rescale 

those elements as needed. That is, the user can modify the view in the short time the default 

splash screen is visible. 

 Once the splash screen’s dismissed event fires, we check if the view has a landscape aspect 

ratio that’s 1024px or wider. If so, we can place the logo and title side by side as we did 

originally, using the same animations as before. Otherwise we’re in a view that’s too narrow for 

that design, so we stack the logo and title vertically and instead of animating the logo to the 

left we animate it upwards. 

 Once we get the extended splash screen going, we change the window.onresize handler to 

reposition the elements in their final (post-animation) locations. If a resize happens while 

animations are in progress, those animations are canceled (by canceling their promises). A resize 

can switch the view between the wide landscape layout and the vertica l layout, so we just 

change element positions accordingly. 

These changes are demonstrated in the ExtendedSplashScreen2 example, which now adapts well to 

different views: 
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Not quite perfect The one case in this example that still doesn’t work is when you resize the default 

splash screen in the short time before the extended splash screen appears. The problem is that 

Windows does not (in my tests) update the splashScreen.imageLocation coordinates, so the 

placement of your extended splash screen elements is inaccurate. I have not found a workaround for 

this particular issue, unfortunately. 

Custom Layouts for the ListView Control 

For everything that the GridLayout, ListLayout, and CellSpanningLayout classes provide for a 

ListView, they certainly don’t support every layout your designers might dream up for a collection, such 

as a cell-spanning ListLayout, a vertically panning cell-spanning layout, or nonlinear layouts. 

What’s very important to understand about this model is how much the ListView is still doing on 

your behalf when a custom layout is involved. HTML and CSS let you create any kind of layout you 

want without a ListView, but then you’d have to implement your own keyboarding support, 

accessibility, data binding, selection and invocation behaviors, grouping, and so forth. By using a 

custom layout, you take advantage of all those features, so you need concern yourself with only the 

positional relationships of the items within the ListView and a few layout-specific details like 

virtualization and animation, if needed. 

Fortunately, it’s straightforward to create a custom layout by using some CSS and a class with a few 

methods through which the ListView talks to the layout. The simplest custom layout, in fact, doesn’t 

require much of anything: just a class with one method called initialize, which can itself be empty. 

But to understand this better, let’s first look at the general structure of the layout object and how the 

ListView uses it. 

Did you know? Custom layouts were possible with WinJS 1.0 but were exceeding difficult to 

implement because of the ListView’s use of absolute positioning and the fact that it wasn’t designed 

for layout extensibility. ListView was revamped for WinJS 2.0 to use a straight-up CSS layout (grid or 

flexbox), a change that enables you to write custom layouts without a WinJS Ph.D.! This change is also 

responsible for the removal of item recycling within template functions, if you care to know that detail.  

A layout class selectively implements the methods and properties of the WinJS.UI.ILayout2 

interface.143 The one read-write property is orientation, which can have a value from the 

WinJS.UI.Orientation interface (horizontal or vertical); the methods are as follows: 

 

 

 

 

                                                             

143 There are ILayout and ILayoutSite interfaces in WinJS 1.0 that are used with the WinJS 1.0 ListView. These are much 

more complicated and should not be confused with the WinJS 2.0 interfaces. 

http://msdn.microsoft.com/library/windows/apps/dn255168.aspx
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ILayout2 method Description 

initialize Called to provide the layout with the rendering site object and a flag indicating whether grouping is 

enabled in the ListView. The site object implements the WinJS.UI.ILayoutSite2 interface and is how 

the layout gets information from the ListView. 

uninitialize Called to release resources obtained during initialize, typically when the ListView changes layouts. 

layout Performs a layout pass given information about the most recently affected items.  

itemsFromRange Returns the indices of items within a pixel range (start and end arguments). 

getAdjacent Called when arrow keys, Page Up, or Page Down are used in the ListView to navigate items. This 

method receives the current item and the pressed key as arguments, and returns the next item to 

receive keyboard focus. 

dragLeave Called when a drag and drop item leaves the ListView. This tells the layout to remove any drop 

indicators or to readjust any layout changes made for potential reordering (see dragOver below). If 

the ListView has itemsDraggable: true, the layout can use dragLeave to visually indicate that the 

item has been taken out of the list. If the ListView has itemsReorderable: true, and the layout 

adjusts itself in dragOver to make visual space for a drop, dragLeave is used to readjust the layout 

back to its original state. 

hitTest, dragOver If the ListView’s itemsReorderable is true, these are called when an item is dragged over the 

ListView. hitTest determines which item is at a particular (x,y) coordinate; dragOver receives the 

coordinates and a dragInfo object and signals the layout to open up potential drop space for the 

item being dragged. 

setupAnimations, 

executeAnimations 

Called when it’s the right time to configure and execute animations, typically in response to 

movement of items in the ListView. Neither method has arguments.  

 

Fortunately, the ListView magnanimously allows you to implement only those parts of a layout class 

that you really need and ignore the rest (the ListView will provide no-op stubs for methods you don’t 

implement). We call this a “pay for play” model. In the following table, the required method, 

initialize, is shaded in orange, the recommended methods in green (to support the most flexibility 

depending on your scenario), and truly optional methods in blue: 

Layout capability Applicable methods 

minimal initialize (plus uninitialize if there’s any cleanup work) 

non-vertical layout Minimal plus layout 

virtualization support Minimal plus itemsFromRange 

keyboard support Minimal plus getAdjacent 

drag and drop visual indicators (general) Add dragLeave 

reordering and positional drag and drop indicators Add hitTest, dragOver (both are required together) 

animations Add setupAnimations, executeAnimations 

 

All this means again that the most basic custom layout object need only support initialize and 

possibly uninitialized, which will produce a vertical layout by default. To do a horizontal or 

nonlinear layout, you’ll need the layout method, and then you can add others as you like to support 

additional features. Let’s look at a number of examples. 

 

 

http://msdn.microsoft.com/library/windows/apps/dn255175.aspx
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Minimal Vertical Layout 
Our first example is scenario 1 of the HTML ListView custom layout sample, whose data source (of ice 

cream flavors once again!) is a WinJS.Binding.List defined in js/data.js and accessed through the 

Data.list and Data.groupedList variables. 

The custom layout object in scenario 1 is named SDKSample.Scenario1.StatusLayout and is 

created with WinJS.Class.define (js/scenario1.js): 

WinJS.Namespace.define("SDKSample.Scenario1", { 

    StatusLayout: WinJS.Class.define(function (options) { 

        this._site = null; 

        this._surface = null; 

    },  

    { 

        // This sets up any state and CSS layout on the surface of the custom layout 

        initialize: function (site) { 

            this._site = site; 

            this._surface = this._site.surface; 

 

            // Add a CSS class to control the surface level layout 

            WinJS.Utilities.addClass(this._surface, "statusLayout"); 

 

            // This isn't really used, create an orientation property instead 

            return WinJS.UI.Orientation.vertical; 

        }, 

 

        // Reset the layout to its initial state 

        uninitialize: function () { 

            WinJS.Utilities.removeClass(this._surface, "statusLayout"); 

            this._site = null; 

            this._surface = null; 

        }, 

    }) 

}); 

And if you look in css/default.css you’ll see that the styles assigned to the statusLayout class are also 

quite minimal (everything else in css/scenario1.css is for the item templates, not the layout): 

.listView .statusLayout { 

    position: static;   /* This isn't explicitly needed as it's the default anyway */ 

} 

 

    .listView .statusLayout .win-container { 

        width: 250px; 

        margin-top: 10px; 

    } 

 

    .listView .statusLayout .win-item { 

        width: 250px; 

        height: 100%; 

        background-color: #eee; 

    } 

http://code.msdn.microsoft.com/HTML-ListView-custom-9676a187
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Together, then, you can see that this custom layout doesn’t do much in terms of customization: it 

merely defines a set width and background color but doesn’t say anything specific about where items 

are placed. It simply relies on the default positioning provided by the app host’s layout engine, just as it 

provides for all other HTML in your app. 

The rest of the code in js/scenario1.js and css/scenario1.css is all about setting up and styling item 

templates for the ListView and doesn’t affect the layout portion that we’re concerned with here. The 

same is true for most of html/scenario1.html, the bulk of which are the declarative item templates. The 

one line we care about with our layout is the ListView declaration at the end: 

<div class="listView" data-win-control="WinJS.UI.ListView" 

    data-win-options="{itemDataSource: Data.list.dataSource, 

        layout: {type: SDKSample.Scenario1.StatusLayout}}"></div> 

Here you can see that we specify a custom layout just as we would a built-in one, using the 

ListView.layout option. Remember from Chapter 7, “Collection Controls,” that layout is an object 

whose type property contains the name of the layout object constructor. Any other properties you 

provide will then be passed to the constructor as the options argument. That is, the following markup: 

layout: { type: <layout_class>, <option1>: <value1>, <option2>: <value2>, ...} 

is the same thing as using the following code in JavaScript: 

listView.layout = new <layout_class>({ <option1>: <value1>, <option2>, <value2>, ... }); 

And that’s it! Running the sample with this layout now in portrait mode, as shown in Figure B-2, we 

see that the result is a simple vertically oriented ListView, with each item’s height determined naturally 

by its item template. What’s impressive about this is that it took almost no code to effectively create 

the equivalent of a variable-size vertical ListLayout, something that was amazingly difficult to do in 

WinJS 1.0 (and was one of the most requested features for WinJS 2.0!). 

The reason for this is that the ListView builds up a DOM tree of div elements for the items in the list, 

but otherwise it leaves it to the layout to define their positioning. Because our layout doesn’t do 

anything special, we end up with the default layout behavior of the app host. Because div elements 

use block layout by default (position: static), they are rendered vertically like any other markup.  

In running the sample, also notice that all the usual ListView item interactions are fully present 

within the custom layout. The layout, in other words, has no effect on item behavior: all that is still 

controlled by the ListView. 
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FIGURE B-2 Scenario 1 of the HTML ListView custom layout sample, shown in portrait view so that we can see more 

of the control. The templates as defined in html/scenario1.html are also shown here. Because each item in the list is 

rendered in a div and a div uses block layout in the rendering engine, the items render vertically by default. 

Minimal Horizontal Layout 
Given the default vertical behavior, how would we change scenario 1 of the sample to do a horizontal 

layout? It’s mostly just a matter of styling: 

 Style the win-itemscontainer class to use a horizontal layout, such as a flexbox with a row 

direction. This is the most essential piece because it tells the rendering engine to do something 

other than the default vertical stacking. You could also use a CSS grid. 

 Define an orientation property in the layout class with the value of “horizontal”. This tells 

the ListView to use the win-horizontal style on itself rather than win-vertical (the default). 

Note that the return value from the layout’s initialize method doesn’t have an effect here, 

though for good measure it should return WinJS.UI.Orientation.horizontal as well. 

 Change the app’s styles for the ListView to be appropriate for horizontal, such as using width: 

100% instead of height: 100%. 



1236 

 

 Implement the layout class’s layout method as needed. 

These changes are implemented in scenario 1 of the Custom Layout Extras example in the 

companion content for the appendices. We first change the statusLayout class set within the layout’s 

initialize method to statusLayoutHorizontal and return the horizontal orientation. Let’s also add the 

orientation property (other code omitted): 

WinJS.Namespace.define("SDKSample.Scenario1", { 

    StatusLayoutHorizontal: WinJS.Class.define(function (options) { 

        // ... 

        this.orientation = "horizontal"; 

    },  

    { 

        initialize: function (site) { 

            // ... 

            WinJS.Utilities.addClass(this._surface, "statusLayoutHorizontal"); 

            return WinJS.UI.Orientation.horizontal; 

        }, 

        // ... 

    }) 

}); 

Hint Make sure that orientation is spelled correctly in your property name or else the ListView won’t 

find it. I made the mistake of leaving out the last i and was scratching my head trying to understand 

why the ListView wasn’t responding properly! 

Note The sample uses a listView style class in css/default.css across all its scenarios, so making changes 

in default.css will apply everywhere. It’s best to change the class in html/scenario1.html on the ListView 

to something like listview_s1 and keep scenario-specific styles in css/scenario1.css. 

Next, taking the note above into account, let’s style the ListView as follows in css/scenario1.css:  

.listView_s1 { 

    width: 100%;    /* Stretch horizontally */ 

    height: 270px;  /* Fixed height */ 

} 

 

/* Change the layout model for the ListView */ 

.listView_s1 .statusLayoutHorizontal .win-itemscontainer { 

    height: 250px; 

    display: -ms-flexbox; 

    -ms-flex-direction: row; 

} 

 

/* These are for the items, same as the vertical orientation */ 

.listView_s1 .statusLayoutHorizontal .win-item { 

    width: 100%; 

    height: 100%; 

    background-color: #eee; 

} 
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I also figured that we’ll want variable widths on the items rather than heights. Making some CSS 

changes for the small items, we get the following result: 

 

The one problem we have, however, is that the ListView doesn’t pan horizontally, nor do scrollbars 

appear. This is because the win-itemscontainer element with the flexbox gets a computed width 

equal to the width of the win-surface element that contains it. To correct this, we need to make sure 

that this element has a width appropriate to all the items it contains. Of course, unless we know we 

have a fixed number of items in the underlying data source, we won’t know this ahead of time to 

specify directly in CSS. 

This is where the layout method comes into play, because it’s where the layout object receives the 

tree of elements that it’s working with: 

layout: function (tree, changedRange, modifiedElements, modifiedGroups) { 

    // ... 

    return WinJS.Promise.as(); 

} 

The first argument is clearly the element tree. The other three signal when changes happen because 

of items being added and moved, allowing you to minimize the modifications you need to  make to 

other items (and thus to reduce rendering overhead). The return value of layout is a promise that’s 

fulfilled when the layout is complete. Or, for more optimization, you can return an object with two 

promises, one that’s fulfilled when the layout of the modified range is complete and the other when all 

layout is complete. 

Anyway, in this particular layout we need to add up the item sizes and set the width of the win-

itemscontainer element. To do this, we iterate the item list and do a lookup of each item’s size by 

using an itemInfo method and a size map: 

layout: function (tree, changedRange, modifiedElements, modifiedGroups) { 

    var container = tree[0].itemsContainer; 

    var items = container.items; 

    var realWidth = 0; 

    var itemsLength = items.length; 

    var type; 

 

    for (var i = 0; i < itemsLength; i++) { 

        type = this._itemInfo(i).type; 

        realWidth += this._itemSizeMap[type].width; 

    } 

 

http://msdn.microsoft.com/library/windows/apps/dn255174.aspx
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    //Set the true width of the itemscontainer now. 

    container.element.style.width = realWidth + "px"; 

 

    // Return a Promise or {realizedRangeComplete: Promise, layoutComplete: Promise}; 

    return WinJS.Promise.as(); 

}, 

Tip Remember that a style.width property must include units. In my first tests I left off the “px” on 

the second-to-last line of code above, so nothing worked, much to my confusion! 

If you’ve played around with the CellSpanningLayout in WinJS, the idea of an itemInfo function 

will be familiar. To generalize for a moment, the ILayout2 interface is what the ListView uses to 

communicate with the layout object, but that same layout object can provide other methods and 

properties through which it can communicate with the app. After all, the app must create the layout 

object and supply it to the ListView, so the layout can supply added members. 

In this case, the StatusLayoutHorizontal class that we’re implementing here supports two additional 

properties, itemInfo and itemSizeMap, with internal defaults, of course: 

/* 

 * These members are not part of ILayout2 

 */ 

 

// Default implementation of the itemInfo function 

_itemInfo: function (i) { 

    return "status"; 

}, 

 

//Default size map 

_itemSizeMap: { 

    status: { width: 100 },  

}, 

 

// getters and setters for properties 

itemInfo: { 

    get: function () { 

        return this._itemInfo; 

    }, 

    set: function (itemInfoFunction) { 

        this._itemInfo = itemInfoFunction; 

    } 

}, 

 

itemSizeMap: { 

    get: function () { 

        return this._itemSizeMap; 

    }, 

    set: function (value) { 

        this._itemSizeMap = value; 

    } 

} 
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You can see that if the app doesn’t supply its own itemInfo and itemSizeMap properties, each item 

will be set to a width of 100. In the example, however, the layout is created this way: 

this._listView.layout = new CustomLayouts.StatusLayoutHorizontal({itemInfo: this._itemInfo, 

    itemSizeMap: itemSizeMap }); 

where the app’s _itemInfo and itemSizeMap are as follows: 

var itemSizeMap = { 

    status: { width: 160 }, // plus 10 pixels to incorporate the margin 

    photo:  { width: 260 }   // plus 10 pixels to incorporate the margin 

}; 

 

// Member of the page control 

_itemInfo: function (i) { 

    var item = Data.list.getItem(i); 

    return { type: item.data.type }; 

} 

When the layout processes the items within its layout method, it will get back widths of either 160 

or 260, allowing the layout to compute the exact width and style the container accordingly. 

The key here is that we have a clear interface between the layout and the app that’s using it. We 

could easily write the layout to draw from app variables directly, which could be more efficient if you’re 

really sensitive to performance. For good reusability of your layout, however, using a scheme like the 

one shown here is preferable. 

Two-Dimensional and Nonlinear Layouts 

Having seen basic vertical and horizontal layouts, let’s see what other creative ideas we can implement. 

Let’s start with a grid layout like WinJS.UI.GridLayout but one that pans vertically and populates 

items across and then down (instead of down and across). The easiest way to do this is with a CSS 

flexbox with row wrapping. (It’s also possible to do something similar with a CSS grid, but it gets more 

complicated because you need to figure out how many rows and columns to use in styling.)  

The flexbox approach can be done completely in CSS, as demonstrated in scenario 2 of the Custom 

Layout Extras example, where CustomLayouts.VerticalGrid_Flex is implemented in js/scenario2.js 

with only the skeletal methods that adds the class verticalGrid_Flex to the ListView’s win-surface 

element. The declared ListView in html/scenario2.html references this layout and uses a simple item 

template that just shows a single image. What makes it all work are just these bits in css/scenario2.css:  

.listView_s2 .verticalGrid_Flex .win-itemscontainer { 

    width: 100%; 

    height: 100%; 

    display: -ms-flexbox; 

    -ms-flex-direction: row; 

    -ms-flex-wrap: wrap; 

} 

 

/* Tighten the default margins on the ListView's per-item container */ 



1240 

 

.listView_s2 .verticalGrid_Flex .win-container { 

    margin: 2px; 

} 

We can clearly see that the items are being laid out left to right and then top to bottom (this is 

panned down a little so we can see the wrapping effect): 

 
 

Now let’s go way outside the box and implement a circular layout, as shown in Figure B-3 and 

implemented in scenario 3 of the example (thanks to Mike Mastrangelo of the WinJS team for this one, 

although I added the spiral option). Note that you may need to run on a larger monitor to see a good 

effect; on 1366x768 it gets rather cramped. Video B-2 also shows the animation effect. 

 

FIGURE B-3 Scenario 3 of the Custom Layout Extras example, showing a circular layout in the middle of animating 

new items into the list. 

With this layout, all that’s needed is a little CSS and a layout function. First, here’s the extent of the 

markup in html/scenario3.html: 
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<div class="itemTemplate_s3" data-win-control="WinJS.Binding.Template"> 

    <img data-win-bind="src: picture; title: title" height="72" width="72" draggable="false" /> 

</div> 

<div class="listView_s3" data-win-control="WinJS.UI.ListView" data-win-options="{ 

    itemDataSource: Data.smallList.dataSource, itemTemplate: select('.itemTemplate_s4'), 

    layout: { type: CustomLayouts.CircleLayout }}"> 

</div> 

and the full extent of the CSS, where you can see we’ll use absolute positioning for the layout 

(css/scenario3.css): 

.listView_s3 .win-container { 

    position: absolute; 

    top: 0; 

    left: 0; 

    transform: rotate(180deg); 

    transition: transform 167ms linear, opacity 167ms linear; 

} 

 

.listView_s3 img { 

    display: block; 

} 

Note that the win-container selector here targets the individual items, not the whole layout 

surface. Also note the small transition set up on the transform property, which is initially set to 180 

degrees. This, along with some of the JavaScript code in layout, creates the fade-in spinning effect 

seen in Video B-2. 

I’ll leave it to you to look at the layout code in detail; it’s mostly just calculating a position for each 

item along the circle. The spiral option that I’ve added plays a little with a variable radius as well.  

What’s very powerful with this example is that even in the circular layout you still get all the other 

ListView behaviors, such as selection, invocation, keyboarding, and so forth. Again, this is the main 

advantage of custom layouts over implementing your own collection control from scratch! 

Virtualization 
The next bit you can add to a custom layout is the itemsFromRange method to support virtualization. 

Virtualization means that the layout has a conversation with the ListView about what items are visible, 

because the ListView is creating and destroying elements as panning happens (clearly this isn’t 

important for something like the circular layout where all the items are always in view). The layout, for 

its part, needs to have an understanding about instructing the app host how and where to render those 

visible items. The essence of that conversation is as follows: 

 When the ListView is panned, it asks the layout about which items are visible for a particular 

pixel range through itemsFromRange, because the layout understands how big its items are 

and where they’re placed. 
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 Once the ListView knows what items are visible, it calls layout with only those items in the tree 

argument. The layout, accordingly, sets the necessary styles and positioning on those items. 

Scenario 2 of the HTML ListView custom layout sample now (the one from the Windows SDK, not 

the example in the companion content) shows the addition of virtualization support. The ListView’s 

options, including the layout and its options, are also set from JavaScript in js/scenario2.js: 

this._listView.layout = new SDKSample.Scenario2.StatusLayout( 

    { itemInfo: this._itemInfo, cssClassSizeMap: cssClassSizeMap }); 

this._listView.itemTemplate = this._statusRenderer.bind(this); 

this._listView.itemDataSource = Data.list.dataSource; 

The custom layout here has two options: an itemInfo function and a cssClassSizeMap (very much 

like we did with the horizontal layout earlier). It uses these to perform size lookup on a per-item basis: 

_itemInfo: function (itemIndex) { 

    var item = Data.list.getItem(itemIndex); 

    var cssClass = "statusItemSize"; 

    if (item.data.type === "photo") { 

        cssClass = "photoItemSize"; 

    } 

 

    return cssClass; 

} 

 

var cssClassSizeMap = { 

    statusItemSize: { height: 90 }, // plus 10 pixels to incorporate the margin-top 

    photoItemSize: { height: 260 }  // plus 10 pixels to incorporate the margin-top 

}; 

Again, be very, very clear that such constructs are entirely specific to the custom layout and have no 

impact whatsoever on the ListView itself except as the layout implements methods like layout and 

itemsFromRange. In the sample, layout just uses this to cache various information about the items to 

improve performance. itemsFromRange, for its part, uses that cached size information to translate 

pixels to indexes for items. Here’s how it’s implemented in js/scenario2.js: 

itemsFromRange: function (firstPixel, lastPixel) { 

    var totalLength = 0; 

 

    // Initialize firstIndex and lastIndex to be an empty range 

    var firstIndex = 0; 

    var lastIndex = -1; 

 

    var firstItemFound = false; 

 

    var itemCacheLength = this._itemCache.length; 

    for (var i = 0; i < itemCacheLength; i++) { 

        var item = this._itemCache[i]; 

        totalLength += item.height; 

 

        // Find the firstIndex 

        if (!firstItemFound && totalLength >= firstPixel) { 



1243 

 

            firstIndex = item.index; 

            lastIndex = firstIndex; 

            firstItemFound = true; 

        } else if (totalLength >= lastPixel) { 

            // Find the lastIndex 

            lastIndex = item.index; 

            break; 

        } else if (firstItemFound && i === itemCacheLength - 1) { 

            // If we are at the end of the cache and we have found the firstItem, 

            // the lastItem is in the range 

            lastIndex = item.index; 

        } 

    } 

 

    return { firstIndex: firstIndex, lastIndex: lastIndex }; 

}, 

The most important thing to keep in mind with itemsFromRange is to make it fast. This is why the 

sample employs a caching strategy, which would become essential if you had a large data source. 

Along these lines, be careful about the properties you access on HTML elements—some of them can 

trigger layout passes especially if other layout-related properties have been changed. That is, the 

accuracy of dimensional properties requires that the layout is up to date before values can be returned, 

and clearly you don’t want this to happen inside a method like itemsFromRange. 

Grouping 

When a ListView has a group data source in addition to its item data source, what changes for a 

custom layout is that the tree argument to the layout method will contain more than one item. Each 

item in tree is a single group that contains whatever items belong to that group. That is, we’ve been 

using code like this to look at the items: 

var container = tree[0].itemsContainer; 

but now we need to process the whole tree array instead. Scenarios 3 and 4 of the HTML ListView 

custom layout sample (again, the SDK sample) do this, as shown here from js/scenario3.js: 

layout: function (tree, changedRange, modifiedElements, modifiedGroups) { 

    var offset = 0; 

 

    var treeLength = tree.length; 

    for (var i = 0; i < treeLength; i++) { 

        this._layoutGroup(tree[i], offset); 

        offset += tree[i].itemsContainer.items.length; 

    } 

 

    return WinJS.Promise.wrap(); 

}, 

 

// Private function that is responsible for laying out just one group 

_layoutGroup: function (tree, offset) { 

    var items = tree.itemsContainer.items; 

http://code.msdn.microsoft.com/HTML-ListView-custom-9676a187
http://code.msdn.microsoft.com/HTML-ListView-custom-9676a187
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    var itemsLength = items.length; 

    for (var i = 0; i < itemsLength; i++) { 

        // Get CSS class by item index 

        var cssClass = this._itemInfo(i + offset); 

        WinJS.Utilities.addClass(items[i], cssClass); 

    } 

} 

All this is again a matter of adding CSS styles to various elements; the layout of the group headers 

themselves are defined by the headerTemplate element in html/scenario3.html and applicable styles in 

css/scenario3.css. As shown below, this is just a large character for each group (the groups are arranged 

vertically; I’m showing portions of each horizontally here): 

 

In short, support for grouping isn’t tied to the implementation of specific ILayout2 methods—it’s 

primarily a matter of how you implement the layout method itself. 

You can, of course, implement both grouping and virtualization together by including 

itemsFromRange, as we saw in the previous section. Scenario 4 of the sample demonstrates this by 

basically combining the code from scenarios 2 and 3. 

The Other Stuff 
Let’s now look at the remaining methods of ILayout2, most of which are demonstrated in scenario 4 

of the Custom Layout Extras example, which extends the minimum horizontal layout in scenario 2. 

Some of these methods must return an object that contains an item index and a type (a value from 

WinJS.UI.ObjectType). This object doesn’t have an assigned class but looks like these examples: 

return { type: WinJS.UI.ObjectType.item, index: itemIndex }; 

return { type: WinJS.UI.ObjectType.groupHeader, index: headerIndex }; 

The hitTest method should also include an insertAfterIndex in the object it returns so as to 

indicate the actual insertion point of a moved item. 

 

http://msdn.microsoft.com/library/windows/apps/dn301905.aspx
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Keyboard Support: getAdjacent 

The ListView calls getAdjacent in response to the arrow keys as well as page up and page down, 

because the layout object is what knows how items are arranged in relation to one another. Without 

this method, the default behavior (as you can see in scenario 2) is that the right arrow, down arrow, and 

page down move the focus to the next item in the list, and left arrow, up arrow, and page up go to the 

previous item. (Home and End always go to the first and last item.)  

In a top-to-bottom grid layout, however, we want the up, down, page up, and page down to work 

by rows (one row or three rows at a time). We implement getAdjacent, then, which accepts an item 

object (containing index and type properties as in the return object) and a WinJS.UtilitiesKey and 

which returns an object describing the next item to get the focus. (If you simply return an object with 

index set to item.index+1 or item.index-1, for forward and backward keys, respectively, and type: 

WinJS.UI.ObjectType.item, you’ll duplicate the default behavior.) 

In our case we need to determine how many items are in a row. This is fairly straightforward. 

Remember the site object we get through initialize? It contains a viewportSize property whose 

width tells us the width of the ListView. If we divide this by the item width—and it’s best to have a 

property on the layout object through which the app can specify this as a fixed size—we get the items 

per row. Because this value will change only when the layout is recomputed, we can do this in the 

layout method: 

layout: function() { 

    this._itemsPerRow = Math.floor(this._site.viewportSize.width / this._itemWidth);  

    this._totalRows = Math.floor(this._site.itemCount._value / this._itemsPerRow); 

 

    //We don't need to do anything else. 

    return WinJS.Promise.as(); 

}, 

Assuming that we have an itemWidth property on the layout that’s been set appropriately for the 

real item size (content size + borders, etc.), we can implement getAdjacent as follows. Here, page up 

and page down move three rows at a time, and up/down arrow one row: 

getAdjacent: function (item, key) { 

    var Key = WinJS.Utilities.Key; 

    var index = item.index; 

    var curRow = Math.floor(index / this._itemsPerRow); 

    var curCol = index % this._itemsPerRow; 

    var newRow; 

 

    //The ListView is gracious enough to ignore our return index if it's out of bounds, 

    //so we don't have to check for that here. 

 

    switch (key) { 

        case Key.rightArrow: 

            index = index + 1; 

            break; 

 

        case Key.downArrow:  
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            index = index + this._itemsPerRow; 

            break; 

 

        case Key.pageDown: 

            //If we page down past the last item, this will go to the last item 

            newRow = Math.min(curRow + 3, this._totalRows); 

            index = curCol + (newRow * this._itemsPerRow); 

            break; 

 

        case Key.leftArrow: 

            index = index - 1; 

            break; 

 

        case Key.upArrow: 

            index = index - this._itemsPerRow; 

            break; 

 

        case Key.pageUp: 

            newRow = Math.max(curRow - 3, 0); 

            index = curCol + (newRow * this._itemsPerRow); 

            break; 

    } 

                 

    return { type: WinJS.UI.ObjectType.item, index: index }; 

}, 

With this, we get good keyboard navigation within the layout. Note the comment that the ListView 

will ignore invalid index values; we don’t have to sweat over validating what we return. 

Drag and Drop: dragLeave, dragOver, and hitTest 

One drag-and-drop scenario for a ListView is that it can serve as a general drop source by setting its 

itemsDraggable property to true. If so, the ListView will check for and call the layout’s dragLeave 

method whenever an item is dragged out of the ListView control, as well as when an item is dragged 

and dropped back in the list. 

This method has no arguments and no return value, so it’s simply a notification for the layout to 

take any desired action. To be honest, there’s not too much it can do in this case. It’s more interesting 

when items are reorderable as well—that is, when the ListView’s itemsReorderable property is also 

true (html/scenario4.html): 

<div class="listView_s4" data-win-control="WinJS.UI.ListView" 

        data-win-options="{ 

        itemDataSource: Data.list.dataSource, 

        itemTemplate: select('.itemTemplate_s4'), 

        itemsDraggable: true, 

        itemsReorderable: true, 

        layout: {type: CustomLayouts.VerticalGrid_Flex4, itemWidth: 65, itemHeight: 65}}"> 

</div> 
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Here you must also implement hitTest and dragOver together. hitTest is pretty simple to think 

about: given x/y coordinates within the layout surface, return an item object for whatever is at those 

coordinates where the object contains type, index, and insertAfterIndex properties, as described 

earlier. In scenario 4 of the example, we can use the same itemWidth/itemHeight properties that help 

with getAdjacent (js/scenario4.js): 

_indexFromCoordinates: function (x, y) { 

    var row = Math.floor(y / this._itemHeight); 

    var col = Math.floor(x / this._itemWidth); 

    return (row * this._itemsPerRow) + col; 

}, 

 

hitTest: function (x, y) { 

    var index = this._indexFromCoordinates(x, y); 

 

    //Only log the output if the index changes. 

    if (this._lastIndex != index) { 

        console.log("hitTest on (" + x + ", " + y + "), index = " + index); 

        this._lastIndex = index; 

    } 

 

    return { type: WinJS.UI.ObjectType.item, index: index, insertAfterIndex: index - 1 }; 

}, 

Note If you support variable item sizes, you can’t rely on fixed values here and need to have an 

itemInfo function to retrieve these dimensions individually. You’d want to cache these values within 

the layout method as well so that hitTest can return more quickly. 

The insertAfterIndex is important for reordering the ListView, because the control automatically 

moves an item dragged within the list to this index. Note that insertAfterIndex should be set to -1 

to insert at the beginning of the list. 

With hitTest in place, the dragOver method is then called whenever the index from hitTest 

changes. It receives the x/y coordinates of the drag operation (along with an object called dragInfo 

that’s for the ListView’s internal use). The method doesn’t have a return value, so its whole purpose is to 

give your layout an opportunity to visually indicate the result of a drop. For example, you can highlight 

the insertion point, show a little wiggle room in the layout (the built-in layouts move hit-tested items 

by 12px), or whatever else you want. You then use dragLeave, of course, to reset that indicator. (If you 

want to look at what the built-in layouts do for dragOver, look in the ui.js file of WinJS for the 

_LayoutCommon_dragOver function.) 

In the example (still in scenario 4) I just rotate the item at the drop point a little (see Video B-3) and 

make sure to clear that transform on dragLeave: 

dragOver: function (x, y, dragInfo) { 

    //Get the index of the item on which we’re dropping 

    var index = this._indexFromCoordinates(x, y); 

 

    console.log("dragOver on index = " + index); 
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    //Get the element and scale it a little (like a button press) 

    var element = this._site.tree[0].itemsContainer.items[index]; 

    element && this._addAnimateDropPoint(element); 

    this._lastRotatedElement && this._clearAnimateDropPoint(this._lastRotatedElement); 

    this._lastRotatedElement = element; 

}, 

 

dragLeave: function () { 

    console.log("dragLeave"); 

    if (this._lastRotatedElement) { 

        this._clearAnimateDropPoint(this._lastRotatedElement); 

        this._lastRotatedElement = null; 

    }                 

}, 

 

_addAnimateDropPoint: function (element) { 

    element.style.transition = "transform ease 167ms"; 

    element.style.transform = "rotate(-20deg)"; 

}, 

             

_clearAnimateDropPoint: function (element) { 

    element.style.transition = ""; 

    element.style.transform = ""; 

} 

With this, the ListView will automatically take care of moving items around in the data source 

without any other special handling. In the example, I’ve added identification numbers to each of the 

items in the list so that you can see the effects.  

Animations: setupAnimations and executeAnimations 

The last two members of ILayout2 are setupAnimations and executeAnimations, whose purpose is 

to animate the layout in response to a change in the data source, as when an item is dragged within 

the ListView. 

These are somewhat involved, however, and the best place to learn about these is in the WinJS 

source code itself. Search for “Animation cycle,” and you’ll find a page-long comment on the subject! 
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Appendix C 

Additional Networking Topics 

In this appendix: 

 XMLHttpRequest and WinJS.xhr 

 Breaking up large files (background transfer API) 

 Multipart uploads (background transfer API) 

 Notes on Encryption, Decryption, Data Protection, and Certificates 

 Syndication: RSS and AtomPub APIs in WinRT 

 Sockets 

 The Credential Picker UI 

 Other Networking SDK Samples 

XMLHttpRequest and WinJS.xhr 

Transferring data to and from web services through HTTP requests is a common activity for Windows 

Store apps, especially those written in JavaScript for which handling XML and/or JSON is straight-

forward. For this purpose there is the Windows.Web.Http.HttpClient API, but apps can also use the 

XMLHttpRequest object as well as the WinJS.xhr wrapper that turns the XMLHttpRequest structure 

into a simple promise. For the purposes of this section I’ll refer to both of these together as just XHR. 

To build on what we already covered in the “HTTP Requests” section in Chapter 4, “Web Content 

and Services,” I need to make a few other points where XHR is concerned, most of which come from 

the section in the documentation entitled Connecting to a web service. 

First, Downloading different types of content provides the details of the different content types 

supported by XHR for Windows Store apps, summarized here: 

Type Use responseText responseXML 

arraybuffer Binary content as an array of Int8 or Int64, or another integer or 

float type. 

undefined undefined 

Blob Binary content represented as a single entity. undefined undefined 

document An XML DOM object representing XML content (MIME type of 

text/XML). 

undefined The XML 

content 

json JSON strings. The JSON string undefined 

ms-stream Streaming data; see XMLHttpRequest enhancements. undefined undefined 

Text Text (the default). The text string undefined 

 

 

http://msdn.microsoft.com/library/windows/apps/windows.web.http.httpclient.aspx
http://msdn.microsoft.com/library/windows/apps/hh453379.aspx
http://msdn.microsoft.com/library/windows/apps/br229787.aspx
http://msdn.microsoft.com/library/windows/apps/hh761502.aspx
http://msdn.microsoft.com/library/windows/apps/hh868280.aspx
http://msdn.microsoft.com/library/windows/apps/hh673569.aspx
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Second, know that XHR responses can be automatically cached, meaning that later requests to the 

same URI might return old data. To resend the request despite the cache, add an If-Modified-Since 

HTTP header, as shown on How to ensure that WinJS.xhr resends requests. 

Along similar lines, you can wrap a WinJS.xhr operation in another promise to encapsulate 

automatic retries if there is an error in any given request. That is, build your retry logic around the core 

XHR operation, with the result stored in some variable. Then place that whole block of code within 

WinJS.Promise.as (or a new WinJS.Promise) and use that elsewhere in the app. 

In each XHR attempt, remember that you can also use WinJS.Promise.timeout in conjunction with 

WinJS.Xhr, as described on Setting timeout values with WinJS.xhr., because WinJS.xhr doesn’t have a 

timeout notion directly. You can, of course, set a timeout in the raw XMLHttpRequest object, but that 

would mean rebuilding everything that WinJS.xhr already does or copying it from the WinJS source 

code and making modifications. 

Generally speaking, XHR headers are accessible to the app with the exception of cookies (the set-

cookie and set-cookie2 headers)—these are filtered out by design for XHR done from a local context. 

They are not filtered for XHR from the web context. Of course, access to cookies is one of the bene fits 

of Windows.Web.Http.HttpClient. 

Finally, avoid using XHR for large file transfers because such operations will be suspended when the 

app is suspended. Use the Background Transfer API instead (see Chapter 4), which uses HTTP requests 

under the covers, so your web services won’t know the difference anyway! 

Tips and Tricks for WinJS.xhr 
Without opening the whole can of worms that is XMLHttpRequest, it’s useful to look at just a couple of 

additional points around WinJS.xhr. This section is primarily provided for developers who might still 

be targeting Windows 8.0 where the preferred WinRT HttpClient API is not available. 

First, notice that the single argument to WinJS.xhr is an object that can contain a number of 

properties. The url property is the most common, of course, but you can also set the type (defaults to 

“GET”) and the responseType for other sorts of transactions, supply user and password credentials, set 

headers (such as If-Modified-Since with a date to control caching), and provide whatever other 

additional data is needed for the request (such as query parameters for XHR to a database). You can 

also supply a customRequestInitializer function that will be called with the XMLHttpRequest object 

just before it’s sent, allowing you to perform anything else you need at that moment. 

The second tip is setting a timeout on the request. You can use the customRequestInitializer for 

this purpose, setting the XMLHttpRequest.timeout property and possibly handling the ontimeout 

event. Alternately, use the WinJS.Promise.timeout function to set a timeout period after which the 

WinJS.xhr promise (and the async operation connected to it) will be canceled. Canceling is 

accomplished by simply calling a promise’s cancel method. Refer to “The WinJS.Promise Class” in 

Appendix A, “Demystifying Promises,” for details on timeout. 

http://msdn.microsoft.com/library/windows/apps/hh868281.aspx
http://msdn.microsoft.com/library/windows/apps/hh868283.aspx
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You might have need to wrap WinJS.xhr in another promise, perhaps to encapsulate other 

intermediate processing with the request while the rest of your code just uses the returned promise as 

usual. In conjunction with a timeout, this can also be used to implement a multiple retry mechanism. 

Next, if you need to coordinate multiple requests together, you can use WinJS.Promise.join, 

which is again covered in Chapter 3 in the section “Joining Parallel Promises.” 

Finally, for Windows Store apps, using XHR with localhost: URIs (local loopback) is blocked by 

design. During development, however, this is very useful for debugging a service without deploying it. 

You can enable local loopback in Visual Studio by opening the project properties dialog (Project menu 

> <project> Properties…), selecting Debugging on the left side, and setting Allow Local Network 

Loopback to Yes. Using the localhost is discussed also in Chapter 4. 

Breaking Up Large Files (Background Transfer API) 

Because the outbound (upload) transfer rates of most broadband connections are significantly slower 

than the inbound (download) rates and might have other limitations, uploading a large file to a server 

(generally using the background transfer API) is typically a riskier operation than a large download. If 

an error occurs during the upload, it can invalidate the entire transfer—a frustrating occurrence if 

you’ve already been waiting an hour for that upload to complete! 

For this reason, a cloud service might allow a large file to be transferred in discrete chunks, each of 

which is sent as a separate HTTP request, with the server reassembling the single file from those 

requests. This minimizes, or at least reduces, the overall impact of connectivity hiccups. 

From the client’s point of view, each piece would be transferred with an individual 

UploadOperation; that much is obvious. The tricky part is breaking up a large file in the first place. 

With a lot of elbow grease—and what would likely end up being a complex chain of nested async 

operations—it is possible to create a bunch of temporary files from the single source. If you’re up to a 

challenge, I invite to you write such a routine and post it somewhere for the rest of us to see! 

But there is an easier path: BackgroundUploader.createUploadFromStreamAsync, through which 

you can create separate UploadOperation objects for different segments of the stream. Given a 

StorageFile for the source, start by calling its openReadAsync method, the result of which is an 

IRandomAccessStreamWithContentType object. Through its getInputStreamAt method you then 

obtain an IInputStream for each starting point in the stream (that is, at each offset depending on your 

segment size). You then create an UploadOperation with each input stream by using 

createUploadFromStreamAsync. The last requirement is to tell that operation to consume only some 

portion of that stream. You do this by calling its setRequestHeader("content-length", <length>) 

where <length> is the size of the segment plus the size of other data in the request; you’ll also want to 

add a header to identify the segment for that particular upload. After all this, call each operation’s 

startAsync method to begin its transfer. 

http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.uploadoperation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.backgrounduploader.createuploadfromstreamasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.streams.irandomaccessstreamwithcontenttype.aspx
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Multipart Uploads (Background Transfer API) 

In addition to the createUpload and createUploadFromStreamAsync methods, the 

BackgroundUploader provides another method, called createUploadAsync (with three variants), 

which handles what are called multipart uploads. 

From the server’s point of view, a multipart upload is a single HTTP request that contains various 

pieces of information (the parts), such as app identifiers, authorization tokens, and so forth, along with 

file content, where each part is possibly separated by a specific boundary string. Such uploads are used 

by online services like Flickr and YouTube, each of which accepts a request with a multipart Content-

Type. (See Content-type: multipart for a reference.) For example, as shown on Uploading Photos – 

POST Example, Flickr wants a request with the content type of multipart/form-data, followed by 

parts for api_key, auth_token, api_sig, photo, and finally the file contents. With YouTube, as 

described on YouTube API v2.0 – Direct Uploading, it wants a content type of multipart/related 

with parts containing the XML request data, the video content type, and then the binary file data. 

The background uploader supports all this through the BackgroundUploader.createUploadAsync 

method. (Note the Async suffix that separates this from the synchronous createUpload.) There are 

three variants of this method. The first takes the server URI to receive the upload and an array of 

BackgroundTransferContentPart objects, each of which represents one part of the upload. The 

resulting operation will send a request with a content type of multipart/form-data with a random 

GUID for a boundary string. The second variation of createUploadAsync allows you to specify the 

content type directly (through the sub-type, such as related), and the third variation then adds the 

boundary string. That is, assuming parts is the array of parts, the methods look like this: 

var uploadOpPromise1 = uploader.createUploadAsync(uri, parts); 

var uploadOpPromise2 = uploader.createUploadAsync(uri, parts, "related"); 

var uploadOpPromise3 = uploader.createUploadAsync(uri, parts, "form-data", "-------123456"); 

To create each part, first create a BackgroundTransferContentPart by using one of its three 

constructors: 

 new BackgroundContentPart() Creates a default part. 

 new BackgroundContentPart(<name>) Creates a part with a given name. 

 new BackgroundContentPart(<name>, <file>) Creates a part with a given name and a 

local filename. 

In each case you further initialize the part with a call to its setText, setHeader, and setFile 

methods. The first, setText, assigns a value to that part. The second, setHeader, can be called multiple 

times to supply header values for the part. The third, setFile, is how you provide the StorageFile to 

a part created with the third variant above. 

 

http://msdn.microsoft.com/library/windows/apps/br207140.aspx
http://msdn.microsoft.com/library/ms527355.aspx
http://www.flickr.com/services/api/upload.example.html
http://www.flickr.com/services/api/upload.example.html
https://developers.google.com/youtube/2.0/developers_guide_protocol_direct_uploading
http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.backgrounduploader.createuploadasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.backgroundtransfercontentpart.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.backgroundtransfercontentpart.backgroundtransfercontentpart.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.backgroundtransfercontentpart.backgroundtransfercontentpart.aspx
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Scenario 2 of the Background transfer sample shows the latter using an array of random files that 

you choose from the file picker, but probably few services would accept a request of this nature. Let’s 

instead look at how we’d create the multipart request for Flickr shown on Uploading Photos – POST 

Example. For this purpose I’ve created the MultipartUpload example in the appendices’ companion 

content. Here’s the code from js/uploadMultipart.js that creates all the necessary parts for the 

tinyimage.jpg file in the app package: 

// The file and uri variables are already set by this time. bt is a namespace shortcut 

var bt = Windows.Networking.BackgroundTransfer; 

var uploader = new bt.BackgroundUploader(); 

var contentParts = []; 

 

// Instead of sending multiple files (as in the original sample), we'll create those parts that 

// match the POST example for Flickr on http://www.flickr.com/services/api/upload.example.html 

var part; 

 

part = new bt.BackgroundTransferContentPart(); 

part.setHeader("Content-Disposition", "form-data; name=\"api_key\""); 

part.setText("3632623532453245"); 

contentParts.push(part); 

 

part = new bt.BackgroundTransferContentPart(); 

part.setHeader("Content-Disposition", "form-data; name=\"auth_token\""); 

part.setText("436436545"); 

contentParts.push(part); 

 

part = new bt.BackgroundTransferContentPart(); 

part.setHeader("Content-Disposition", "form-data; name=\"api_sig\""); 

part.setText("43732850932746573245"); 

contentParts.push(part); 

 

part = new bt.BackgroundTransferContentPart(); 

part.setHeader("Content-Disposition", "form-data; name=\"photo\"; filename=\"" + file.name + 

"\""); 

part.setHeader("Content-Type", "image/jpeg"); 

part.setFile(file); 

contentParts.push(part); 

 

// Create a new upload operation specifying a boundary string. 

uploader.createUploadAsync(uri, contentParts, 

     "form-data", "-----------------------------7d44e178b0434") 

    .then(function (uploadOperation) { 

        // Start the upload and persist the promise  

        upload = uploadOperation; 

        promise = uploadOperation.startAsync().then(complete, error, progress);  

    } 

); 

The resulting request will look like this, very similar to what’s shown on the Flickr page (just with 

some extra headers): 

 

http://code.msdn.microsoft.com/windowsapps/Background-Transfer-Sample-d7833f61
http://www.flickr.com/services/api/upload.example.html
http://www.flickr.com/services/api/upload.example.html
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POST /website/multipartupload.aspx HTTP/1.1 

Cache-Control=no-cache 

Connection=Keep-Alive 

Content-Length=1328 

Content-Type=multipart/form-data; boundary="-----------------------------7d44e178b0434" 

Accept=*/* 

Accept-Encoding=gzip, deflate 

Host=localhost:60355 

User-Agent=Mozilla/5.0 (compatible; MSIE 10.0; Windows NT 6.2; Win64; x64; Trident/6.0; Touch) 

UA-CPU=AMD64 

-------------------------------7d44e178b0434 

Content-Disposition: form-data; name="api_key" 

 

3632623532453245 

-------------------------------7d44e178b0434 

Content-Disposition: form-data; name="auth_token" 

 

436436545 

-------------------------------7d44e178b0434 

Content-Disposition: form-data; name="api_sig" 

 

43732850932746573245 

-------------------------------7d44e178b0434 

Content-Disposition: form-data; name="photo"; filename="tinysquare.jpg" 

Content-Type: image/jpeg 

 

{RAW JFIF DATA} 

-------------------------------7d44e178b0434-- 

To run the sample and also see how this request is received, you’ll need two things. First, set up your 

localhost server as described in “Sidebar: Using the Localhost” in Chapter 4. Then install Visual Studio 

Express for Web (which is free) through the Web Platform Installer. Now go to the MultipartUpload-

Server folder in appendices’ companion content, load website.sln into Visual Studio Express for Web, 

open MultipartUploadServer.aspx, and set a breakpoint on the first if statement inside the Page_Load 

method. Start the site in the debugger (which runs it in Internet Explorer), which opens that page on a 

localhost debugging port (and click Continue in Visual Studio when you hit the breakpoint). Copy that 

page’s URI from Internet Explorer for the next step. 

Switch to the MultipartUpload example running in Visual Studio for Windows, paste that URI into 

the URI field, and click the Start Multipart Transfer. When the upload operation’s startAsync is called, 

you should hit the server page breakpoint in Visual Studio for Web. You can step through that code if 

you want and examine the Request object; in the end, the code will copy the request into a file named 

multipart-request.txt on that server. This will contain the request contents as above, where you can see 

the relationship between how you set up the parts in the client and how they’re received by the server.  

http://www.microsoft.com/web/downloads/platform.aspx
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Notes on Encryption, Decryption, Data Protection, and 

Certificates 

The documentation on the Windows Developer Center along with APIs in the Windows.Security 

namespace are helpful to know about where protecting user credentials and other data is concerned. 

One key resource is the How to secure connections and authenticate requests topic; another is the 

Banking with strong authentication sample, which demonstrates secure authentication and 

communication over the Internet. A full writeup on this sample is found on Tailored banking app code 

walkthrough. 

As for WinRT APIs, first is Windows.Security.Cryptography. Here you’ll find the 

CryptographicBuffer class that can encode and decode strings in hexadecimal and base64 (UTF-8 or 

UTF-16) and also provide random numbers and a byte array full of such randomness. Refer to scenario 

1 of the CryptoWinRT sample for some demonstrations, as well as scenarios 2 and 3 of the Web 

authentication broker sample. WinRT’s base64 encoding is fully compatible with the JavaScript atob 

and btoa functions. 

Next is Windows.Security.Cryptography.Core, which is truly about encryption and decryption 

according to various algorithms. See the Encryption topic, scenarios 2–8 of the CryptoWinRT sample, 

and again scenarios 2 and 3 of the Web authentication broker sample. 

Third is Windows.Security.Cryptography.DataProtection, whose single class, 

DataProtectionProvider, deals with protecting and unprotecting both static data and a data stream. 

This applies only to apps that declare the Enterprise Authentication capability. For details, refer to Data 

protection API along with scenarios 9 and 10 of the CryptoWinRT sample. 

Fourth, Windows.Security.Cryptography.Certificates provides several classes through which 

you can create certificate requests and install certificate responses. Refer to Working with certificates 

and the Certificate enrollment sample for more. 

Fifth, some of the early W3C cryptography APIs have made their way into the app host, accessed 

through the window.msCrypto object. 

And lastly it’s worth at least listing the API under Windows.Security.ExchangeActiveSync-

Provisioning for which there is the EAS policies for mail clients sample. I’m assuming that if you know 

why you’d want to look into this, well, you’ll know! 

Syndication: RSS, AtomPub, and XML APIs in WinRT 

When we first looked at doing HTTP requests in Chapter 4, we grabbed the RSS feed from the Windows 

Developer Blog with the URI http://blogs.msdn.com/b/windowsappdev/rss.aspx. We learned then that 

WinJS.xhr returned a promise, the result of which contained a responseXML property, which is itself a 

http://msdn.microsoft.com/library/windows/apps/hh986970.aspx
http://code.msdn.microsoft.com/windowsapps/Metro-style-banking-app-7d963c00
http://msdn.microsoft.com/library/windows/apps/Hh464943
http://msdn.microsoft.com/library/windows/apps/Hh464943
http://msdn.microsoft.com/library/windows/apps/windows.security.cryptography.aspx
http://code.msdn.microsoft.com/windowsapps/CryptoWinRT-54ff3d9f
http://code.msdn.microsoft.com/windowsapps/Web-Authentication-d0485122
http://code.msdn.microsoft.com/windowsapps/Web-Authentication-d0485122
http://msdn.microsoft.com/library/windows/apps/windows.security.cryptography.core.aspx
http://msdn.microsoft.com/library/windows/apps/hh464976.aspx
http://code.msdn.microsoft.com/windowsapps/CryptoWinRT-54ff3d9f
http://msdn.microsoft.com/library/windows/apps/windows.security.cryptography.dataprotection.aspx
http://msdn.microsoft.com/library/windows/apps/hh464970.aspx
http://msdn.microsoft.com/library/windows/apps/hh464970.aspx
http://code.msdn.microsoft.com/windowsapps/CryptoWinRT-54ff3d9f
http://msdn.microsoft.com/library/windows/apps/windows.security.cryptography.certificates.aspx
http://msdn.microsoft.com/library/windows/apps/hh465044.aspx
http://code.msdn.microsoft.com/windowsapps/Certificate-Enrollment-SDK-7ecf4976
https://dvcs.w3.org/hg/webcrypto-api/raw-file/tip/spec/Overview.html
http://msdn.microsoft.com/library/ie/dn302339(v=vs.85).aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.exchangeactivesyncprovisioning.aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.exchangeactivesyncprovisioning.aspx
http://code.msdn.microsoft.com/windowsapps/Web-authentication-for-b9b8ed1a
http://blogs.msdn.com/b/windowsappdev/rss.aspx
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DomParser through which you can traverse the DOM structure and so forth. 

Working with syndicated feeds by using straight HTTP requests is completely supported for 

Windows Store apps. In fact, the How to create a mashup topic in the documentation describes exactly 

this process, components of which are demonstrated in the Integrating content and controls from web 

services sample. 

That said, WinRT offers additional APIs for dealing with syndicated content in a more structured 

manner, which could be better suited for some programming languages. One, Windows.Web.-

Syndication, offers a more structured way to work with RSS feeds. The other, Windows.Web.AtomPub, 

provides a means to publish and manage feed entries. 

There is also an API for dealing with XML in Windows.Data.Xml.Dom (see the Windows Runtime 

XML data API sample), but this API is somewhat redundant with the built-in XML/DOM APIs present in 

JavaScript. 

Reading RSS Feeds 
The primary class within Windows.Web.Syndication is the SyndicationClient. To work with any 

given feed, you create an instance of this class and set any necessary properties. These are 

serverCredential (a PasswordCredential), proxyCredential (another PasswordCredential), 

timeout (in milliseconds; default is 30000 or 30 seconds), maxResponseBufferSize (a means to 

protect from potentially malicious servers), and bypassCacheOnRetrieve (a Boolean to indicate 

whether to always obtain new data from the server). You can also make as many calls to its 

setRequestHeader method (passing a name and value) to configure the HTTP request header. 

The final step is to then call the SyndicationClient.retrieveFeedAsync method with the URI of 

the desired RSS feed (a Windows.Foundation.Uri). Here’s an example derived from the Syndication 

sample, which retrieves the RSS feed for the Building Windows 8 blog: 

uri = new Windows.Foundation.Uri("http://blogs.msdn.com/b/b8/rss.aspx"); 

var client = new Windows.Web.Syndication.SyndicationClient(); 

client.bypassCacheOnRetrieve = true; 

client.setRequestHeader("User-Agent",  

    "Mozilla/5.0 (compatible; MSIE 10.0; Windows NT 6.2; WOW64; Trident/6.0)"); 

 

client.retrieveFeedAsync(uri).done(function (feed) { 

    // feed is a SyndicationFeed object 

 

} 

The result of retrieveFeedAsync is a Windows.Web.Syndication.SyndicationFeed object; that 

is, the SyndicationClient is what you use to talk to the service, and when you retrieve the feed you 

get an object though which you can then process the feed itself. If you take a look at Syndication-

Feed by using the link above, you’ll see that it’s wholly stocked with properties that represent all the 

parts of the feed, such as authors, categories, items, title, and so forth. Some of these are 

represented themselves by other classes in Windows.Web.Syndication, or collections of them, where 

http://msdn.microsoft.com/library/windows/apps/hh452745.aspx
http://code.msdn.microsoft.com/windowsapps/Mashup-Sample-10689f5b
http://code.msdn.microsoft.com/windowsapps/Mashup-Sample-10689f5b
http://msdn.microsoft.com/library/windows/apps/windows.data.xml.dom.aspx
http://code.msdn.microsoft.com/windowsapps/XML-API-Scenario-Sample-42ce708b
http://code.msdn.microsoft.com/windowsapps/XML-API-Scenario-Sample-42ce708b
http://msdn.microsoft.com/library/windows/apps/br244529.aspx
http://msdn.microsoft.com/library/windows/apps/windows.web.syndication.syndicationclient.aspx
http://code.msdn.microsoft.com/windowsapps/Syndication-sample-07ef6b0d
http://code.msdn.microsoft.com/windowsapps/Syndication-sample-07ef6b0d
http://blogs.msdn.com/b/b8/rss.aspx
http://msdn.microsoft.com/library/windows/apps/windows.web.syndication.syndicationfeed.aspx
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simpler types aren’t sufficient: SyndicationAttribute, SyndicationCategory, SyndicationContent, 

SyndicationGenerator, SyndicationItem, SyndicationLink, SyndicationNode, 

SyndicationPerson, and SyndicationText. I’ll leave the many details to the documentation. 

We can see some of this in the sample, picking up from inside the completed handler for 

retrieveFeedAsync. Let me offer a more annotated version of that code: 

client.retrieveFeedAsync(uri).done(function (feed) { 

    currentFeed = feed; 

 

    var title = "(no title)"; 

 

    // currentFeed.title is a SyndicationText object 

    if (currentFeed.title) { 

        title = currentFeed.title.text; 

    } 

 

    // currentFeed.items is a SyndicationItem collection (array) 

    currentItemIndex = 0; 

    if (currentFeed.items.size > 0) { 

        displayCurrentItem(); 

    } 

} 

 

// ... 

 

function displayCurrentItem() { 

    // item will be a SyndicationItem 

 

    var item = currentFeed.items[currentItemIndex]; 

 

    // Display item number. 

    document.getElementById("scenario1Index").innerText = (currentItemIndex + 1) + " of " 

        + currentFeed.items.size; 

 

    // Display title (item.title is another SyndicationText). 

    var title = "(no title)"; 

    if (item.title) { 

        title = item.title.text; 

    } 

    document.getElementById("scenario1ItemTitle").innerText = title; 

 

    // Display the main link (item.links is a collection of SyndicationLink objects). 

    var link = ""; 

    if (item.links.size > 0) { 

        link = item.links[0].uri.absoluteUri; 

    } 

 

    var scenario1Link = document.getElementById("scenario1Link"); 

    scenario1Link.innerText = link; 

    scenario1Link.href = link; 

 

    // Display the body as HTML (item.content is a SyndicationContent object, item.summary is  

    // a SyndicationText object). 



1258 

 

    var content = "(no content)"; 

    if (item.content) { 

        content = item.content.text; 

    } 

    else if (item.summary) { 

        content = item.summary.text; 

    } 

    document.getElementById("scenario1WebView").innerHTML = window.toStaticHTML(content); 

 

    // Display element extensions. The elementExtensions collection contains all the additional 

    // child elements within the current element that do not belong to the Atom or RSS standards 

    // (e.g., Dublin Core extension elements). By creating an array of these, we can create a 

    // WinJS.Binding.List that's easily displayed in a ListView. 

    var bindableNodes = []; 

    for (var i = 0; i < item.elementExtensions.size; i++) { 

        var bindableNode = { 

            nodeName: item.elementExtensions[i].nodeName, 

            nodeNamespace: item.elementExtensions[i].nodeNamespace, 

            nodeValue: item.elementExtensions[i].nodeValue, 

        }; 

        bindableNodes.push(bindableNode); 

    } 

    var dataList = new WinJS.Binding.List(bindableNodes); 

    var listView = document.getElementById("extensionsListView").winControl; 

    WinJS.UI.setOptions(listView, { itemDataSource: dataList.dataSource }); 

} 

It’s probably obvious that the API, under the covers, is probably just using the XmlDocument API to 

retrieve all these properties. In fact, its getXmlDocument returns that XmlDocument if you want to access 

it yourself. 

You can also create a SyndicationFeed object around the XML for a feed you might already have. 

For example, if you obtain the feed contents by using WinJS.xhr, you can create a new Syndication-

Feed object and call its load method with the request’s responseXML. Then you can work with the feed 

through the class hierarchy. When using the Windows.Web.AtomPub API to manage a feed, you also 

create a new or updated SyndicationItem to send across the wire, settings its values through the 

other objects in its hierarchy. We’ll see this in the next section. 

If retrieveFeedAsync throws an exception, by the way, which would be picked up by an error 

handler you provide to the promise’s done method, you can turn the error code into a 

SyndicationErrorStatus value. Here’s how it’s used in the sample’s error handler: 

function onError(err) { 

    // Match error number with a SyndicationErrorStatus value. Use 

    // Windows.Web.WebErrorStatus.getStatus() to retrieve HTTP error status codes. 

    var errorStatus = Windows.Web.Syndication.SyndicationError.getStatus(err.number); 

    if (errorStatus === Windows.Web.Syndication.SyndicationErrorStatus.invalidXml) { 

        displayLog("An invalid XML exception was thrown. Please make sure to use a URI that" 

            + "points to a RSS or Atom feed."); 

    } 

} 
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As a final note, the Feed reader sample in the SDK provides another demonstration of the 

Windows.Web.Syndication API. Its operation is fully described on the Feed reader sample page in the 

documentation. 

Using AtomPub 
On the flip side of reading an RSS feed, as we’ve just seen, is the need to possibly add, remove, and edit 

entries on a feed, as with an app that lets the user actively manage a specific blog or site. 

The API for this is found in Windows.Web.AtomPub and demonstrated in the AtomPub sample. The 

main class is the AtomPubClient that encapsulates all the operations of the AtomPub protocol. It has 

methods like createResourceAsync, retrieveResourceAsync, updateResourceAsync, and 

deleteResourceAsync for working with those entries, where each resource is identified with a URI and 

a SyndicationItem object, as appropriate. Media resources for entries are managed through 

createMediaResourceAsync and similarly named methods, where the resource is provided as an 

IInputStream. 

The AtomPubClient also has retrieveFeedAsync and setRequestHeader methods that do the 

same as the SyndicationClient methods of the same names, along with a few similar properties like 

serverCredential, timeout, and bypassCacheOnRetrieve. Another method, retrieveService-

DocumentAsync, provides the workspaces/service documents for the feed (in the form of a 

Windows.Web.AtomPub.ServiceDocument object). 

Again, the AtomPub sample demonstrates the different operations: retrieve (Scenario 1), create 

(Scenario 2), delete (Scenario 3), and update (Scenario 4). Here’s how it first creates the AtomPubClient 

object (see js/common.js), assuming there are credentials: 

function createClient() { 

    client = new Windows.Web.AtomPub.AtomPubClient(); 

    client.bypassCacheOnRetrieve = true; 

 

    var credential = new Windows.Security.Credentials.PasswordCredential(); 

    credential.userName = document.getElementById("userNameField").value; 

    credential.password = document.getElementById("passwordField").value; 

    client.serverCredential = credential; 

} 

Updating an entry (js/update.js) then looks like this, where the update is represented by a newly 

created SyndicationItem: 

function getCurrentItem() { 

    if (currentFeed) { 

        return currentFeed.items[currentItemIndex]; 

    } 

    return null; 

} 

 

var resourceUri = new Windows.Foundation.Uri( /* service address */ );  

createClient(); 

http://code.msdn.microsoft.com/windowsapps/Feed-reader-sample-e0658c8d
http://msdn.microsoft.com/library/windows/apps/dn263105.aspx
http://msdn.microsoft.com/library/windows/apps/windows.web.atompub.aspx
http://code.msdn.microsoft.com/windowsapps/AtomPub-sample-c1fcdc8e
http://msdn.microsoft.com/library/windows/apps/br243412.aspx
http://code.msdn.microsoft.com/windowsapps/AtomPub-sample-c1fcdc8e
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var currentItem = getCurrentItem(); 

 

if (!currentItem) { 

    return; 

} 

 

// Update the item 

var updatedItem = new Windows.Web.Syndication.SyndicationItem(); 

var title = document.getElementById("titleField").value; 

updatedItem.title = new Windows.Web.Syndication.SyndicationText(title, 

    Windows.Web.Syndication.SyndicationTextType.text); 

var content = document.getElementById("bodyField").value; 

updatedItem.content = new Windows.Web.Syndication.SyndicationContent(content,  

    Windows.Web.Syndication.SyndicationTextType.html); 

 

client.updateResourceAsync(currentItem.editUri, updatedItem).done(function () { 

    displayStatus("Updating item completed."); 

}, onError); 

Error handling in this case works with the Window.Web.WebError class (see js/common.js): 

function onError(err) { 

    displayError(err); 

 

    // Match error number with a WebErrorStatus value, in order to deal with a specific error. 

    var errorStatus = Windows.Web.WebError.getStatus(err.number); 

    if (errorStatus === Windows.Web.WebErrorStatus.unauthorized) { 

        displayLog("Wrong username or password!"); 

    } 

} 

Sockets 

Sockets are a fundamental transport for networking and devices. Unlike HTTP requests, where a client 

sends a request to a server and the server responds—essentially an isolated transaction—sockets are a 

connection between client and server IP ports such that either one can send information to the other at 

any time. A similar mechanism can be found in the Windows Push Notification Service (WNS, see 

Chapter 16, “Alive with Activity”), but WNS is limited to notifications and is specifically designed to 

issue tile updates or notifications for apps that aren’t running. Sockets, on the other hand, are for 

ongoing data exchange between a server (or a device acting as one)and a running client. 

Sockets are generally used when there isn’t a higher-level API or other abstraction for your 

particular scenario, when there’s a custom protocol involved, when you need two-way communication, 

or when it makes sense to minimize the overhead of each exchange. Consider HTTP, a protocol that is 

itself built on lower-level sockets. A single HTTP request generally includes headers and lots of other 

information beyond just the bit of data involved, so it’s an inefficient transport when you need to send 

lots of little bits. It’s better to connect directly with the server and exchange data with a minimized 

http://msdn.microsoft.com/library/windows/apps/windows.web.weberror.aspx
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custom protocol. VoIP is another example where sockets work well, as are multicast scenarios like 

multiplayer games. In the latter, one player’s machine, acting as a server within a local subnet, can 

broadcast a message to all the other players, and vice versa, again with minimal overhead. 

In the world of sockets, exchanging data can happen in two ways: as discrete packets/messages (like 

water balloons) or as a continuous stream (like water running through a hose). These are called 

datagram sockets and stream sockets, respectively, and both are supported through the WinRT API. 

WinRT also supports both forms of exchange through the WebSocket protocol, a technology originally 

created for web browsers and web servers that has become increasingly interesting for general purpose 

use within apps. All of the applicable classes can be found in the Windows.Networking.Sockets API 

(or occasionally in the parent Windows.Networking namespace), as we’ll see in the following sections. 

Note that because some overlap between the different types of sockets exists, these sections are meant 

to be read in sequence so that I don’t have to repeat myself too much! 

Suspend and resume with sockets As a general note, always close an open socket when your app is 

suspended, and reopen it when the app is resumed.  

Datagram Sockets 
In the language of sockets, a water balloon is called a datagram, a bundle of information sent from one 

end of the socket to the other—even without a prior connection—according to the User Datagram 

Protocol (UDP) standard. UDP, as I summarize here from its description on Wikipedia, is simple, 

stateless, unidirectional, and transaction-oriented. It has minimal overhead and lacks retransmission 

delays, and for these reasons it cannot guarantee that a datagram will actually be delivered. Thus, it’s 

used where error checking and correction aren’t necessary or where they are done by the apps 

involved rather than at the network interface level. In a VoIP scenario, for example, this allows data 

packets to just be dropped if they cannot be delivered, rather than having everything involved wait for 

a delayed packet. As a result, the quality of the audio might suffer, but it won’t start stuttering or make 

your friends and colleagues sound like they’re from another galaxy. In short, UDP might be unreliable, 

but it minimizes latency. Higher-level protocols like the Real-time Transport Protocol (RTP) and the 

Real Time Streaming Protocol (RTSP) are built on UDP. 

A Windows Store app works with this transport—either as a client or a server—using the 

DatagramSocket class, which you instantiate with the new operator to set up a specific connection and 

listen for messages: 

var listener = new Windows.Networking.Sockets.DatagramSocket(); 

On either side of the conversation, the next step is to listen for the object’s messagereceived event: 

// Event from WinRT: remember to call removeEventListener as needed 

listener.addEventListener("messagereceived", onMessageReceived); 

 

 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.aspx
http://en.wikipedia.org/wiki/User_Datagram_Protocol
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocket.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocket.messagereceived.aspx
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When data arrives, the handler receives a—wait for it!—DatagramSocketMessageReceived-

EventArgs object (that’s a mouthful). This contains localAddress and remoteAddress properties, 

both of which are a Windows.Networking.HostName object that contains the IP address, a display 

name, and a few other bits. See the “Network Information (the Network Object Roster)” section early in 

Chapter 4 for details. The event args also contains a remotePort string. More importantly, though, are 

the two methods from which you extract the data. One is getDataStream, which returns an 

IInputStream through which you can read sequential bytes. The other is getDataReader, which 

returns a Windows.Storage.Streams.DataReader object. As discussed in Chapter 10, “The Story of 

State, Part 1” in the section “Folders, Files, and Streams,” this is a higher-level abstraction built on top of 

the IInputStream that helps you read specific data types directly. Clearly, if you know the data 

structure you expect to receive in the message, using the DataReader will relieve you from doing type 

conversions yourself. 

Of course, to get any kind of data from a socket, you need to connect it to something. For this 

purpose DatagramSocket includes a few methods for establishing and managing a connection: 

 connectAsync Starts a connection operation given a HostName object and a service name (or 

UDP port, a string) of the remote network destination. This is used to create a one-way client to 

server connection. 

 Another form of connectAsync takes a Windows.Networking.EndpointPair object that 

specifies host and service names for both local and remote endpoints. This is used to create a 

two-way client/server connection, as the local endpoint implies a call to bindEndpointAsync as 

below. 

 bindEndpointAsync For a one-way server connection—that is, to only listen to but not send 

data on the socket—this method just binds a local endpoint given a HostName and a service 

name/port. Binding the service name by itself can be done with bindServiceNameAsync. 

 joinMulticastGroup Given a HostName, connects the Datagram socket to a multicast group. 

 close Terminates the connection and aborts any pending operations. 

 

Tip To open a socket to a localhost port for debugging purposes, use connectAsync as follows: 

var socket = new Windows.Networking.Sockets.DatagramSocket(); 

socket.connectAsync(new Windows.Networking.Sockets.DatagramSocket("localhost", 

    "12345", Windows.Networking.Sockets.SocketProtectionLevel.plainSocket) 

    .done(function () { 

        // ... 

    }, onError); 

 

 

 

 

 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketmessagereceivedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketmessagereceivedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.hostname.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketmessagereceivedeventargs.getdatastream.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketmessagereceivedeventargs.getdatareader.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.streams.datareader.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.endpointpair.aspx
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Note that any given socket can be connected to any number of endpoints—you can call connect-

Async multiple times, join multiple multicast groups, and bind multiple local endpoints with bindEnd-

pointAsync and bindServiceNameAsync. The close method, mind you, closes everything at once! 

Once the socket has one or more connections, connection information can be retrieved with the 

DatagramSocket.information property (a DatagramSocketInformation). Also, note that the static 

DatagramSocket.getEndpointPairsAsync method provides (as the async result) a vector of available 

EndpointPair objects for a given remote hostname and service name. You can optionally indicate that 

you’d like the endpoints sorted according to the optimizeForLongConnections flag. See the 

documentation page linked here for details, but it basically lets you control which endpoint is preferred 

over others based on whether you want to optimize for a high-quality and long-duration connection 

that might take longer to connect to initially (as for video streaming) or for connections that are easiest 

to acquire (the default). 

Control data can also be set through the DatagramSocket.control property, a Datagram-

SocketControl object with qualityOfService and outputUnicastHopLimit properties. 

All this work, of course, is just a preamble to sending data on the socket connection. This is done 

through the DatagramSocket.outputStream property, an IOutputStream to which you can write 

whatever data you need using its writeAsync and flushAsync methods. This will send the data on 

every connection within the socket. Alternately, you can use one of the variations of 

getOutputStreamAsync to specify a specific EndpointPair or HostName/port to which to send the 

data. The result of both of these async operations is again an IOutputStream. And in all cases you can 

create a higher-level DataWriter object (see Chapter 10) around that stream: 

var dataWriter = new Windows.Storage.Streams.DataWriter(socket.outputStream) 

Here’s how it’s all demonstrated in the DatagramSocket sample, a little app in which you need to 

run each of the scenarios in turn. Scenario 1, for starters, sets up the server-side listener of the 

relationship on the localhost, using port number 22112 (the service name) by default. To do this, it 

creates the sockets, adds the listener, and calls bindServiceNameAsync (js/startListener.js): 

socketsSample.listener = new Windows.Networking.Sockets.DatagramSocket(); 

// Reminder: call removeEventListener as needed; this can be common with socket relationships 

// that can come and go through the lifetime of the app. 

socketsSample.listener.addEventListener("messagereceived", onServerMessageReceived); 

 

socketsSample.listener.bindServiceNameAsync(serviceName).done(function () { 

    // ... 

}, onError); 

When a message is received, this server-side component takes the contents of the message and 

writes it to the socket’s output stream so that it’s reflected in the client side. This looks a little confusing 

in the code, so I’ll show the core path of this process with added comments: 

function onServerMessageReceived(eventArgument) { 

    // [Code here checks if we already got an output stream] 

 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketinformation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocket.getendpointpairsasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.hostnamesortoptions.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketcontrol.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketcontrol.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketcontrol.qualityofservice.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocketcontrol.outboundunicasthoplimit.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.datagramsocket.outputstream.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.streams.ioutputstream.aspx
http://code.msdn.microsoft.com/windowsapps/DatagramSocket-sample-76a7d82b


1264 

 

    socketsSample.listener.getOutputStreamAsync(eventArgument.remoteAddress, 

        eventArgument.remotePort).done(function (outputStream) { 

            // [Save the output stream with some other info, omitted] 

            socketsSample.listenerOutputStream = outputStream; 

        } 

 

        // This is a helper function 

        echoMessage(socketsSample.listenerOutputStream, eventArgument); 

    }); 

} 

 

// eventArgument here is a DatagramSocketMessageReceivedEventArgs with a getDataReader method 

function echoMessage(outputStream, eventArgument) { 

    // [Some display code omitted] 

 

    // Get the message stream from the DataReader and send it to the output stream 

    outputStream.writeAsync(eventArgument.getDataReader().detachBuffer()).done(function () { 

        // Do nothing - client will print out a message when data is received. 

    }); 

} 

In most apps using sockets, the server side would do something more creative with the data than 

just send it back to the client! But this just changes what you do with the data in the input stream. 

Scenario 2 sets up a listener to the localhost on the same port. On this side we also create a 

DatagramSocket and set up a listener for messagereceived. Those messages—such as the one written 

to the output stream on the server side, as we’ve just seen—are picked up in the event handler below 

(js/connectToListener.js), which uses the DataReader to extract and display the message: 

function onMessageReceived(eventArgument) { 

    try { 

        var messageLength = eventArgument.getDataReader().unconsumedBufferLength; 

        var message = eventArgument.getDataReader().readString(messageLength); 

        socketsSample.displayStatus("Client: receive message from server \"" + message + "\""); 

    } catch (exception) { 

        status = Windows.Networking.Sockets.SocketError.getStatus(exception.number); 

        // [Display error details] 

    } 

} 

Note that when an error occurs on a socket connection, you can pass the error number to the 

getStatus method of the SocketError object and get back a more actionable SocketErrorStatus 

value. There are many possible errors here, so see its reference page for details . 

Even with all the work we’ve done so far, nothing has yet happened because we’ve sent no data! So 

switching to scenario 3, pressing its Send ‘Hello’ Now button does the honors from the client side 

(js/sendData.js): 

// [This comes after a check on the socket's validity] 

socketsSample.clientDataWriter =  

    new Windows.Storage.Streams.DataWriter(socketsSample.clientSocket.outputStream); 

 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.socketerror.getstatus.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.socketerrorstatus.aspx
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var string = "Hello World"; 

socketsSample.clientDataWriter.writeString(string); 

 

socketsSample.clientDataWriter.storeAsync().done(function () { 

    socketsSample.displayStatus("Client sent: " + string + "."); 

}, onError); 

The DataWriter.storeAsync call is what actually writes the data to the stream in the socket. If you 

set a breakpoint here and on both messagereceived event handlers, you’ll then see that storeAsync 

generates a message to the server side, hitting onServerMessageReceived in js/startListener.js. This 

will then write the message back to the socket, which will hit onMessageReceived in 

js/connectToListener.js, which displays the message. (And to complete the process, scenario 4 gives you 

a button to call the socket’s close method.) 

The sample does everything with the same app on localhost to make it easier to see how the 

process works. Typically, the server will be running on another machine entirely, but the steps of setting 

up a listener apply just the same. As noted in Chapter 4, localhost connections work only on a machine 

with a developer license and will not work for apps acquired through the Windows Store. 

Stream Sockets 

In contrast to datagram sockets, streaming data over sockets uses the Transmission Control Protocol 

(TCP). The hallmark of TCP is accurate and reliable delivery—it guarantees that the bytes received are 

the same as the bytes that were sent: when a packet is sent across the network, TCP will attempt to 

retransmit the packet if there are problems along the way. This is why it’s part of TCP/IP, which gives us 

the World Wide Web, email, file transfers, and lots more. HTTP, SMTP, and the Session Initiation 

Protocol (SIP) are also built on TCP. In all cases, clients and servers just see a nice reliable stream of data 

flowing from one end to the other. 

Unlike datagram sockets, for which we have a single class in WinRT for both sides of the 

relationship, stream sockets are more distinctive to match the unique needs of the client and server 

roles. On the client side is Windows.Networking.Sockets.StreamSocket; on the server it’s 

StreamSocketListener. 

Starting with the latter, the StreamSocketListener object looks quite similar to the 

DatagramSocket we’ve just covered, with these methods, properties, and events: 

 information Provides a StreamSocketListenerInformation object containing a 

localPort string. 

 control Provides a StreamSocketListenerControl object with a qualityOfService 

property. 

 connectionreceived A WinRT event that’s fired when a connection is made to the listener. 

Its event arguments are a StreamSocketListenerConnectionReceivedEventArgs that 

contains a single property, socket. This is the StreamSocket for the client, in which is an 

outputStream property where the listener can obtain the data stream. 

http://en.wikipedia.org/wiki/Transmission_Control_Protocol
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocket.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketlistener.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketlistenerinformation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketlistenercontrol.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketlistenerconnectionreceivedeventargs.aspx
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 bindEndpointAsync and bindServiceNameAsync Binds the listener to a HostName and 

service name, or binds just a service name. 

 close Terminates connections and aborts pending operations. 

On the client side, StreamSocket again looks like parts of the DatagramSocket. In addition to the 

control (StreamSocketControl) and information properties (StreamSocketInformation) and the 

ubiquitous close method, we find a few other usual suspects and one unusual one: 

 connectAsync Connects to a HostName/service name or to an EndpointPair. In each case 

you can also provide an optional SocketProtectionLevel object that can be plainSocket, 

ssl, or sslAllowNullEncryption. There are, in other words, four variations of this method. 

 inputStream The IInputStream that’s being received over the connection. 

 outputStream The IOutputStream into which data is written. 

 upgradeToSslAsync Upgrades a plainSocket connection (created through connectAsync) 

to use SSL as specified by either SocketProtectionLevel.ssl or sslAllowNullEncryption. 

This method also required a HostName that validates the connection. 

For more details on using SSL, see How to secure socket connections with TLS/SSL. 

In any case, you can see that for one-way communications over TCP, an app creates either a 

StreamSocket or a StreamSocketListener, depending on its role. For two-way communications an 

app will create both. 

The StreamSocket sample, like the DatagramSocket sample, has four scenarios that are meant to be 

run in sequence on the localhost: first to create a listener (to receive a message from a client, scenario 

1), then to create the StreamSocket (scenario 2) and send a message (scenario 3), and then to close 

the socket (scenario 4). With streamed data, the app implements a custom protocol for how the data 

should appear, as we’ll see. Also note that scenario 5 demonstrates evaluating certificate validity and 

displaying certificate properties, which you’d need to do when making connections over SSL. 

Starting in scenario 1 (js/startListener.js), here’s how we create the listener and event handler. 

Processing the incoming stream data is trickier than with a datagram because we need to make sure 

the data we need is all there. This code shows a good pattern of waiting for one async operation to 

finish before the function calls itself recursively. Also note how it creates a DataReader on the input 

stream for convenience: 

socketsSample.listener = new Windows.Networking.Sockets.StreamSocketListener(serviceName); 

// Match with removeEventListener as needed 

socketsSample.listener.addEventListener("connectionreceived", onServerAccept); 

 

socketsSample.listener.bindServiceNameAsync(serviceName).done(function () { 

    // ... 

    }, onError); 

} 

 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketcontrol.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocketinformation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.socketprotectionlevel.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamsocket.upgradetosslasync.aspx
http://msdn.microsoft.com/library/windows/apps/hh780595.aspx
http://code.msdn.microsoft.com/windowsapps/StreamSocket-Sample-8c573931
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// This has to be a real function; it will "loop" back on itself with the call to 

// acceptAsync at the very end. 

function onServerAccept(eventArgument) { 

    socketsSample.serverSocket = eventArgument.socket; 

    socketsSample.serverReader = 

         new Windows.Storage.Streams.DataReader(socketsSample.serverSocket.inputStream); 

    startServerRead(); 

} 

 

// The protocol here is simple: a four-byte 'network byte order' (big-endian) integer that  

// says how long a string is, and then a string that is that long. We wait for exactly 4 bytes, 

// read in the count value, and then wait for count bytes, and then display them. 

function startServerRead() { 

    socketsSample.serverReader.loadAsync(4).done(function (sizeBytesRead) { 

        // Make sure 4 bytes were read. 

        if (sizeBytesRead !== 4) { /* [Show message] */ } 

 

        // Read in the 4 bytes count and then read in that many bytes. 

        var count = socketsSample.serverReader.readInt32(); 

        return socketsSample.serverReader.loadAsync(count).then(function (stringBytesRead) { 

            // Make sure the whole string was read. 

            if (stringBytesRead !== count) { /* [Show message] */ } 

 

            // Read in the string. 

            var string = socketsSample.serverReader.readString(count); 

            socketsSample.displayOutput("Server read: " + string); 

 

            // Restart the read for more bytes. We could just call startServerRead() but in 

            // the case subsequent read operations complete synchronously we start building 

            // up the stack and potentially crash. We use WinJS.Promise.timeout() to invoke 

            // this function after the stack for current call unwinds. 

            WinJS.Promise.timeout().done(function () { return startServerRead(); }); 

        }); // End of "read in rest of string" function. 

    }, onError); 

} 

This code is structured to wait for incoming data that isn’t ready yet, but you might have situations 

in which you want to know if there’s more data available that you haven’t read. This value can be 

obtained through the DataReader.unconsumedBufferLength property. 

In scenario 2, the data-sending side of the relationship is simple: create a StreamSocket and call 

connectAsync (js/connectToListener.js; note that onError uses StreamSocketError.getStatus 

again): 

socketsSample.clientSocket = new Windows.Networking.Sockets.StreamSocket(); 

socketsSample.clientSocket.connectAsync(hostName, serviceName).done(function () { 

    // ... 

}, onError); 

Sending data in scenario 3 takes advantage of a DataWriter built on the socket’s output stream 

(js/sendData.js): 

 

http://msdn.microsoft.com/library/windows/apps/windows.storage.streams.datareader.unconsumedbufferlength.aspx
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var writer = new Windows.Storage.Streams.DataWriter(socketsSample.clientSocket.outputStream); 

var string = "Hello World"; 

var len = writer.measureString(string); // Gets the UTF-8 string length. 

writer.writeInt32(len); 

writer.writeString(string); 

 

writer.storeAsync().done(function () { 

    writer.detachStream(); 

}, onError); 

And closing the socket in scenario 4 is again just a call to StreamSocket.close. 

As with the DatagramSocket sample, setting breakpoints within openClient (js/connectTo-

Listener.js), onServerAccept (js/startListener.js), and sendHello (js/sendData.js) will let you see what’s 

happening at each step of the process. 

Web Sockets: MessageWebSocket and StreamWebSocket 

Having now seen both Datagram and Stream sockets in action, we can look at their equivalents on the 

WebSocket side. As you might already know, WebSockets is a standard created to use HTTP (and thus 

TCP) to set up an initial connection after which the data exchange happens through sockets over TCP. 

This provides the simplicity of using HTTP requests for the first stages of communication and the 

efficiency of sockets afterwards. 

As with regular sockets, the WebSocket side of WinRT supports both water balloons and water 

hoses: the MessageWebSocket class provides for discrete packets as with datagram sockets (though it 

uses TCP and not UDP), and StreamWebSocket clearly provides for stream sockets. Both classes are 

similar to their respective DatagramSocket and StreamSocket counterparts, so much so that their 

interfaces are very much the same (with distinct secondary types like MessageWebSocketControl): 

 Like DatagramSocket, MessageWebSocket has control, information, and outputStream 

properties, a messagereceived event, and methods of connectAsync and close. It adds a 

closed event along with a setRequestHeader method. 

 Like StreamSocket, StreamWebSocket has control, information, inputStream, and 

outputStream properties, and methods of connectAsync and close. It adds a closed event 

and a setRequestHeader method. 

Notice that there isn’t an equivalent to StreamSocketListener here. This is because the process of 

establishing that connection is handled through HTTP requests, so such a distinct listener class isn’t 

necessary. This is also why we have setRequestHeader methods on the classes above: so that you can 

configure those HTTP requests. Along these same lines, you’ll find that the connectAsync methods 

take a Windows.Foundation.Uri rather than hostnames and service names. But otherwise we see the 

same kind of activity going on once the connection is established, with streams, DataReader, and 

DataWriter. 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.messagewebsocket.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.streamwebsocket.aspx
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Sidebar: Comparing W3C and WinRT APIs for WebSockets 

Standard WebSockets, as they’re defined in the W3C API, are entirely supported for Windows 

Store apps. However, they support only a transaction-based UDP model like DatagramSocket 

and only text content. The MessageWebSocket in WinRT, however, supports both text and binary, 

plus you can use the StreamWebSocket for a streaming TCP model as well. The WinRT APIs also 

emit more detailed error information and so are generally preferred over the W3C API. 

Let’s look more closely at these in the context of the Connecting with WebSockets sample. This 

sample is dependent upon an ASP.NET server page running in the localhost, so you must first go into 

its Server folder and run powershell.exe -ExecutionPolicy unrestricted -file setupserver.ps1 from 

an Administrator command prompt. (For more on setting up Internet Information Services and the 

localhost, refer to the “Using the localhost” sidebar in the “Using Windows.Web.Http.HttpClient” 

section in Chapter 4.) If the script succeeds, you’ll see a WebSocketSample folder in c:\inetpub\wwwroot 

that contains an EchoWebService.ashx file. Also, as suggested in Chapters 4 and 16, you can run the 

Web platform installer to install Visual Studio Express for Web that will allow you to run the server page 

in a debugger. Always a handy capability! 

Within EchoWebService.ashx you’ll find an EchoWebSocket class written in C#. It basically has one 

method, ProcessRequest, that handles the initial HTTP request from the web socket client. With this 

request it acquires the socket, writes an announcement message to the socket’s stream when the 

socket is opened, and then waits to receive other messages. If it receives a text message, it echoes that 

text back through the socket with “You said” prepended. If it receives a binary message, it echoes back 

a message indicating the amount of data received. 

Going to scenario 1 of the Connecting with WebSockets sample, we can send a message to that 

server page by using MessageWebSocket and get back a message of our own as shown below. In this 

case the output in the sample reflects information known to the app and nothing from the service 

itself. 

http://code.msdn.microsoft.com/windowsapps/Connecting-with-WebSockets-643b10ab
http://www.microsoft.com/web/downloads/platform.aspx
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In the sample, we first create a MessageWebSocket, call its connectAsync, and then use a 

DataWriter to write some data to the socket. It also listens for the messagereceived event to output 

the result of the send, and it listens to the closed event from the server so that it can do the close 

from its end. The code here is simplified from js/scenario1.js: 

var messageWebSocket; 

var messageWriter; 

 

var webSocket = new Windows.Networking.Sockets.MessageWebSocket(); 

webSocket.control.messageType = Windows.Networking.Sockets.SocketMessageType.utf8; 

webSocket.onmessagereceived = onMessageReceived; 

webSocket.onclosed = onClosed; 

 

// The server URI is obtained and validated here, and stored in a variable named uri. 

 

webSocket.connectAsync(uri).done(function () { 

    messageWebSocket = webSocket; 

    // The default DataWriter encoding is utf8. 

    messageWriter = new Windows.Storage.Streams.DataWriter(webSocket.outputStream); 

    sendMessage();    // Helper function, see below 

}, function (error) { 

    var errorStatus = Windows.Networking.Sockets.WebSocketError.getStatus(error.number); 

    // [Output error message] 

}); 

 

function onMessageReceived(args) { 

    var dataReader = args.getDataReader(); 

    // [Output message contents] 

} 

 

function sendMessage() { 

    // Write message in the input field to the socket 

    messageWriter.writeString(document.getElementById("inputField").value); 

    messageWriter.storeAsync().done("", sendError); 
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} 

 

function onClosed(args) { 

    // Close our socket if the server closes [simplified from actual sample; it also closes 

    // the DataWriter it might have opened.] 

    messageWebSocket.close(); 

} 

Similar to what we saw in previous sections, when an error occurs you can turn the error number 

into a SocketErrorStatus value. In the case of WebSockets you do this with the getStatus method 

of Windows.Networking.Sockets.WebSocketError. Again, see its reference page for details. 

Scenario 2, for its part, uses a StreamWebSocket to send a continuous stream of data packets, a 

process that will continue until you close the connection: 

 

Here’s the process in code, simplified from js/scenario2.js, where we see a similar pattern to what we 

just saw for MessageWebSocket, only sending a continuous stream of data: 

var streamWebSocket; 

var dataWriter; 

var dataReader; 

var data = "Hello World"; 

var countOfDataSent; 

var countOfDataReceived; 

 

var webSocket = new Windows.Networking.Sockets.StreamWebSocket(); 

webSocket.onclosed = onClosed; 

 

// The server URI is obtained and validated here, and stored in a variable named uri. 

 

webSocket.connectAsync(uri).done(function () { 

    streamWebSocket = webSocket; 

    dataWriter = new Windows.Storage.Streams.DataWriter(webSocket.outputStream); 

    dataReader = new Windows.Storage.Streams.DataReader(webSocket.inputStream); 

    // When buffering, return as soon as any data is available. 

    dataReader.inputStreamOptions = Windows.Storage.Streams.InputStreamOptions.partial; 

http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.socketerrorstatus.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.websocketerror.aspx
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    countOfDataSent = 0; 

    countOfDataReceived = 0; 

 

    // Continuously send data to the server 

    writeOutgoing(); 

 

    // Continuously listen for a response 

    readIncoming(); 

}, function (error) { 

    var errorStatus = Windows.Networking.Sockets.WebSocketError.getStatus(error.number); 

    // [Output error message] 

}); 

 

function writeOutgoing() { 

    try { 

        var size = dataWriter.measureString(data); 

        countOfDataSent += size; 

        } 

        dataWriter.writeString(data); 

        dataWriter.storeAsync().done(function () { 

            // Add a 1 second delay so the user can see what's going on. 

            setTimeout(writeOutgoing, 1000); 

        }, writeError); 

    } 

    catch (error) { 

        // [Output error message] 

    } 

} 

 

function readIncoming(args) { 

    // Buffer as much data as you require for your protocol. 

    dataReader.loadAsync(100).done(function (sizeBytesRead) { 

        countOfDataReceived += sizeBytesRead; 

        // [Output count] 

 

        var incomingBytes = new Array(sizeBytesRead); 

        dataReader.readBytes(incomingBytes); 

 

        // Do something with the data. Alternatively you can use DataReader to 

        // read out individual booleans, ints, strings, etc. 

 

        // Start another read. 

        readIncoming(); 

    }, readError); 

} 

 

function onClosed(args) { 

    // [Other code omitted, including closure of DataReader and DataWriter] 

    streamWebSocket.close(); 

} 

As with regular sockets, you can exercise additional controls with WebSockets, including setting 

credentials and indicating supported protocols through the control property of both 

MessageWebSocket and StreamWebSocket. For details, see How to use advanced WebSocket controls 

http://msdn.microsoft.com/library/windows/apps/hh761447.aspx
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in the documentation. Similarly, you can set up a secure/encrypted connection by using the wss:// 

URI scheme instead of ws:// as used in the sample. For more, see How to secure WebSocket 

connections with TLS/SSL. 

The ControlChannelTrigger Background Task 
In Chapter 16 in the “Lock Screen Dependent Tasks and Triggers” section, we took a brief look at the 

Windows.Networking.Sockets.ControlChannelTrigger class that can be used to set up a 

background task for real-time notifications as would be used by VoIP, IM, email, and other “always 

reachable” scenarios. To repeat, working with the control channel is not something that can be done 

from JavaScript, so refer to How to set background connectivity options in the documentation along 

with the following C#/C++ samples: 

 ControlChannelTrigger StreamSocket sample 

 ControlChannelTrigger XmlHttpRequest sample 

 ControlChannelTrigger StreamWebSocket sample 

 ControlChannelTrigger HTTP client sample 

The Credential Picker UI 

For enterprise scenarios where the Web Authentication Broker won’t suffice for authentication, WinRT 

provides a built-in, enterprise-ready UI for entering credentials: Windows.Security.Credentials.-

UI.CredentialsPicker. When you instantiate this object and call its pickAsync method, as does the 

Credential Picker sample, you’ll see the UI shown below. This UI provides for domain logins, supports, 

and smart cards (I have two smart card readers on my machine, as you can see), and it allows for 

various options such as authentication protocols and automatic saving of the credential. 

 

The result from pickAsync, as given to your completed handler, is a CredentialPickerResults 

http://msdn.microsoft.com/library/windows/apps/hh761446.aspx
http://msdn.microsoft.com/library/windows/apps/hh761446.aspx
http://msdn.microsoft.com/library/windows/apps/windows.networking.sockets.controlchanneltrigger.aspx
http://msdn.microsoft.com/library/windows/apps/Hh771189.aspx
http://code.msdn.microsoft.com/windowsapps/ControlChannelTrigger-TCP-20c56711
http://code.msdn.microsoft.com/windowsapps/ControlChannelTrigger-6aedf1bc
http://code.msdn.microsoft.com/windowsapps/ControlChannelTrigger-91f6bed8
http://code.msdn.microsoft.com/windowsapps/ControlChannelTrigger-HTTP-9d7a6b3d
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialpicker.aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialpicker.aspx
http://code.msdn.microsoft.com/windowsapps/Credential-picker-sample-30fcba2e
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialpickerresults.aspx
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object with the following properties (when you enter some credentials in the sample, you’ll see these 

values reflected in the sample’s output): 

 credentialuserName A string containing the entered username. 

 credentialPassword A string containing the password (typically encrypted depending on the 

authentication protocol option). 

 credentialDomainName A string containing a domain if entered with the username (as in 

<domain>\<username>). 

 credentialSaved A Boolean indicating whether the credential was saved automatically; this 

depends on picker options, as discussed below. 

 credentialSavedOption A CredentialSavedOption value indicating the state of the 

Remember My Credentials check box: unselected, selected, or hidden. 

 errorCode Contains zero if there is no error, otherwise an error code. 

 credential An IBuffer containing the credential as an opaque byte array. This is what you 

can save in your own persistent state if need be and pass back to the picker at a later time. We’ll 

see how at the end of this section. 

The three scenarios in the sample demonstrate the different options you can use to invoke the 

credential picker. For this there are three separate variants of pickAsync. The first variant accepts a 

target name (which is ignored) and a message string that appears in the place of “Please enter your 

credentials” shown in the previous screenshot: 

Windows.Security.Credentials.UI.CredentialPicker.pickAsync(targetName, message) 

    .done(function (results) { 

    } 

The second variant accepts the same arguments plus a caption string that appears in the place of 

“Credential Picker Sample” in the screenshot: 

Windows.Security.Credentials.UI.CredentialPicker.pickAsync(targetName, message, caption) 

    .done(function (results) { 

    } 

The third variant accepts a CredentialPickerOptions object that has properties for the same 

targetName, message, and caption strings, along with the following: 

 previousCredential An IBuffer with the opaque credential information as provided by a 

previous invocation of the picker (see CredentialPickerResults.credential above). 

 alwaysDisplayDialog A Boolean indicating whether the picker is displayed. The default is 

false, but this applies only if you also populate previousCredential (with an exception for 

domain-joined machines—see table below). The purpose here is to show the dialog when a 

stored credential might be incorrect and the user is expected to provide a new one. 

http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialsaveoption.aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialpickeroptions.aspx
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 errorCode The numerical value of a Win32 error code (default is ERROR_SUCCESS) that will be 

formatted and displayed in the dialog box. You would use this when you obtain credentials 

from the picker initially but find that those credentials don’t work and need to invoke the picker 

again. Instead of providing your own message, you just choose an error code and let the system 

do the rest. The most common values for this are 1326 (login failure), 1330 (password expired), 

2202 (bad username), 1907 or 1938 (password must change/password change required), 1351 

(can’t access domain info), and 1355 (no such domain). There are, in fact, over 15,000 Win32 

error codes, but that means you’ll have to search the reference linked above (or search within 

the winerror.h file typically found in your Program Files (x86)\Windows Kits\8.0\Include\shared 

folder). Happy hunting! 

 callerSavesCredential A Boolean indicating that the app will save the credential and that 

the picker should not. The default value is false. When set to true, credentials are saved to a 

secure system location (not the credential locker) if the app has the Enterprise Authentication 

capability (see below). 

 credentialSaveOption A CredentialSaveOption value indicating the initial state of the 

Remember My Credentials check box: unselected, selected, or hidden. 

 authenticationProtocol A value from the AuthenticationProtocol enumeration: basic, 

digest, ntlm, kerberos, negotiate (the default), credSsp, and custom (in which case you 

must supply a string in the customAuthenticationProcotol property). Note that with basic 

and digest, the CredentialPickerResults.credentialPassword will not be encrypted and 

is subject to the same security needs as a plain text password you collect from your own UI. 

Here’s an example of invoking the picker with an errorCode indicating a previous failed login: 

var options = new Windows.Security.Credentials.UI.CredentialPickerOptions(); 

options.message = "Please enter your credentials"; 

options.caption = "Sample App"; 

options.targetName = "Target"; 

options.alwaysDisplayDialog = true; 

options.errorCode = 1326;  // Shows "The username or password is incorrect." 

options.callerSavesCredential = true; 

options.authenticationProtocol =  

    Windows.Security.Credentials.UI.AuthenticationProtocol.negotiate; 

options.credentialSaveOption = Windows.Security.Credentials.UI.CredentialSaveOption.selected; 

 

Windows.Security.Credentials.UI.CredentialPicker.pickAsync(options) 

    .done(function (results) { 

    } 

 

 

 

 

 

 

 

http://msdn.microsoft.com/library/windows/desktop/ms681381(v=vs.85).aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.credentialsaveoption.aspx
http://msdn.microsoft.com/library/windows/apps/windows.security.credentials.ui.authenticationprotocol.aspx
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To clarify the relationship between the callerSavesCredential, credentialSaveOption, and the 

credentialSaved properties, the following table lists the possibilities: 

Enterprise 

Auth 

capability 

callerSavesCredential credentialSaveOption Credential Picker saves 

credentials 

Apps saves 

credentials to 

credential locker 

No true Selected No Yes 

unselected or hidden No No 

false Selected No Yes 

unselected or hidden No No 

Yes true Selected No Yes 

unselected or hidden No No 

false Selected Yes (credentialSaved will 

be true) 

Optional 

unselected or hidden No No 

 

The first column refers to the Enterprise Authentication capability in the app’s manifest, which 

indicates that the app can work with Intranet resources that require domain credentials (and assumes 

that the app is also running on the Enterprise Edition of Windows). In such cases the credential picker 

has a separate secure location (apart from the credential locker) in which to store credentials, so the 

app need not save them itself. Furthermore, if the picker saves a credential and the app invokes the 

picker with alwaysDisplayDialog set to false, previousCredential can be empty because the 

credential will be loaded automatically. But without a domain-joined machine and this capability, the 

app must supply a previousCredential to avoid having the picker appear. 

This brings us to the question about how, exactly, to persist a CredentialPickerResults.-

credential and load it back into CredentialPickerOptions.previousCredential at another time. 

The credential is an IBuffer, and if you look at the IBuffer documentation you’ll see that it doesn’t 

in itself offer any useful methods for this purpose (in fact, you’ll really wonder just what the heck it’s 

good for!). Fortunately, other APIs understand buffers. To save a buffer’s content, pass it to the 

writeBufferAsync method in either Windows.Storage.FileIO or Windows.Storage.PathIO. To 

load it later, use the readBufferAsync methods of the FileIO and PathIO objects. 

This is demonstrated in the modified Credential Picker sample in the appendices’ companion 

content. In js/scenario3.js we save credential within the completed handler for CredentiaPicker.-

pickAsync: 

//results.credential will be null if the user cancels 

if (results.credential != null) { 

    //Having retrieved a credential, write the opaque buffer to a file 

    var option = Windows.Storage.CreationCollisionOption.replaceExisting; 

 

    Windows.Storage.ApplicationData.current.localFolder.createFileAsync("credbuffer.dat", 

        option).then(function (file) { 

        return Windows.Storage.FileIO.writeBufferAsync(file, results.credential); 

    }).done(function () { 

        //No results for this operation 

        console.log("credbuffer.dat written."); 

http://msdn.microsoft.com/library/windows/apps/windows.storage.fileio.writebufferasync.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pathio.writebufferasync.aspx
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    }, function (e) { 

        console.log("Could not create credbuffer.dat file."); 

    }); 

} 

I’m using the local appdata folder here; you could also use the roaming folder if you want the 

credential to roam (securely) to other devices as if it were saved in the Credential Locker. 

To reload, we modify the launchCredPicker function to accept a buffer and use that for 

previousCredential if given: 

function launchCredPicker(prevCredBuffer) { 

    try { 

        var options = new Windows.Security.Credentials.UI.CredentialPickerOptions(); 

 

        //Set the previous credential if provided 

        if (prevCredBuffer != null) { 

            options.previousCredential = prevCredBuffer; 

        } 

We then point the click handler for button1 to a new function that looks for and loads the 

credbuffer.dat file and calls launchCredPicker accordingly: 

function readPrevCredentialAndLaunch() { 

    Windows.Storage.ApplicationData.current.localFolder.getFileAsync("credbuffer.dat") 

        .then(function (file) { 

        return Windows.Storage.FileIO.readBufferAsync(file); 

    }).done(function (buffer) { 

        console.log("Read from credbuffer.dat"); 

        launchCredPicker(buffer); 

    }, function (e) { 

        console.log("Could not reopen credbuffer.dat; launching default"); 

        launchCredPicker(null); 

    }); 

} 

Other Networking SDK Samples 

Sample Description (from the Windows Developer Center) 

Connectivity Manager 

Sample 

Demonstrates how an app can activate and use a secondary packet device protocol (PDP) context 

on a mobile broadband device, employing the Windows.Networking.Connectivity.-

ConnectivityManager class. 

HomeGroup app sample Demonstrates how to use a HomeGroup to open, search, and share files. This sample uses some of 

the HomeGroup options. In particular, it uses Windows.Storage.Pickers.PickerLocationId 

enumeration and the Windows.Storage.KnownFolders.homeGroup property to select files 

contained in a HomeGroup. 

Remote desktop app 

container client sample 

Demonstrates how to use the Remote Desktop app container client objects in an app. 

RemoteApp and desktop 

connections workspace API 

sample 

Demonstrates how to use the WorkspaceBrokerAx object in a Windows Store app. 

http://msdn.microsoft.com/library/windows/apps/dn266102
http://msdn.microsoft.com/library/windows/apps/dn266102
http://code.msdn.microsoft.com/windowsapps/HomeGroup-App-sample-d4da5cb2
http://msdn.microsoft.com/library/windows/apps/BR207890
http://msdn.microsoft.com/library/windows/apps/BR207890
http://msdn.microsoft.com/library/windows/apps/BR227153
http://code.msdn.microsoft.com/windowsapps/Remote-Desktop-app-461567af
http://code.msdn.microsoft.com/windowsapps/Remote-Desktop-app-461567af
http://msdn.microsoft.com/library/windows/apps/Hh994983
http://code.msdn.microsoft.com/windowsapps/RemoteApp-and-Desktop-cb639443
http://code.msdn.microsoft.com/windowsapps/RemoteApp-and-Desktop-cb639443
http://code.msdn.microsoft.com/windowsapps/RemoteApp-and-Desktop-cb639443
http://msdn.microsoft.com/library/windows/apps/Hh974747
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SMS message send, 

receive, and SIM 

management sample 

Demonstrates how to use the Mobile Broadband SMS API (Windows.Devices.Sms). This API can 

be used only from mobile broadband device apps and is not available to apps generally.  

SMS background task 

sample 

Demonstrates how to use the Mobile Broadband SMS API (Windows.Devices.Sms) with the 

Background Task API (Windows.ApplicationModel.Background) to send and receive SMS text 

messages. This API can be used only from mobile broadband device apps and is not available to 

apps generally. 

USSD message 

management sample 

Demonstrates network account management using the USSD protocol with GSM-capable mobile 

broadband devices. USSD is typically used for account management of a mobile broadband 

profile by the Mobile Network Operator (MNO). USSD messages are specific to the MNO and 

must be chosen accordingly when used on a live network. (That sample is applicable only to those 

building mobile broadband device apps; it draws on the API in Windows.Networking.-

NetworkOperators.)  

 

  

http://code.msdn.microsoft.com/windowsapps/Sms-SendReceive-fa02e55e
http://code.msdn.microsoft.com/windowsapps/Sms-SendReceive-fa02e55e
http://code.msdn.microsoft.com/windowsapps/Sms-SendReceive-fa02e55e
http://msdn.microsoft.com/library/windows/apps/BR206567
http://code.msdn.microsoft.com/windowsapps/SMS-background-task-sample-513576cb
http://code.msdn.microsoft.com/windowsapps/SMS-background-task-sample-513576cb
http://msdn.microsoft.com/library/windows/apps/BR206567
http://msdn.microsoft.com/library/windows/apps/BR224847
http://code.msdn.microsoft.com/windowsapps/USSD-API-SDK-Sample-b0259f6c
http://code.msdn.microsoft.com/windowsapps/USSD-API-SDK-Sample-b0259f6c
http://msdn.microsoft.com/library/windows/apps/BR241148
http://msdn.microsoft.com/library/windows/apps/BR241148
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Appendix D 

Provider-Side Contracts 

In this appendix: 

 File picker providers 

 The cached file updater 

 Contact card action providers 

 Contact picker providers 

 Appointment providers 

File Picker Providers 

In Chapter 11, “The Story of State, Part 2,” we looked at how the file/folder picker can be used to 

reference not only locations on the file system but also content that’s managed by other apps or even 

created on-the-fly within other apps. Let’s be clear on this point: the app that’s using the file picker is 

doing so to obtain a StorageFile or StorageFolder for some purpose. But this does not mean that 

provider apps that can be invoked through the file picker necessary manage their data as files or 

folders. Their role is to take whatever kind of data they manage and package it up so that it looks like a 

file/folder to the picker. 

In the “The File Picker UI” section of Chapter 11, for instance, we saw how the Windows Sound 

Recorder app can be used to record and audio track and return it through the file picker. Such a 

recording did not exist at the time the target app was invoked; instead, it displayed its UI through 

which the user could create a file that was then passed back through the file picker. In this way, the 

Sound Recorder app shortcuts the whole process of creating a new recording: it provides that function 

exactly when the user is trying to select an audio file. Otherwise the user would have to start the Sound 

Recorder app separately, make a recording, store it locally, and switch to the original app to invoke the 

file picker, and locate that new file. 

The file picker is not limited to audio or other media, of course: it works with any file type, 

depending on what the caller indicates it wants. One app might let the user go into an online music 

library, purchase and download a track, and then return that file to the file picker. Another app might 

perform some kind of database query and return the results as a file, and still others might allow the 

user to browse online databases of file-type entities, again hiding the details of downloading and 

packaging that data as a file such that the user’s experience of the file picker is seamless across the 

local file system, online resources, and apps that just create or acquire data dynamically. In such cases, 

however, note that the file picker contracts are designed for relatively quick in-and-out experiences. 

For this reason an app should provide only basic editing capabilities in this context (like cropping a 
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photo or trimming the audio). 

As with the Search and Share target contracts, Visual Studio and Blend provide an item template for 

file picker providers, specifically the File Open Picker Contract item in a project’s Add > New Item 

dialog. This gives you a basic selection structure built around a ListView control, but not much else. For 

our purposes we won’t be using this template; we’ll draw on samples instead. Generally speaking, when 

servicing the file picker contracts, an app should use the same views and UI as it does when launched 

normally, thereby keeping the app experience consistent in both scenarios. 

Manifest Declarations 
To be a provider for the file picker, an app starts by—what else!—adding the appropriate declaration 

to its manifest. In this case there are actually three declarations: File Open Picker, File Save Picker, and 

Cached File Updater, as shown below in Visual Studio’s manifest designer. Each of these declarations 

can be made once within any given app. 

 

The File Open Picker and File Save Picker declarations are what make a provider app available in the 

dialogs invoked through the Windows.Storage.Pickers.FileOpenPicker and FileSavePicker API. 

The calling app in both cases is completely unaware that another app might be invoked—all the 

interaction is between the picker and the provider app through the contract, with the contract broker 

being responsible first for displaying a UI through which to select an object and second for returning a 

StorageFile object for that item. 

With both the File Open Picker and File Save Picker contracts, the provider app indicates in its 

manifest those file types that it can service. This is done through the Add New button in the image 

below; the file picker will then make that app available as a choice only when the calling app indicates 

a matching file type. The Supports Any File Type option that you see here will make the app always 

appear in the list, but this is appropriate only for apps like OneDrive that provide a general storage 

location. Apps that work only with specific file types should indicate only those types. 
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The provider app indicates a Start Page for the open and save provider contracts separately—the 

operations are distinct and independent. In both cases, as we’ve seen for other contracts, these are the 

pages that the file picker will load when the user selects this particular provider app. As with Share 

targets, these pages are typically independent of the main app and will have their own script contexts 

and activation handlers, as we’ll see in the next section. (Again, the Executable and Entry Point options 

are there for other languages.) 

You might be asking: why are the open and save contracts separate? Won’t most apps generally 

provide both? Well, not necessarily. If you’re creating a provider app for a web service that is effectively 

read-only (like the image results from a search engine), you can serve only the file open case. If the 

service supports the creation of new files and updating existing files, such as a photo or document 

management service would, then you can also serve the file save case. There might also be scenarios 

where the provider would serve only the save case, such as writing to a sharing service. In short, 

Windows cannot presume the nature of the data sources that provider apps will work with, so the two 

contracts are kept separate. 

The next main section in this Appendix covers the Cached File Updater contract, but it’s good to 

know how it relates to the others here. This contract allows a provider app to synchronize local and  

remote copies of a file, essentially to subscribe to and manage change/access notifications for provided 

files. This is primarily of use to apps that represent a file repository where the user will frequently open 

and save files, like OneDrive or a database app. It’s essentially a two-way binding service for files when 

either local or remote copies can be updated independently. As such, it’s always implemented in 

conjunction with the file picker provider contracts. 

Tip The Sharing and exchanging data topic has some helpful guidance about when you might choose 

to be a provider for the file save picker contract and when being a share target is more appropriate.  

Activation of a File Picker Provider 

Demonstrations of the file picker provider contracts—for open and save—are found in the File picker 

contracts sample, which I’ll refer to as the provider sample for clarity. Declarations for both are included 

in the manifest with Supports Any File Type, so the sample will be listed with other apps in all file 

pickers: 

http://msdn.microsoft.com/library/windows/apps/hh464923.aspx
http://code.msdn.microsoft.com/windowsapps/File-picker-app-extension-0cb95155
http://code.msdn.microsoft.com/windowsapps/File-picker-app-extension-0cb95155
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When the provider app is invoked, the Start page listed in the manifest for the appropriate contract 

(open or save) is loaded. These are fileOpenPicker.html and fileSavePicker.html, found in the root of the 

project. Both of these pages are again loaded independently of the main app and appear as shown in 

Figure D-1 and Figure D-2. Note that the title of the app and the color scheme is determined by the 

Visual Assets section in the provider app’s manifest. In particular, the text comes from the Tile > Short 

Name field and the colors come from the Tile > Foreground Text and Tile > Background Color settings. 

Note that the system automatically adds the down chevron (⌄) next to the title (at the top of each 

figure) through which the user can select a different picker location or provider app. 

 

FIGURE D-1  The Open UI as displayed by the sample. 
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FIGURE D-2  The Save UI as displayed by the sample. 

When you first run this sample, you won’t see either of these pages. Instead you’ll see a page 

through which you can invoke the file open or save pickers and then choose this app as a provider. You 

can do this if you like, but I recommend using a different app to invoke the pickers, just so we’re clear 

on which app is playing which role. For this purpose you can use the sample we used in Chapter 11, the 

File picker sample (this is the consumer side). You can even use something like the Windows Music app 

where the Open File command on its app bar will invoke a picker wherein the provider sample will be 

listed. 

Whatever your choice, the important parts of the provider sample are its separate pages for 

servicing its contracts, which are again fileOpenPicker.html and fileSavePicker.html. In the first case, the 

code is contained in js/fileOpenPicker.js where we can see the activated event handler with the 

activation kind of fileOpenPicker: 

function activated(eventObject) { 

    if (eventObject.detail.kind ===  

        Windows.ApplicationModel.Activation.ActivationKind.fileOpenPicker) { 

        fileOpenPickerUI = eventObject.detail.fileOpenPickerUI; 

 

        eventObject.setPromise(WinJS.UI.processAll().then(function () { 

            // Navigate to a scenario page... 

        })); 

    } 

} 

Here eventObject.detail is a WebUIFileOpenPickerActivatedEventArgs object, whose 

fileOpenPickerUI property (a FileOpenPickerUI object) provides the means to fulfill the provider’s 

responsibilities with the contract. 

http://code.msdn.microsoft.com/windowsapps/File-picker-sample-9f294cba
http://msdn.microsoft.com/library/windows/apps/windows.ui.webui.webuifileopenpickeractivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.fileopenpickerui.aspx
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In the second case, the code is in js/fileSavePicker.js where the activation kind is fileSavePicker: 

function activated(eventObject) { 

    if (eventObject.detail.kind ===  

        Windows.ApplicationModel.Activation.ActivationKind.fileSavePicker) { 

        fileSavePickerUI = eventObject.detail.fileSavePickerUI; 

 

        eventObject.setPromise(WinJS.UI.processAll().then(function () { 

            // Navigate to a scenario page 

        })); 

    } 

} 

where eventObject.detail is a WebUIFileSavePickerActivatedEventArgs object. As with the 

open contract, the fileSavePickerUI property of this (a FileSavePickerUI object) provides the 

means to fulfill the provider’s side of the contract. 

In both open and save cases, the contents of the contract’s Start page is displayed within the 

letterboxed area between the system-provided top and bottom bands. If that content overflows the 

provided space, scrollbars would be provided only within that area—the top and bottom bands always 

remain in place. In both cases, WinRT also provides the usual features for activation, such as the 

splashScreen and previousExecutionState properties, just as we saw in Chapter 3, “App Anatomy 

and Performance Fundamentals,” meaning that you should reload necessary session state and use 

extended splash screens as needed. 

What’s most interesting, though, are the contract-specific interactions that are represented in the 

different scenarios for these pages (as you can see in Figure D-1 and Figure D-2). Let’s look at each. 

Note For specific details on designing a file picker experience, see Guidelines for file pickers. 

File Open Provider: Local File 

The provider for file open works through the FileOpenPickerUI object supplied with the 

fileOpenPicker activation kind. Simply said, whatever kind of UI the provider offers to select some file 

or data will be wired to the various methods, properties, and events of this object. First, the UI will use 

the allowedFileTypes property to filter what it displays for selection—clearly, the provider should not 

display items that don’t match what the file picker is being asked to pick! Next, the UI can use the 

selectionMode property (a FileSelectionMode value) to determine if the file picker was invoked for 

single or multiple selection. 

When the user selects an item within the UI, the provider calls the addFile method with the 

StorageFile object as appropriate for that item. Clearly, the provider has to somehow create that 

StorageFile object. In the sample’s open picker > scenario 1 (js/fileOpenPickerScenario1.js), this is 

accomplished with a StorageFolder.-getFileAsync (where the StorageFolder is the package 

location). 

 

http://msdn.microsoft.com/library/windows/apps/windows.ui.webui.webuifilesavepickeractivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.filesavepickerui.aspx
http://msdn.microsoft.com/library/windows/apps/hh465182.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.fileselectionmode.aspx


1285 

 

Windows.ApplicationModel.Package.current.installedLocation 

    .getFileAsync("images\\squareTile-sdk.png").then(function (fileToAdd) { 

    addFileToBasket(localFileId, fileToAdd); 

} 

where addFileToBasket just calls FileOpenPickerUI.addFile and displays messages for the result. 

That result is a value from the AddFileResult enumeration: added (success), alreadyAdded 

(redundant operations, so the file is already there), notAllowed (adding is denied due to a mismatched 

file type), and unavailable (app is not visible). These really just help you report the result to users in 

your UI. Note also that the canAddFile method might be helpful for enabling or disabling add 

commands in your UI as well, which will prevent some of these error cases from ever arising in the first 

place. 

The provider app must also respond to requests to remove a previously added item, as when the 

user removes a selection from the “basket” in the multi-select file picker UI. To do this, listen for the 

FileOpenPickerUI object’s fileRemoved event, which provides a file ID as an argument. You pass this 

ID to containsFile followed by removeFile as in the sample (js/fileOpenPickerScenario1.js): 

// Wire up the event in the page's initialization code 

fileOpenPickerUI.addEventListener("fileremoved", onFileRemovedFromBasket, false); 

 

function removeFileFromBasket(fileId) { 

    if (fileOpenPickerUI.containsFile(fileId)) { 

        fileOpenPickerUI.removeFile(fileId); 

    } 

} 

If you need to know when the file picker UI is closing your page (such as the user pressing the Open 

or Cancel buttons shown in Figure D-1), listen for the closing event. This gives you a chance to close 

any sessions you might have opened with an online service and otherwise perform any necessary 

cleanup tasks. In the eventArgs you’ll find an isCanceled property that indicates whether the file 

picker is being canceled (true) or being closed due to the Open button (false). The 

eventArgs.closingOperation object also contains a getDeferral method and a deadline property 

that allows you to carry out async operations as well, similar to what we saw in Chapter 3 for the 

suspending event. 

A final note is that a file picker provider should respect the 

FileOpenPickerUI.settingsIdentifier to relaunch the provider to a previous state (that is, a 

previous picker session). If you remember from the other side of this story, an app that’s using the file 

picker can use the settingsIdentifier to distinguish different use cases within itself—perhaps to 

differentiate certain file types or feature contexts. The identifier can also differ between different apps 

that invoke the file picker. By honoring this property, then, a provider app can maintain a case-specific 

context each time it’s invoked (basically using settingsIdentifier in its appdata filenames and the 

names of settings containers), which is how the built-in file pickers for the file system works. 
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It’s also possible for the provider app to be suspended while displaying its UI and could possibly be 

shut down if the calling app is closed. However, if you manage picker state based on 

settingsIdentifier values, you don’t need to save or manage any other session state where your 

picker functionality is concerned. 

File Open Provider: URI 

For the most part, scenario 2 of the open file picker case in the provider sample is just like we’ve seen in 

the previous section. The only difference is that it shows how to create a StorageFile from a nonfile 

source, such as an image that’s obtained from a remote URI. In this situation we need to obtain a data 

stream for the remote URI and convert that stream into a StorageFile. Fortunately, a few WinRT APIs 

make this very simple, as shown in js/fileOpenPickerScenario2.js within its onAddFileUri method: 

function onAddUriFile() { 

    // Respond to the "Add" button being clicked 

    var imageSrcInput = document.getElementById("imageSrcInput"); 

 

    if (imageSrcInput.value !== "") { 

        var uri = new Windows.Foundation.Uri(imageSrcInput.value); 

        var thumbnail =  

            Windows.Storage.Streams.RandomAccessStreamReference.createFromUri(uri); 

 

        // Retrieve a file from a URI to be added to the picker basket 

        Windows.Storage.StorageFile.createStreamedFileFromUriAsync("URI.png", uri, 

            thumbnail).then(function (fileToAdd) { 

            addFileToBasket(uriFileId, fileToAdd); 

        }, 

        function (error) { 

            // ... 

        }); 

    } else { 

        // ... 

    } 

} 

Here Windows.Storage.StorageFile.createStreamedFileFromUriAsync (a static method) does 

the honors to give us a StorageFile for a URI, and addFileToBasket is again an internal method that 

just calls the addFile method of the FileOpenPickerUI object. 

If you need to perform authentication or take other special steps to obtain content from a web 

service, you’ll generally want to use the Windows.Netwoking.BackgroundTransfer API to acquire the 

content (where you can provide credentials), followed by StorageFile.createStreamedFile to serve 

that file up through the contract. StorageFile.createStreamedFileFromUriAsync does exactly this 

but doesn’t provide for authentication. 

File Save Provider: Save a File 

Similar to how the file open provider interacts with a FileOpenPickerUI object, a provider app for 

saving files works with the specific methods, properties, and events FileSavePickerUI class. Again, the 

http://msdn.microsoft.com/library/windows/apps/windows.networking.backgroundtransfer.aspx


1287 

 

open and save contracts are separate concerns because the data source for which you might create a 

provider app might or might not support save operations independently of open. If you do support 

both, you will likely reuse the same UI and would thus use the same Start page and activation path. 

Within the FileSavePickerUI class, we first have the allowedFileTypes as provided by the app 

that invoked the file save picker UI in the first place. As with open, you’ll use this to filter what you 

show in your own UI so that users can clearly see what items for these types a lready exist. You’ll also 

typically want to populate a file type drop-down list with these types as well. 

For restoring the provider’s save UI for the specific calling app from a previous session, there is again 

the settingsIdentifier property. 

Referring back to Figure D-2, notice the controls along the bottom of the screen, the ones that are 

automatically provided by the file picker UI when the provider app is invoked. When the user changes 

the filename field, the provider app can listen for and handle the FileSavePickerUI object’s 

filenameChanged event; in your handler you can get the new value from the fileName property. If the 

provider app has UI for setting the filename, it cannot write to this property, however. It must instead 

call trySetFileName, whose return value from the SetFileNameResult enumeration is either 

succeeded, notAllowed (typically a mismatched file type), or unavailable. This is typically used when 

the user taps an item in your list, where the expected behavior is to set the filename to the name of 

that item. 

The most important event, of course, happens when the user finally taps the Save button. This will 

fire the FileSavePickerUI object’s targetFileRequested event. You must provide a handler for this 

event, in which you must create an empty StorageFile object in which the app that invoked the file 

picker UI can save its data. The name of this StorageFile must match the fileName property. 

The eventArgs for this event is a TargetFileRequestedEventArgs object. This contains a single 

property named request, which is a TargetFileRequest. Its targetFile property is where you place 

the StorageFile you create (or null if there’s an error). You must set this property before returning 

from the event handler, but of course you might need to perform asynchronous operations to do this 

at all. For this purpose, as we’ve seen many times, the request also contains a getDeferral method. 

This is used in scenario 1 of the provider sample’s save case (js/fileSavePickerScenario1.js):  

function onTargetFileRequested(e) { 

    var deferral = e.request.getDeferral(); 

 

    // Create a file to provide back to the Picker 

    Windows.Storage.ApplicationData.current.localFolder.createFileAsync( 

        fileSavePickerUI.fileName).done(function (file) { 

        // Assign the resulting file to the targetFile property and complete the deferral  

        e.request.targetFile = file; 

        deferral.complete(); 

    }, function () { 

        // Set the targetFile property to null and complete the deferral to indicate failure 

        e.request.targetFile = null; 

        deferral.complete(); 

    }); 

http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.setfilenameresult.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.filesavepickerui.targetfilerequested.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.targetfilerequestedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.pickers.provider.targetfilerequest.aspx
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}; 

In your own app you will, of course, replace the createFileAsync call in the local folder with 

whatever steps are necessary to create a file or data object. Where remote files are concerned, on the 

other hand, you’ll need to employ the Cached File Updater contract (see “Cached File Updater” below).  

File Save Provider: Failure Case 

Scenario 2 of the provider sample’s save UI shows one other aspect of the process: displaying errors in 

case there is a real failure to create the necessary StorageFile. Generally speaking, you can use 

whatever UI you feel is best and consistent with the app in general, to let the user know what they 

need to do. The sample uses a MessageDialog like so (js/fileSavePickerScenario2.js): 

function onTargetFileRequestedFail(e) { 

    var deferral = e.request.getDeferral(); 

 

    var messageDialog = new Windows.UI.Popups.MessageDialog("If the app needs the user to 

correct a problem before the app can save the file, the app can use a message like this to 

tell the user about the problem and how to correct it."); 

 

    messageDialog.showAsync().done(function () { 

        // Set the targetFile property to null and complete the deferral to indicate failure  

        // once the user has closed the dialog.  This will allow the user to take any 

        // necessary corrective action and click the Save button once again. 

        e.request.targetFile = null; 

        deferral.complete(); 

    }); 

}; 

Cached File Updater 

Using the cached file updater contract provides for keeping a local copy of a file in sync with one 

managed by a provider app on some remote resource. This contract is specifically meant for apps that 

provide access to a storage location where users regularly save, access, and update files. The OneDrive 

app in Windows is a good example of this. 

Back in Chapter 11, we saw some of the method calls that are made by an app that uses the file 

picker: Windows.Storage.CachedFileManager.deferUpdates and completeUpdatesAsync. This 

usage is shown in scenarios 4 and 6 of the File picker sample we worked with in that chapter. These are 

the calls that a file-consuming app makes if and when it writes to a file that it obtained from a file 

picker. It does this because it won’t know (and shouldn’t care) whether the file provider has another 

copy in a database, on a web service, etc., that needs to be kept in sync. If the provider needs to handle 

synchronization, the consuming app’s calls to these methods will trigger the necessary cached file 

updater UI of the provider app, which might or might not be shown, depending on the need. Even if 

the consuming app doesn’t call these methods, the provider app will sti ll be notified of changes but 

won’t be able to show any UI. 

http://code.msdn.microsoft.com/windowsapps/File-picker-sample-9f294cba
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There are two directions with which this contract works, depending on whether it’s updating a local 

(cached) copy of a file or the remote (source) copy. In the first case, the provider is asked to update the 

local copy, typically when the consuming app attempts to access that file (pulling it from the 

FutureAccessList or MostRecentlyUsed list of Windows.Storage.AccessCache; it does not 

explicitly ask for an update). In the second case, the consuming app has modified the file such that the 

provider needs to propagate those changes to its source copy. 

From a provider app’s point of view, updates come into play whenever it supplies a file to another 

app. This can happen through the file picker contracts, as we’ve seen in the previous section, but also 

through file type associations and the share contract. In the latter case a share source app is, in a sense, 

a file provider and might make use of the cached file updater contract. In short, if you want your file-

providing app to be able to track and synchronize updates between local and remote copies of a file, 

this is the contract to use. 

Supporting the contract begins with a manifest declaration as shown below, where the Start page 

indicates the page implementing the cached file updater UI. That page will handle the necessary events 

to update files and might or might not actually be displayed to the user, as we’ll see later. 

  

The next step for the provider is to indicate when a given StorageFile should be hooked up with 

this contract. It does so by calling 

Windows.Storage.Provider.CachedFileUpdater.setUpdateInformation on a provided file, as 

shown in scenario 3 of the File picker contracts sample, which I’ll again refer to as the provider sample 

for simplicity (js/fileOpenPickerScenario3.js): 

function onAddFile() { 

    // Respond to the "Add" button being clicked 

    Windows.Storage.ApplicationData.current.localFolder.createFileAsync("CachedFile.txt", 

        Windows.Storage.CreationCollisionOption.replaceExisting).then(function (file) { 

        Windows.Storage.FileIO.writeTextAsync(file, "Cached file created...").then( 

            function () { 

                Windows.Storage.Provider.CachedFileUpdater.setUpdateInformation( 

                    file, "CachedFile", 

                    Windows.Storage.Provider.ReadActivationMode.beforeAccess, 

                    Windows.Storage.Provider.WriteActivationMode.notNeeded, 

                    Windows.Storage.Provider.CachedFileOptions.requireUpdateOnAccess); 

                addFileToBasket(localFileId, file); 

            }, onError); 

http://msdn.microsoft.com/library/windows/apps/br230566.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.cachedfileupdater.setupdateinformation.aspx
http://code.msdn.microsoft.com/windowsapps/File-picker-app-extension-0cb95155
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    }, onError); 

}; 

 

Note Be careful to not confuse the CachedFileUpdater class, which we’re using here from the 

provider side, with the CachedFileManager class, which is used from the consumer side of the 

contract. 

The setUpdateInformation method takes the following arguments: 

 A StorageFile for the data in question. 

 A content identifier string that identifies the remote resource to keep in sync. 

 A ReadActivationMode indicating whether the calling app can read its local file without 

updating it; values are notNeeded and beforeAccess. 

 A WriteActivationMode indicating whether the calling app can write to the local file and 

whether writing triggers an update; values are notNeeded, readOnly, and afterWrite. 

 One or more values from CachedFileOptions (that can be combined with bitwise-OR) that 

describes the ways in which the local file can be accessed without triggering an update; values 

are none (no update), requireUpdateAccess (update on accessing the local file), 

useCachedFileWhenOffline (update on access if the calling app desires, and access is allowed 

if there’s no network connection), and denyAccessWhenOnline (triggers an update on access 

and requires a network connection). 

It’s through this call, in other words, that the provider specifically controls how and when it should 

be activated to handle updates when a local file is accessed. 

So, together we have two cases where the provider app will be invoked and might be asked to show 

its UI: one where the calling app updates the file, and another when the calling app attempts to access 

the file but needs an update before reading its contents. 

Before going into the technical details, let’s see how these interactions appear to the user. To see 

the cached file updater in action using the sample, invoke it by using the file picker from another app. 

First, then, run the provider sample to make sure its contracts are registered. Then run the 

aforementioned File picker sample. In the latter, scenarios 4, 5, and 6 cause interactions with the 

cached file updater contract. Scenarios 4 and 6 write to a file to trigger an update to the remote copy; 

scenario 5 accesses a local file that will trigger a local update as part of the process. 

 

 

 

 

http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.readactivationmode.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.writeactivationmode.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.cachedfileoptions.aspx
http://code.msdn.microsoft.com/windowsapps/File-picker-sample-9f294cba
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Updating a Local File: UI 
In scenario 5 of the File picker sample (updating a local file), follow the instructions that it gives to tap 

the Pick Cached File button and select the File Picker Contracts JS Sample from the location list: 

 

This will launch the provider sample. In that view, select scenario 3 so that you see the UI shown in 

Figure D-3. This is the mode of the provider sample that is just a  file picker provider, 

(js/fileOpenPickerScenario3.js) where it calls setUpdateInformation. This is not the UI for the cached 

file updater yet. Tap the Add File to Basket button, and tap the Open button. This will return you to the 

first app (the picker sample in the above graphic) where the Output Latest Version button will now be 

enabled. Tapping that button will then invoke the provider sample through the cached file updater 

contract, as shown in Figure D-4. This is what appears when there’s a need to update the local copy of 

the cached file. 

 

FIGURE D-3 The provider sample’s UI for picking a file; the setUpdateInfomation method is called on the provided 

file to set up the cached file updater relationship. 

http://code.msdn.microsoft.com/windowsapps/File-picker-sample-9f294cba
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FIGURE D-4 The provider sample’s UI for the cached file updater contract on a local file.  

Take careful note of the description in the sample. While the sample shows this UI by default, a 

cached file updater app will not show it unless it’s necessary to resolve conflicts or collect credentials. 

Oftentimes no such interaction is necessary and the provider silently updates the local file or indicates 

that it’s current. The sample’s UI here choose instead to show both those options as explicit choices 

(and be sure to choose one of them because selecting Cancel will throw an exception). 

Updating a Remote File: UI 
In scenario 6 of the File picker sample (updating a remote file), we can see the interactions that take 

place when the consuming app writes changes to its local copy, thereby triggering an update to the 

remote copy. Start by tapping the Get Save File button in the UI shown below, and then select the File 

Picker Contracts JS Sample again from the location list: 

 

This will invoke the provider sample’s UI of Figure D-5 through the file save picker contract, where 

you should select scenario 3 (implemented in html/fileSavePickerScenario3.html and 

http://code.msdn.microsoft.com/windowsapps/File-picker-sample-9f294cba
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js/fileSavePickerScenaro3.js). If you look in the JavaScript file, you’ll again see a call to 

setUpdateInformation that’s called when you enter a file name and tap Save. Doing so also returns 

you to the picker sample above where Write To File should now be enabled. Tapping Write To File then 

reinvokes the provider sample through the cached file updater contract with the UI shown in Figure D-

6. This UI is intended to demonstrate how such a provider app would accommodate overwriting or 

renaming the remote file. 

 

FIGURE D-5 The provider sample’s UI for saving a file; the setUpdateInfomation method is again called on the 

provided file to set up the cached file updater relationship. 

 

FIGURE D-6 The provider sample’s UI for the cached file updater contract on a remote file.  
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Update Events 
Let’s see how the cached file updater contract looks in code. As you will by now expect, the provider 

app is launched, the Start page (cachedFileUpdater.html in the project root) is loaded, and the 

activated handler is called with the activation kind of cachedFileUpdater. This will happen for both 

local and remote cases, and as we’ll see here, you use the same activation code for both. Here 

eventObject.detail is a WebUICachedFileUpdaterActivatedEventArgs that contains a 

cachedFileUpdaterUI property (a CachedFileUpdaterUI) along with the usual roster of kind, 

previousExecutionState, and splashScreen. Here’s how it looks in js/cachedFileUpdater.js of the 

provider sample: 

function activated(eventObject) { 

    if (eventObject.detail.kind === 

        Windows.ApplicationModel.Activation.ActivationKind.cachedFileUpdater) { 

        cachedFileUpdaterUI = eventObject.detail.cachedFileUpdaterUI; 

 

        cachedFileUpdaterUI.addEventListener("fileupdaterequested", onFileUpdateRequest); 

        cachedFileUpdaterUI.addEventListener("uirequested", onUIRequested); 

 

        switch (cachedFileUpdaterUI.updateTarget) { 

            case Windows.Storage.Provider.CachedFileTarget.local: 

                // Code omitted: configures sample to show cachedFileUpdaterScenario1 

                // if needed. 

                break; 

 

            case Windows.Storage.Provider.CachedFileTarget.remote: 

                // Code omitted: configures sample to show cachedFileUpdaterScenario2 

                // if needed. 

                break; 

        } 

    } 

} 

When the provider app is invoked to update a local file from the remote source, the cachedFile-

UpdaterUI.updateTarget property will be local, as you can see above. When the app is being asked 

to update a remote file with local changes, the target is remote. All the sample does in these cases is 

point to either html/cachedFileUpdaterScenario1.html (Figure D-4) or html/cachedFile-

UpdaterScenario2.html (Figure D-6) as the update UI. 

The UI is not shown initially. What happens first is that the CachedFileUpdaterUI object fires its 

fileUpdateRequested event to attempt a silent update. Here the eventArgs is a 

FileUpdateRequestedEventArgs object with a single request property (FileUpdateRequest), an 

object that you’ll want to save in a variable that’s accessible from your update UI. 

If it’s possible to silently update a local file, follow these steps: 

 Because you’ll likely be doing async operations to perform the update, obta in a deferral from 

request.getDeferral. 

 To do the update, use one of these options: 

http://msdn.microsoft.com/library/windows/apps/hh701752.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.cachedfileupdaterui.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.cachedfileupdaterui.fileupdaterequested.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.fileupdaterequest.aspx
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 If you already have a StorageFile with the new contents, just call 

request.updateLocalFile. This is a synchronous call, in which case you do not need to 

obtain a deferral. 

 The local file’s StorageFile object will be in request.file. You can open this file and 

write whatever contents you need within it. This will typically start an async operation, after 

which you return from the event handler. 

 To update the contents of a remote file, copy the contents from request.file to the remote 

source. 

 Depending on the outcome of the update, set request.status to a value from 

FileUpdateStatus: complete (the copies are sync’d), incomplete (sync didn’t work but the 

local copy is still available), userInputNeeded (the update failed for need of credentials or 

conflict resolution), currentlyUnavailable (source can’t be reached, and the local file is 

inaccessible), failed (sync cannot happen now or ever, as when the source file has been 

deleted), and completeAndRenamed (the source version has been renamed, generally to resolve 

conflicts). 

 If you asked for a deferral and processed the outcome within completed and error handlers, call 

the deferral’s complete method to finalize the update. 

Now the provider might know ahead of time that it can’t do a silent update at all—a user might not 

be logged into the back-end service (or credentials are needed each time), there might be a conflict to 

resolve, and so forth. In these cases the event handler should check the value of 

cachedFileUpdaterUI.uiStatus (a UIStatus) and set the request.status property accordingly: 

 If the UI status is visible, switch to that UI and return from the event handler. Complete the 

deferral when the user has responded through the UI. 

 If UI status is hidden, set request.status to userInputNeeded and return. This will trigger the 

CachedFileUpdaterUI.onuiRequested event followed by another fileUpdateRequested 

event where uiStatus will be visible, in which case you’ll switch to your UI. 

 If the UI status is unavailable, set request.status to currentlyUnavailable. 

You can see some of this in the sample’s onFileUpdateRequest handler (js/cachedFileUpdater.js); it 

really handles only the uiStatus check because it doesn’t attempt silent updates at all (as described in 

the comments I’ve added below): 

function onFileUpdateRequest(e) { 

    fileUpdateRequest = e.request; 

    fileUpdateRequestDeferral = fileUpdateRequest.getDeferral(); 

 

    // Attempt a silent update using fileUpdateRequest.file silently, or call  

    // fileUpdateRequest.updateLocalFile in the local case, setting fileUpdateRequest.status 

    // accordingly, then calling  fileUpdateRequestDeferral.complete(). Otherwise, if you 

    // know that user action will be required, execute the following code. 

http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.fileupdaterequest.updatelocalfile.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.fileupdatestatus.aspx
http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.uistatus.aspx
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    switch (cachedFileUpdaterUI.uiStatus) { 

        case Windows.Storage.Provider.UIStatus.hidden: 

            fileUpdateRequest.status = 

                Windows.Storage.Provider.FileUpdateStatus.userInputNeeded; 

            fileUpdateRequestDeferral.complete(); 

            break; 

 

        case Windows.Storage.Provider.UIStatus.visible: 

            // Switch to the update UI (configured in the activated event) 

            var url = scenarios[0].url; 

            WinJS.Navigation.navigate(url, cachedFileUpdaterUI); 

            break; 

 

        case Windows.Storage.Provider.UIStatus.unavailable: 

            fileUpdateRequest.status = Windows.Storage.Provider.FileUpdateStatus.failed; 

            fileUpdateRequestDeferral.complete(); 

            break; 

    } 

} 

Again, if a silent update succeeds, the provider app’s UI never appears to the user. In the case of the 

provider sample, it never attempts to do a silent update and so always does the check on uiStatus. 

When the app was just launched to service the contract, we’ll end up in the hidden case and return 

userInputNeeded, as would happen if you attempted a silent update but returned the same status. 

Either way, the CachedFileUpdateUI object will fire its uiRequested event, telling the provider app 

that the system is making the UI visible. The app, in fact, can defer initializing its UI until this event 

occurs because there’s no need to do so for a silent update. 

After this, the fileUpdateRequested event will fire again with uiStatus now set to visible. 

Notice how the code above will have called request.getDeferral in this case but has not called its 

complete. We save that step for when the UI has done what it needs to do (and, in fact, we save both 

the request and the deferral for use from the UI code). 

The update UI is responsible for gathering whatever user input is necessary to accomplish the task: 

collecting credentials, choosing which copy of a file to keep (the local or remote version), allowing for 

renaming a conflicting file (when updating a remote file), and so forth. When updating a local file, it 

writes to the StorageFile within request.file or calls request.updateLocalFile; in the remote 

case it copies data from the local copy in request.file. 

To complete the update, the UI code then sets request.status to complete (or any other 

appropriate code if there’s a failure) and calls the deferral’s complete method. This will change the 

status of the system-provided buttons along the bottom of the screen (see Figure D-4 and Figure D-6), 

enabling the OK button and disabling Cancel. In the provider sample, both buttons just execute these 

two lines for this purpose: 

fileUpdateRequest.status = Windows.Storage.Provider.FileUpdateStatus.complete; 

fileUpdateRequestDeferral.complete(); 

http://msdn.microsoft.com/library/windows/apps/windows.storage.provider.cachedfileupdaterui.uirequested.aspx
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All in all, the interactions between the system and the app for the cached file updater contract are 

simple and straightforward in themselves: handle the events, copy data around as needed, and update 

the request status. The real work with this contract is first deciding when to call 

setUpdateInformation, providing the UI to support updates of local and remote files under the 

necessary circumstances, and interacting with your backend storage system. 

Contact Cards Action Providers 

In Chapter 15, “Contracts,” we saw that contact cards can appear with up to three actions, depending 

on the data contained in the contact. To repeat a few images from that chapter below, we see actions 

such as Email, Call, Send Message, and Map: 

    

 

Furthermore, when a contact is found via the Search charm, or opened in the People app (by 

tapping More Details in the lower right of the contact card, not shown in the images above), these 

actions are available along with other less common ones, again depending on the information that’s 

available for that contact. To round out the list, the full set of supported actions are Call, Map, Send 

Message, Post To, and Video Call. (A View Profile might also appear in the People app specifically for 

Facebook contacts as well.) 
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The question we want to answer here is how to create an app that can handle one or more of these 

actions. 

The answer has two parts. First, some actions work through URI associations. The two primary ones 

are Email that uses mailto: and Call, which uses tel: for simple phone numbers.144 These actions will 

just launch a URI with either scheme and let Windows take care of the rest. Providers that handle email 

and phone-number calling thus register themselves to handle these URI schemes, as generally 

described in Chapter 15 in the section “Launching Apps with URI Scheme Associations.” For more  

details on the URIs schemes themselves, refer to the URI Scheme page on Wikipedia, where you’ll find 

links to all the specifications. 

For all other actions, and as an optional way to handle Call, there are special entries in the app 

manifest and special cases of app activation. You can find an example of this in the Handling Contact 

Actions sample as well as in the Quickstart: Handling contact actions topic in the documentation. 

In these cases you’ll need to edit your manifest manually as XML (right-click package.appxmanifest 

in Visual Studio, and select View Code). Within the Application element, make sure there’s an 

Extensions section, within which you specify the windows.contact extension with one or more 

actions. Here’s the XML from the SDK sample (noting that the m2 namespace is for the Windows 8.1 

manifest additions): 

<Application Id="App" StartPage="default.html"> 

  <!-- Other entries omitted --> 

  <Extensions> 

    <m2:Extension Category="windows.contact"> 

      <m2:Contact> 

        <m2:ContactLaunchActions> 

          <m2:LaunchAction Verb="call"> 

            <m2:ServiceId>telephone</m2:ServiceId> 

          </m2:LaunchAction> 

          <m2:LaunchAction Verb="message"> 

            <m2:ServiceId>skype.com</m2:ServiceId> 

          </m2:LaunchAction> 

          <m2:LaunchAction Verb="map"/> 

        </m2:ContactLaunchActions> 

      </m2:Contact> 

    </m2:Extension> 

  </Extensions> 

</Application> 

Each supported action is described by an m2:LaunchAction element, whose Verb attribute 

identifies the action and must be a value from the Windows.ApplicationModel.Contacts.Contact-

LaunchActionVerbs class: call, message, map, post, and videoCall. The m2:ServiceId element then 

describes the service that the app uses to complete the action (not needed for the map verb). 

                                                             

144 Two other URI schemes are for Facebook-specific messaging and View Profile actions: message-facebook-com: and 

viewprofile-facebook-com:. You’d use these only if you’re making a dedicated Facebook app. 

http://en.wikipedia.org/wiki/URI_scheme
http://code.msdn.microsoft.com/windowsapps/Handling-Contact-Actions-359380e2
http://code.msdn.microsoft.com/windowsapps/Handling-Contact-Actions-359380e2
http://msdn.microsoft.com/library/windows/apps/dn518338.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.contactlaunchactionverbs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.contactlaunchactionverbs.aspx
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Once an app with such manifest entries is installed, it shows up as a target when the user selects an 

action. For example, run the Handling Contact Actions sample from Visual Studio and select a Call 

action from a contact card or the Search charm. If you haven’t yet chosen a default handler for calls, 

you’ll see something like this: 

 

Tip Users control these associations through PC Settings > Search and Apps > Defaults > Choose 

Default Apps By Protocol. 

Assuming that your app—and we’re using the sample here—is the default provider for that action, it 

will be launched with ActivationKind.contact, as shown here in the sample’s activated handler 

alongside the protocol and launch activations for reference (js/default.js): 

if (eventObject.detail.kind === Windows.ApplicationModel.Activation.ActivationKind.contact) { 

    arg = eventObject.detail; 

 

    if (arg.verb === Windows.ApplicationModel.Contacts.ContactLaunchActionVerbs.call) { 

        // Handle calls 

    } else if (arg.verb === Windows.ApplicationModel.Contacts.ContactLaunchActionVerbs.message) { 

        // Handle messaging 

    } else if (arg.verb === Windows.ApplicationModel.Contacts.ContactLaunchActionVerbs.map) { 

        // Handle mapping 

    } 

} else if (eventObject.detail.kind === 

Windows.ApplicationModel.Activation.ActivationKind.protocol) { 

    // Protocol activation for URI associations 

} else if (eventObject.detail.kind === 

Windows.ApplicationModel.Activation.ActivationKind.launch) { 

    // Normal launch 

} 

In a contact activation, eventObject.detail.verb will contain one of the 

ContactLaunchActionVerb values, so you’ll then take appropriate action for each one individually. 

Here, eventObject.detail will be one of the following object types, depending on the verb. Note 

that each object type includes the standard properties of kind, previousExecutionState, and 

splashScreen, which I won’t show individually. 
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Verb Event object type Properties 
call ContactCallActivatedEventArgs contact, serviceId, serviceUserId, verb 

map ContactMapActivatedEventArgs address, contact, verb  

message ContactMessageActivatedEventArgs  contact, serviceId, serviceUserId, verb 

post ContactPostActivatedEventArgs  contact, serviceId, serviceUserId, verb 

videoCall ContactVideoCallActivatedEventArgs  contact, serviceId, serviceUserId, verb 

 

With each activation verb and a Contact object in the contact field, you have all the information 

you need in hand including display names, thumbnails, and so forth. In the case of the map verb, the 

other field of interest is ContactAddress, giving you what you need to do the mapping. In all other 

cases, the serviceId is whatever string is specified in the manifest entry for this action, and 

serviceUserId is the appropriate data from the contact for that service. For example, when 

serviceId is telephone, the serviceUserId will be the telephone number. For a video call it could be 

the user’s Skype ID, and for messaging it would be the appropriate user ID for that service. In short, 

these two fields supply what you need to complete the basic action, and you build your UI with the 

other details in contact. 

Contact Picker Providers 

On the provider side of the Contact Picker, which is demonstrated in the Contact Picker app sample 

that we worked with in Chapter 15, we see the same pattern as for file picker providers. First, a provider 

app declares the Contact Picker contract in its manifest, indicating the Start page to load within the 

context of the picker. In the sample, the Start page is contactPicker.html that in turn loads 

html/contactPickerScenario.html (with their associated JavaScript files): 

 

As with the file picker, having a separate Start page means having a separate activated handler, 

and in this case it looks for the activation kind of contactPicker (js/contactPicker.js): 

function activated(e) { 

    if (e.detail.kind === Windows.ApplicationModel.Activation.ActivationKind.contactPicker) { 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactcallactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactmapactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactmessageactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactpostactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactvideocallactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.contact.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.contactaddress.aspx
http://code.msdn.microsoft.com/windowsapps/Contact-Picker-App-sample-fc6677a1
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        contactPickerUI = e.detail.contactPickerUI; 

        e.setPromise(WinJS.UI.processAll().then(function () { 

            // ... 

        })); 

    } 

} 

The e.detail here is a ContactPickerActivatedEventArgs (these names are long, but at least 

they’re predictable!). As with all activations, it contains kind, previousExecutionState, and 

splashScreen properties for the usual purposes. Its contactPickerUI property, a ContactPickerUI, 

contains the information specific to the picker contract: 

 The selectionMode and desiredFields properties as supplied by the calling app. 

 Three methods—addContact, removeContact, and containsContact—for managing what’s 

returned to the calling app. These methods correspond to the actions of a typical selection UI.  

 One event, contactsRemoved, which informs the provider when the user removes an item from 

the basket along the bottom of the screen. (Refer to Figure 15-15 in Chapter 15.) 

Within a provider, each contact is represented by a Contact object. A provider will create an object 

for each contact it supplies. In the sample (js/contactPickerScenario.js), there’s an array called 

sampleContacts that simulates what would more typically come from a database. That array just 

contains JSON records like this: 

{ 

    displayName: "David Jaffe", 

    firstName: "David", 

    lastName: "Jaffe", 

    personalEmail: "david@contoso.com", 

    workEmail: "david@cpandl.com", 

    workPhone: "", 

    homePhone: "248-555-0150", 

    mobilePhone: "", 

    address: { 

        full: "", 

        street: "", 

        city: "", 

        state: "", 

        zipCode: "" 

    }, 

    id: "761cb6fb-0270-451e-8725-bb575eeb24d5" 

}, 

Each record is shown as a check box in the sample’s UI (generated in the createContactUI 

function), but your own provider app will likely use a ListView for this purpose. The sample is just trying 

to keep things simple so that you can see what’s happening with the contract itself. 

When a contact is selected, the sample’s addContactToBasket function is called. This is the point at 

which we create the actual Contact object and call ContactPickerUI.addContact. The process here 

for each field follows a chain of other function calls, so let’s see how it works for the single homeEmail 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.contactpickeractivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.provider.contactpickerui.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.contacts.contact.aspx
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field in the source record, starting with addContactToBasket (again in js/contactPickerScenario.js). The 

rest of the field values are handled pretty much the same way: 

 

function addContactToBasket(sampleContact) { 

    var contact = new Windows.ApplicationModel.Contacts.Contact(); 

    contact.firstName = sampleContact.firstName; 

    contact.lastName = sampleContact.lastName; 

    contact.id = sampleContact.id; 

 

    if (sampleContact.personalEmail) { 

        var personalEmail = new Windows.ApplicationModel.Contacts.ContactEmail(); 

        personalEmail.address = sampleContact.personalEmail; 

        personalEmail.kind = Windows.ApplicationModel.Contacts.ContactEmailKind.personal; 

        contact.emails.append(personalEmail); 

    } 

 

    // Add other fields... 

 

    // Add the contact to the basket 

    switch (contactPickerUI.addContact(sampleContact.id, contact)) { 

        // Show various messages based on the result, which is of type 

        // Windows.ApplicationModel.Contacts.Provider.AddContactResult 

    } 

} 

Now, when an item is unselected in the list, it needs to be removed from the basket: 

function removeContactFromBasket(sampleContact) { 

    // Programmatically remove the contact from the basket 

    if (contactPickerUI.containsContact(sampleContact.id)) { 

        contactPickerUI.removeContact(sampleContact.id); 

    } 

} 

Similarly, when the user removes an item from the basket, the contact provider needs to update its 

selection UI by handling the contactremoved event: 

contactPickerUI.addEventListener("contactremoved", onContactRemoved, false); 

 

function onContactRemoved(e) { 

    // Add any code to be called when a contact is removed from the basket by the user 

    var contactElement = document.getElementById(e.id); 

    var sampleContact = sampleContacts[contactElement.value]; 

    contactElement.checked = false; 

} 

You’ll notice that we haven’t said anything about closing the UI, and in fact the ContactPickerUI 

object does not have an event for this. Simply said, when the user selects the commit button (with 

whatever text the caller provided), it gets back whatever the provider has added to the basket. If the 

user taps the cancel button, the operation returns a null contact. In both cases, the provider app will 

be suspended and, if it wasn’t running prior to being activated for the contact, closed automatically. 
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Do note that as with file picker providers, a contact provider should save its session state when 

suspended and restore that state when relaunched with previousExecutionState==terminated. 

Although not demonstrated in the sample, a real provider app should save its current selections and 

viewing position within its list, along with whatever else, to session state and restore that in its 

activated handler when necessary. 

Appointment Providers 

An appointment provider app registers itself to handle the four distinct appointment actions apropos 

to the Appointments API discussed in Chapter 15. Those actions are adding an appointment, removing 

an appoint-ment, updating (replacing) an appointment, and showing a time frame. 

To demonstrate at least the structure of a provider app, I’ve included the AppointmentsProvider 

example in the companion content for the appendices. This example does not maintain any kind of 

calendar—it only shows how to handle the activations for the different verbs and the data that’s passed 

with each one. 

To register itself, the provider app must declare appropriate extensions in its manifest XML. As with 

contact actions described earlier, the Visual Studio manifest editor does not presently have a UI for 

these entries, so you’ll need to right-click package.appxmanifest in Visual Studio and select View Code 

to edit the XML directly. Then within Application > Extensions, add an Extension for the 

windows.appointmentProvider category: 

<Application> 

  <Extensions> 

    <m2:Extension Category="windows.appointmentsProvider" StartPage="default.html"> 

      <m2:AppointmentsProvider> 

        <m2:AppointmentsProviderLaunchActions> 

          <m2:LaunchAction Verb="addAppointment" StartPage="html/manageAppointment.html"/> 

          <m2:LaunchAction Verb="removeAppointment" StartPage=" html/manageAppointment.html"/> 

          <m2:LaunchAction Verb="replaceAppointment" StartPage=" html/manageAppointment.html"/> 

          <m2:LaunchAction Verb="showTimeFrame" /> 

        </m2:AppointmentsProviderLaunchActions> 

      </m2:AppointmentsProvider> 

    </m2:Extension> 

  </Extensions> 

</Application> 

Each action, as you can see, is represented by a LaunchAction entry that maps a verb to a particular 

page in the app that handles that kind of activation.  

Note An appointments provider must implement all four verbs because users set a default calendar 

app for all verb together. If you don’t handle one of the verbs, you’ll break apps that attempt to use 

the appointments API. 

If a LaunchAction doesn’t specify its own StartPage attribute, the activation will use the 
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StartPage specified with the Extension element. In the declarations above, we use 

html/manageAppointment.html for add, remove, and replace cases, whereas the showTimeFrame verb 

will go to default.html. 

I’ve chosen to show it this way because if you refer back to Chapter 15, the APIs to add, remove, and 

replace appointments display the provider’s UI in a flyout within the calling app, and so it makes sense 

to have a dedicated HTML page for that purpose (or you can use distinct pages if you like). The call 

that triggers the showTimeFrame verb, on the other hand, launches the provider app in its own view, so 

it makes some sense to use the same view as the app would if it’s launched standalone and then to 

navigate to the specific time frame. 

The verbs themselves, by the way, come from the AppointmentsProviderLaunchActionVerbs, which 

is found in the Windows.ApplicationModel namespace, down under 

Appointments.AppointmentProvider, which, put altogether in code, forms about the longest fully-

qualified name I’ve encountered in all of WinRT! Its values are exactly those you see in the manifest 

above. 

Installing an app with these entries makes it available to handle calendar actions, and the act of 

installation will cause a prompt to appear the next time the user performs an action that invokes the 

default calendar. This way your users will have the opportunity to select your app that they just 

installed and use it in favor of the built-in Calendar. The user can also change the default in PC Settings 

> Search and Apps > Defaults > Calendar: 

 

When the provider app is launched to handle an appointment action, Windows will load the 

StartPage specified for that verb and call the activated handler in that page. The activation kind is 

set to appointmentsProvider, and the appropriate verb in contained in eventObject.detail.verb. 

In the example’s manageAppointments page, then, we have this basic structure 

(html/manageAppointments.js): 

var app = WinJS.Application; 

var activation = Windows.ApplicationModel.Activation; 

var verbs = 

    

Windows.ApplicationModel.Appointments.AppointmentsProvider.AppointmentsProviderLaunchActionVerbs

; 

http://msdn.microsoft.com/en-us/library/windows/apps/windows.applicationmodel.appointments.appointmentsprovider.appointmentsproviderlaunchactionverbs.aspx
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app.onactivated = function (args) { 

    if (args.detail.kind === activation.ActivationKind.appointmentsProvider) { 

        switch (args.detail.verb) { 

            case verbs.addAppointment: 

                break; 

 

            case verbs.removeAppointment: 

                break; 

 

            case verbs.replaceAppointment: 

                break; 

        } 

                        

        args.setPromise(WinJS.UI.processAll()); 

    } 

}; 

 

app.start(); 

I told you the fully-qualified name of the verbs class was long! Anyway, notice that because this 

page is being launched by itself, we have the same structure that we have in default.js, including a call 

to app.start() at the bottom. And speaking of default.js, here’s how we differentiate the 

showTimeFrame launch case from normal startup (js/default.js): 

var verbs =  

    

Windows.ApplicationModel.Appointments.AppointmentsProvider.AppointmentsProviderLaunchActionVerbs

; 

 

app.onactivated = function (args) { 

    if (args.detail.kind === activation.ActivationKind.appointmentsProvider) { 

        if (args.detail.verb == verbs.showTimeFrame) { 

            // Launched to show appointments time frame 

        } 

        args.setPromise(WinJS.UI.processAll()); 

    } 

 

    if (args.detail.kind === activation.ActivationKind.launch) { 

        // Normal launch 

 

        args.setPromise(WinJS.UI.processAll()); 

    } 

}; 

The type of object in eventObject.detail is unique in each case, as described in the following 

table. I can’t stand typing out the really long types directly, so I’m going to rely on your inherent sense 

of wildcards with which you can substitute the type noted into 

AppointmentsProvider*ActivatedEventArgs. Each of these objects contains the usual kind, 

previousExecutionState, and splashScreen properties, which I won’t list. The other properties are 

then typically verb and an operation-specific object, except with showTimeFrame: 
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Verb Event object type  Properties (in eventObject.detail) 

addAppointment AddAppointment verb, addAppointmentOperation (an AddAppointmentOperation) 

removeAppointment RemoveAppointment verb, removeAppointmentOperation (a RemoveAppointmentOperation) 

replaceAppointment ReplaceAppointment verb, replaceAppointmentOperation (a ReplaceAppointmentOperation) 

showTimeFrame ShowTimeFrame verb, timeToShow (the starting Date), duration (period to short from the 

starting date in milliseconds)  

 

With showTimeFrame, the duration and timeToShow values are the same ones the client passed to 

the AppointmentsManager.showTimeFrameAsync method, so you can just use these to configure your 

calendar view. The example, for its part, just shows these values in its output. Enough said! 

 

The other three verbs each receive an operation object, whose members are described in the 

following table. Note that there are a number of common members across all three, and then a few 

unique members for each: 

Common Member Type  Description 
dismissUI method Closes the flyout UI in the client. The provider typically uses this to dismiss the UI 

while it continues to complete the operation in the background. The provider 

has 15 seconds from the time it calls dismissUI to call reportCompleted or 

reportError. Calling reportCanceled will automatically dismiss the UI. 

reportCanceled method Informs the client that the user canceled the operation through the flyout UI.  

reportCompleted method Informs the client that the operation was carried out. In add and remove cases, 

this is called with an app-defined appointmentId for the new entry. In the replace 

operation object, this method takes no arguments. 

reportError method Informs the client that an error occurred and the operation failed. This method 

takes a string that describes the error. 

sourcePackageFamilyName property The package family name of the client app. 

   

Add/Replace operations   

appointmentInformation  property The Appointment object containing details for the new or replacement entry.  

   

Remove/Replace operations   

appointmentId property The id of the appointment to remove or replace, as was returned by the 

reportCompleted method via add and replace verbs. 

instanceStartDate property A Date indicating the specific appointment to remove or replace. This is included 

because the appointmentId could represent a recurring appointment but the 

client is asking to manage a specific instance in that series. 

 

With all this it’s fairly obvious that you handle each verb with an appropriate bit of UI, displaying the 

relevant change to the calendar with the provided Appointment object and perhaps including a button 

to save the changes. The AppointmentsProvider example demonstrates the basics, again not showing a 

calendar but at least displaying the information it receives. Refer to the code in 

html/manageAppointment.js for details. 

http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.appointmentsprovideraddappointmentactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.appointments.appointmentsprovider.addappointmentoperation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.appointmentsproviderremoveappointmentactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.appointments.appointmentsprovider.removeappointmentoperation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.appointmentsproviderreplaceappointmentactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.appointments.appointmentsprovider.replaceappointmentoperation.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.activation.appointmentsprovidershowtimeframeactivatedeventargs.aspx
http://msdn.microsoft.com/library/windows/apps/windows.applicationmodel.appointments.appointment.aspx
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What’s interesting about activating the provider app within a flyout is that you’ll be working with a 

smaller amount of screen real-estate than you ever encounter in normal views: 320x400 pixels. 

Windows also provides a header with your app’s Display Name (from the Application tab in the 

manifest) and square 30x30 logo (from Visual Assets), using The Tile > Background Color (from Visual 

Assets) as the background. 

When the provider is first launched, the flyout (below left) will show this header along with a scaled-

down splash screen image against your splash screen background color (which in this example is the 

same as the tile color). And because of the downscaling of your splash screen image, make sure that 

your image looks good at about 50% of its normal resolution. If your provider app gets stuck on this 

splash screen, it means that Windows could not find the StartPage for that verb. Double-check that 

your manifest is pointing to the right HTML page. Windows will eventually time out and show the error 

below right. The same error will appear if your app crashes while handl ing the verb. 

     

To debug your provider, run the app in the Visual Studio debugger and let it go through its normal 

startup path. Later activations through appointments verbs will hit any breakpoints you set in those 

code paths, including any activations that hit default.html and call your activated handler there again. 

The caveat here is that if you’re debugging on the local machine, the flyout in the client will be 

dismissed as soon as you switch focus to the debugger. It works better, then, to debug in the simulator 

or on a remote machine where focus won’t be affected like this. 

Anyway, if all goes well, you’ll see the UI you’ve defined in your verb-specific pages, such as the 

image below from the example app. Of course, I wholly expect you to design a much better UI than 

this! 
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